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On Theses
I was scribbling some notes in a jam-packed tavern and was about to reach
for a bottle to refill my glass, when the alewife suddenly turned on me: ‘Show
me what you’ve been drinking, you scoundrel. The bottle you bought from me
earlier should have been empty long before now. Everyone knows that you’re
not allowed to bring your own drinks in here.’ Not awaiting my response, she
confiscated the bottle, showed the crowd that it was filled to the brim, and
placed it on a table where regulars sat. ‘Who of you can tell me what the drink
inside this bottle tastes like?’
1
4

The first to whom the bottle was offered was a gambler, but he flatly
declined to have a try. ‘I lost much of my gold in a game of poker yesterday
evening and have no wish to lose my good health tonight. Besides, the
taste will be either salty, sour, sweet, or bitter, and the knowledge of
having a one-in-four chance of either outcome is sufficient to satisfy my
curiosity.’

limN →∞ ‘Give it to me then,’ demanded a lady sitting opposite him. She carefully
swirled the bottle around and filled her glass with a tiny amount, took a
sip, and repeated the process four times. The lady informed us that with
each trial the taste miraculously changed and that she had now rejected
her initial impression that it was honey. Rather than verifying her previous
impressions, she continued by formulating and testing daring hypotheses
about the underlying flavor (‘melancholia!’, ‘flue!’, ‘fathers-in-law!’). To
the wonderment of the crowd, great efforts were made to falsify these
assertions through controlled experiments. Before taking a sip, she cradled
the bottle in her arms and filled her glass while humming along to a gloomy
lullaby that a savage-looking sailor had kindly agreed to sing. On the next
attempt, she poured the liquid straight into a nostril. An old fellow even
allowed her to pluck a hair from his balding head so that its taste could
be compared to that of the drink. After one more test (‘rabbit’s tail!’)
the bottle was half-empty. The flustered looking lady explained that she
would soon approximate the true nature of the drink, but only if she had
nearly an infinite amount of tries.
v
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Φ−1 Unfortunately for her, the crowd had grown weary. A muscular man named
Tom was asked to take over. He began by formulating what his guess
would have been if he had not witnessed his predecessor’s efforts, if he had
not yet been asked by the host to determine the drink’s true nature, if
he had not had a foul drink of similarly dubious origins last week, and
if he had not . . . This long and painstaking counterfactual examination
ended with him informing the expectant audience that his prior belief
was that this drink was sure to taste like milk suckled from the breast
of Plato’s mother. He proceeded to update his belief with all available
historical evidence and then took a first sip, which appeared to confirm
his expectations. The second try made his mouth twitch slightly, but he
seemed determined to radiate the same degree of confidence as before.
After the third sip, we positively saw steam coming out of his ears, yet he
still managed to keep a straight face. The next three trials brought to his
authoritative countenance a fleeting hint of fear, of hilarity, and then of
somberness. Once the glass had been drained, he assured us that he had no
occasion to doubt his first impression and that further examinations had
merely helped his belief to converge to the taste of overcooked cabbage; a
possibility he’d thought considerably likely right from the start. Turning
menacingly towards a boy standing by his side, he said: ‘This lad here will
take three sips and confirm that his belief is the same as mine.’
φ−1 The teenager appeared to be much intimidated by Tom’s request. A
glass was handed to him and he conspicuously feigned to drink three
times, fashioned his facial features to resemble Tom’s, and stammered:
‘Overc-c-cooked c-c-c-cabbage.’
10$ ‘Overcooked cabbage, in my tavern? The nerve!’ cried the alewife. ‘The
beverages I offer have a singularly pleasant effect on my customers, having
been brewed in accordance with the ancient traditions of my family.’
f (10$) ‘I can vouch for that,’ joined a gentleman clad in a pinstripe suit. ‘Although
I only drink brandy, I assure you that the opinion of the lady of the house
is the most reliable indicator for how this drink ought to be assessed. No,
no, I dare not take a sip of that concoction myself. I will just stick to my
brandy, thank you very much. But you, my dear sir,’ he continued, while
pointing to a man standing beside me, ‘why look so sulky? Perhaps the
young man’s drink will do you some good!’
96 The disinterested looking male did not seem to be in the mood at all, but
he was being egged on by a cheering crowd and finally demanded that I
fill his goblet. The entire gathering fell silent, knowing that the verdict of
this stern juror was bound to seal my fate. I looked at him imploringly
while emptying the bottle in his goblet. He took a large gulp, froze for an
instant, and, to my utter disgust, spat the full contents right in my face.
‘You think it funny to poison me, do you?’ he added, threateningly.
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... ‘I assure you, I did no such thing. Here I was, about to refill my glass with
a bottle of plain water that I had just bought from the bartender, who
apparently left for some reason, and the lady of the house comes up to me
and calls me a —’
10$ ‘It’s all right,’ said the alewife, amid bursts of laughter. ‘We’re just pulling
a joke on you and the crowd. We’ve been taking classes in method acting
and thought we’d try it out. You have to admit that it was a great success.
We made the sailor sing a lullaby, the old chap offer a hair of his head, and
the young boy confirm the taste of overcooked cabbage. The final juror
took it one step too far, of course, terribly sorry about that. The drinks
are on me tonight!’ ‘Anyway,’ she continued soothingly, ‘what were you
writing about?’
... ‘A list of theses that I am going to challenge,’ I answered, still drying my
face. ‘It’s definiteness does not suit me. I’m afraid of turning the whole
thing into a caricature. Let me show you how far I’ve got:
I The alternative to accepting the dictates of reason is the void of
skepticism.
II Science ceases to exist if there is no paradigmatic means of identifying,
solving, and evaluating research problems.
III To avoid sloppy science, we do not have to develop new laws of
science, but we need to impress the content of laws that already exist
on researchers.
IV Top-ranked academic journals can be trusted to play a pivotal role
in the self-cleansing mechanism of science, because they derive their
prestige from the credibility of their editorial process and from the
quality of the papers they accept for publication.
V In times when fake news is abundant, it is dangerous to undermine the
institution of science, because the scientific method enables researchers
to obtain a deep understanding of the underlying truth and to separate
fact from fiction.
10$ ‘Well,’ sighed the alewife, ‘at least it’s concise.’

Preface
A riddle. How is it possible that papers by different scientists end up with
different outcomes and recommendations even though they use the same model,
the same methods, and the same data set?
∗∗∗
At first glance, the solution to this riddle is quite straightforward, as I show in
the two case studies that are examined below. In each instance, the differences
can be explained by selective use of data. This solution does not tell us how such
‘peripheral’ decisions were made and how they were discussed among scientists.
One of the case studies is so prototypical in the literature that it is used not only
in numerous articles that were reviewed and published in academic journals, but
also in textbooks of reputable academics. In all those works, an obvious flaw is
repeated which ensures that the proposed techniques are able to beat a standard
benchmark method. Why has that flaw not been pointed out before? How
ubiquitous are the difficulties in discussing questionable aspects of research?
After the Diederik Stapel affair in 2011, which centered on a scientist who had
fabricated his data, investigatory committees identified a general research culture
of uncritical carelessness among the many co-workers that Stapel collaborated
with (Levelt et al., 2012). To combat fraudulent as well as ‘sloppy’ science, the
committees called upon academics to help restore the ‘self-cleansing mechanism’
of science. As the committees explained, there is nothing wrong with the
fundamental rules of science, but only with researchers who fail to follow those
rules appropriately in their pursuit of truth.
Could it be that science is more sloppy than its fundamental rules suggest?
Could the truth-oriented rules even obstruct scientific dialogues? In this book, I
investigate how academic norms influence the manner in which scientists make
and discuss research choices. Part I, ‘On Keeping Science Proper’, examines
ix

x

why scientific rules are proposed, how they are enforced, and what some of the
effects are of doing so. I study, of course, the influence of scoring rules that
make research funding dependent on the number of publications in top-ranked
journals — but I also show that this managerial approach towards science is
part of the very foundation of present-day statistics. I question the merit of
such a foundation and I challenge the more general claim that science ceases to
exist if there is no unified way of doing research.
The adequacy of the prescribed goals and rules of science is assessed more
concretely in Parts II and III, where I not only reflect on science, but also do
research in statistics. If one wishes to avoid technical discussions, one can skip
sections with a † symbol in the title and still get the gist of the argument. It
should also be noted straight-away that the statistical chapters of this book are
directly related to my PhD dissertation, A Tradeoff in Econometrics, which was
likewise published in 2018. Dissertations are expected to abide by the norms
of the scientific literature. That is why my supervisors and I agreed that two
versions of my research would be published: the dissertation where I stick to the
norms and my book where I evaluate those norms. I bear sole responsibility for
the latter.
Part II is entitled ‘On Keeping Parameters Fixed’ and demonstrates that the
predetermined goal of finding a fixed underlying truth can obfuscate analyses.
To explain what a parameter refers to, say a forensic researcher hypothesizes
that a person’s height is generally given by 17 cm plus by 4 times the length of
the person’s right foot (in cm). The values 17 and 4 in this model are called
parameters. According to frequentist statisticians, parameters are to be regarded
as estimates of a fixed unknown truth. If one uses a sample of thirty observations
to estimate the parameters, the data-optimized result might be that a person’s
height does not increase by 4 but 6 times the length of the right foot. Scientists
are expected to specify before analyzing the data how willing they are to adjust
their hypotheses based on the potential outcomes of the data. I show that
current statistical procedures hardly capacitate a researcher to do so. As an
alternative, I provide a class of techniques which intuitively balance between
hypotheses and data-optimized results. I also demonstrate why those techniques
are relevant even if researchers are not expected to follow the scientific method
of theorizing first and analyzing data second.
Part III, ‘On Keeping Data and All Else Fixed’, first considers how one can
deal with situations where there are substantial changes in a model’s forecasting
accuracy. According to the popular Bayesian approach to statistics, one is not
allowed to assign higher weights to observations after a recent break in predictive

performance, because there is a rule that data can only be used once. After
evaluating this rule in some detail, a procedure for weighing observations is
proposed. I describe how I developed the method by repeatedly making ad
hoc adjustments to a benchmark method that was previously introduced in the
literature. As an empirical application, an influential report about a supposed
break in the global warming trend is discussed. Can a debate about a hiatus in
global warming help us to observe how estimates of trends and breaks can still
be useful even when it is not our goal to uncover some underlying structure?
In the scientific method, auxiliary hypotheses are generally held fixed when
testing the main hypothesis of interest. Upon recognizing that there are many
subordinate research aspects that could influence results, one might become
disheartened about doing science. In practice, however, one can often evaluate
which choices have a large impact on predictions and focus on those. This
approach is illustrated and automated with respect to statistical decisions in
Part III.
The questionable dialogues among scientists to which the above riddle relate
are presented in the final chapters of parts II and III. After Part I, the institutional
context of these dialogues can be better appreciated. In arguing that it should be
acknowledged in academic discussions that science is more sloppy than its rules
suggest, I also highlight my own prejudices, personal interests, and mistakes. In
the General Discussion, one case study is used to provide a concise summary of
the three parts of the book. A second case study gives an example of a dialogue
whereby researchers do hold each other accountable for their use of publicly
available information.
As will become clear in the process of reading, all the chapters are closely
interrelated. In developing a tradeoff between accuracy and simplicity when
weighing observations in Part III, I suddenly identified a similar tradeoff for
estimating models in Part II. Other examples of recurrent topics are about
the presentation and analysis of peripheral research decisions, the handling of
data, and the scientific notion of an underlying truth. I have repeatedly been
going back and forth between the more philosophical and statistical chapters to
investigate such issues. A new protocol for doing research is not be prescribed.
The prime goal is to promote tolerance for alternative ways of doing and thinking
about science.
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Part I

On Keeping Science Proper

1

1
Introduction Part I
Weather scientists have had great difficulties in predicting the occurrence of nearsurface fog, frost, or smog in the early morning. These unexpected circumstances
may lead to car crashes, frozen flowers, and disrupted air traffic. Fortunately,
there has recently been a breakthrough by Van Hooijdonk and Van de Wiel
(2015). When there is little wind, negligible turbulence, and a clear evening sky,
the lowest layer of cold air is separated from warmer layers above. As ground
temperatures decrease, this cold layer cools further and water vapor condenses,
creating a self-perpetuating effect.
In a newspaper article, the researchers describe their findings to a journalist
of a leading Dutch newspaper called NRC Handelsblad (Aan de Brugh, 2014).1
Q: ‘What [data] did you analyze?’
A: ‘[...] Previously, individual nights were studied, [... but] by averaging over
thousands of nights, noise disappears, and a clear pattern emerges. You wouldn’t
believe your eyes.’
Q: ‘Why was it so challenging to predict the occurrence of fog?’
A: ‘Only the airflow characteristics were considered. We also analyzed boundary
conditions.’
Q: ‘Such as?’
A: ‘Surface temperatures. They decrease during the night, influencing the air above.’
Q: ‘Haven’t surface temperatures been studied before?’
A: ‘No’.
Q: ‘It seems so obvious.’
A: ‘As [the Dutch soccer legend Johan Cruyff] said, ‘you will only see it once you
understand it.”

1 The article is written in Dutch and these are my translations. I have changed the order
of the questions.
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This example demonstrates how a theory-driven approach can obscure the
obvious: in predicting near-surface fog, only the airflow characteristics had been
studied, while surface temperatures had been ignored. In accordance with the
scientific method, researchers must theorize first and test later in frequentist
statistics (Neyman, 1977, pp. 99), where parameters are treated as fixed and
unknown constants of nature. A sample of data is regarded as a (random) draw
from the true process generating the data and rules of behavior are developed
‘to insure that, in the long run of experience, we shall not be too often wrong’
(Neyman and Pearson, 1933, pp. 291). Bayesians are also interested in the
underlying truth, but for them parameters represent personal beliefs that may
converge to the unknown constant. Observed data are considered to be fixed
and can only be used once, since Bayes’ rule dictates how prior beliefs should be
updated, conditionally on the data. Is it helpful to define such underlying goals
in terms of nature and private beliefs, and should we require of scientists that
they abide by the ensuing rules when doing and discussing science?
The fog research above shows the benefits of reevaluating assumptions pertaining to both parameters and data. Instead of only studying the airflow
characteristics of a single night, the influence of ground temperatures was analyzed over thousands of filtered nights. According to my reading of their paper,
Van Hooijdonk et al. (2015) identified which choices of previous research had a
large effect on outcomes and investigated how those aspects could be adjusted
to improve forecasting. In the process, the authors explicitly stated which
assumptions were made to alter the old assumptions, so that suggestions for
further research were given. For example, nights were ‘synchronized’ across the
year; a filter selected nights with clear skies; and to characterize the type of night,
a ‘shear capacity’ parameter was introduced. In the abstract, the distinction
between nights with clear skies and little wind and other types of nights was
called ‘fundamental’.
This last remark could raise a myriad of questions. ‘Why,’ someone might
ask, ‘should the distinction between these types of nights be called fundamental
instead of just convenient? Are stable nights essentially different from nonstable
nights? Is it a logical necessity that nights with clear skies and little wind
result in near-surface fog? Are we justified in saying that near-surface fog will
occur with a certain relative frequency in the future? Should personal opinions
converge to that constancy of nature? Can we give necessary and sufficient
conditions for isolating personal probabilities? Can a belief in a relative frequency
be justified in a non-circular manner in the first place? Is such a belief in the
sterile mechanisms of reason even desirable?’

5

‘Once all the noise is gone,’ another might retort, ‘the distinction between
the two types of nights is so clear that you won’t be able to believe your
eyes. But of course, you never do. You forgot to ask whether the researchers
were in a dreamlike delirium when observing the nighttime weather conditions
and whether the authors could not have been fooled by an evil-demon while
running the analysis. Do you intend to place a taboo on words like fundamental,
essential, dichotomy, and truth? What do you mean by such terms as convenient,
observation, and assumption, anyway? You would have to be really nitpicking
to claim that there is no true relation between stable nights and near-surface
fog. Should we doubt everything (whatever that means), recommend nothing,
and succumb to pessimism, solipsism, and depression?’
The casual use of the word ‘fundamental’ in the abstract of Van Hooijdonk
et al. (2015) hardly seems to deserve such strong responses. Perhaps it was
merely included to praise the possible merit of drawing a distinction between
different types of nights when predicting fog. Although we can restrict the term
fundamental to represent a belief in some underlying process and proceed to
argue whether this belief is justified or not, we can also look more closely at how
this word is used in different contexts to observe that it need not be closed by
rigid bounds.
Along these lines, laid out by Ludwig Wittgenstein’s Philosophical Investigations (1953, ‘PI’), I first evaluate one reason for requiring researchers to abide
by rules for achieving underlying goals: the daunting prospect of skepticism.
The focus will be on the subjective Bayesian Bruno de Finetti. In his collection
of essays entitled Probability, Induction, and Statistics (1972, ‘PIS’), ‘punitive
devices’ are carefully constructed to make it profitable for researchers to express
their true beliefs and to follow the rules of statistics. De Finetti rejects frequentist probabilities but does assert that private beliefs must be assumed to exist,
unless we wish to renounce ‘even the faintest hope of reasoning’ (PIS, pp. 161).
By applying PI to PIS, I investigate in Chapter 2 whether we need to presume
the existence of such beliefs in describing acts of reasoning.
What would remain of science, though, if we did not require of researchers
that they achieve some predetermined goal in a prespecified manner? Would
normal science cease to be? That is a conclusion that Thomas Kuhn reaches in
The Structure of Scientific Revolutions (1962). In this book, he argues that a
systematically misleading representation of science helps to ensure that scientists
efficiently solve problems of a research paradigm and he explains how a paradigm
might be overthrown by a new one after a state of crisis. Paul Feyerabend has
a similar interest in the institutional and historical context of science but he

6
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anarchically proposes a science in which ‘anything goes’.
In relation to Wittgenstein’s PI, Chapter 3 analyzes how Kuhn’s and Feyerabend’s descriptions of science may be related with their aim of explaining what
‘all scientific revolutions are about’ (Kuhn, 1962, pp. 6) or what constitutes
an ‘essential part’ of the discovery of ‘hidden principles’ (Feyerabend, 1975, pp.
62). Inspired by theories on the foundations of art, I subsequently compare
‘honorific’ definitions to essentialist ones. The former are recommendations to
attend to certain features of science in a certain way, rather than attempts to
approximately explain how the underlying structure of science should always
and everywhere be understood.
In Chapter 4, possible effects of punitive devices and other institutional
pressures are examined more concretely with reference to two case studies. The
first describes a report by investigatory committees on ‘The Fraudulent Research
Practices of Social Psychologist Diederik Stapel.’ The committees repudiate what
they refer to as ‘sloppy’ science within the discipline of social psychology while
downplaying possible disadvantages of requiring research workers to publish in
top-ranked journals. Their views about publication pressures are challenged in
a subsequent case study, where I examine the manner in which entire research
units are assessed by public funding agencies and where I follow the trail of
punitive devices all the way down to the evaluation of individual scientists. I
also highlight the efforts of researchers and scientific institutions to promote a
more open science. Lastly, in Part I, I occasionally refer to the 20th century
project of the Vienna Circle to unify science, since the main heroes of our story
are closely related to the ambitions of those logical positivists.
Before moving on to Chapter 2, I should remark that some four years prior
to finishing this book I abruptly began to dismantle a theory of emotion that I
had been developing in the preceding years, in which the above-mentioned works
of Wittgenstein, De Finetti, and (indirectly) Kuhn were applied abundantly
and differently than in the following chapters.2 Much of the criticism that is
expressed in the current book is also directed at my own former views. Since
the Stapel case study is related to research in social psychology, I might also
mention that my wife is a social psychologist. As far as I can tell, the section
associated with Stapel was not written on her behalf. This list of declarations
2 Consider three approaches to a theory of the self, where one is concerned with modeling
what a person wants or desires, another with applying a model that is conditional on those
desires, and a third with destroying models of the self. Can we develop a unified theory of
emotions that explains how one should circle through these stages in order to avoid the excesses
personified by Goncharov’s Oblomov, Cervantes’ Don Quixote, and Dostoevsky’s Undergound
Man? In the future, I hope to describe how I failed to do so with a thought experiment that
was supposed to substantiate this theory, which was heavily based on probabilities.
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of possible influences on my research is not exhaustive.
Now, let us investigate why and how the standards of proper science are
defended.

2
The Necessity of Beliefs
2.1.

Introduction

To explain for what reasons many statisticians and philosophers claim that
researchers should follow the rules of science, it is pivotal to discuss the Vienna
Circle logical positivism of the 1920s. The objective of the logical positivists
was to achieve a unified science cleansed of all metaphysical utterances that
purport to transcend the empirical realm (Neurath, 1932, pp. 200). To that
end, a strict boundary was placed between analytic propositions (in logic and
mathematics) and empirical statements of all kinds (Neurath, 1973, pp. 308).1
Largely inspired by the early Wittgenstein’s Tractatus Logico-Philosophicus
(1922), a logical analysis was applied to empirical material, so that the meaning
of any concept was to become statable by reduction to other concepts, down
to the concepts of the lowest level, which refer directly to the given (Neurath,
1973, pp. 309). To eliminate metaphysics, Alfred Ayer’s verification principle
stated that propositions are meaningless if one cannot tell, even in principle,
under which conditions an observation would lead one to regard it as being true
or false (1946, pp. 35). We can talk about there being mountains on the other
side of the moon but not about the existence of God.
Since empirical propositions can never be completely verified, a priori and
a posteriori theories of probability were soon developed by various members
1 This was related to Hume’s fork between relations of ideas (mathematics) and matters of
fact (experience) and Kant’s distinction between analytic and synthetic statements. Regarding
the latter cleavage, in an analytic statement (e.g. ‘all bachelors are unmarried’) the predicate
concept contains the subject concept, whereas in a synthetic statement (e.g. ‘all bachelors
are happy’) the predicate concept does not contain the subject concept. Hume’s problem of
induction is that one cannot rationally justify generalizing from a limited data of observations.
No contradiction is implied when it is proposed that the sun does not rise tomorrow. Kant’s
response is that concepts like causation, time, and space are necessary requirements to have
experience in the first place, which is why they are a priori synthetic truths.
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of the Vienna Circle. Rudolf Carnap (1950) defined logical probabilities as a
degree of confirmation of a hypothesis given certain evidence.2 On the other
side of the divide, Richard von Mises (1928) conceptualized probability in terms
of the mathematical limit to which an empirical relative frequency converges.3
Different strands of frequentism were later developed by Hans Reichenbach,
Ronald Fisher, and Jerzy Neyman & Egon Pearson. The latter approach is more
closely associated to that of Karl Popper (1959). This critic of logical positivism
believed that the demarcation between science and pseudo-science should not
be based on verification but on falsification, which means that experience must
be able to refute an empirical scientific system (ibid., pp. 18).
The main focus of this chapter is on a third stream of statistics called
subjective Bayesianism. In this school of thought, a probability represents
the confidence that a particular individual has in the truth of a particular
proposition, such as the proposition that it will rain tomorrow (Savage, 1954,
pp. 3). Subjective Bayesians reject objectivistic notions of probability and claim
that a personal probability is the only probability concept relevant to science
(ibid., 26). The theorem of Thomas Bayes (1763) expresses how to use evidence
E to rationally transform a person’s prior probability P (H) of the hypothesis
H (De Finetti, PIS, pp. 150). The updated probability of the hypothesis, given
the evidence, is called P (H|E). For those interested, the formula for computing
this final probability is given by Bayes’ law,
P (H|E) =

P (H) × P (E|H)
,
P (E)

(2.1)

which solely depends on the prior and the evidence.
Frank Ramsey (1926) was the first to publish a behaviorist foundation for
Bayesian statistics. In line with expected utility maximization, Ramsey’s premise
is that we act in a way that we think most likely to realize the objects of our
desires. For example, a person who prefers an hour’s swimming to an hour’s
reading is said to assign a higher utility to swimming than to reading (ibid.,
pp. 75).4 If the person thinks that it is highly probable that he might not be
able to go swimming, because the swimming pool might be closed, then he may
decide to open a book rather than to visit the swimming pool. Accordingly,
in this framework, a person’s actions are completely determined by his desire
2 This is closely associated with Laplace’s definition of probabilities in terms of equiprobable
events (1820) and the apriorism of Keynes (1921).
3 Building on Jacob Bernoulli’s law of large numbers (1713).
4 Utilities, which represent preferences, are numerical values that have certain properties,
see Wakker (2010) for a textbook introduction.
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(utility) and opinion (probability). Treating utilities as given, Ramsey claims
that a degree of belief in the occurrence of an event could be measured by a
willingness to act on it (ibid., pp. 169). The ‘old-established way’ of confronting
an individual with hypothetical bets is used by Ramsey to show that degrees
of belief ought to be consistent with the axioms of probability if the individual
wishes to avoid sure losses (ibid., pp. 182).
In the 1930s, Bruno de Finetti also began to develop such a behaviorist
foundation of a subjective probability. De Finetti specialized in developing
‘punitive devices’ for stimulating experts to express their personal beliefs and to
follow the rules of statistics. From the 1980s onwards, similar devices became
popular for influencing how academics make and discuss research decisions, as I
highlight in Chapter 4. I now focus on De Finetti’s PIS, where the following is
written:
To abandon Bernoullian theory [that is, the maximization of expected
utility according to Daniel Bernoulli (1738)] means to lose the guide
for rational decisions, given the final distribution, and here it seems
almost hopeless to find a suitable way out in complex situations
without some such Ariadne’s thread. The natural conclusion of
this abandonment would be the renunciation of even the faintest
hope of reasoning, discussing, or drawing conclusions in any way
whatsoever. It would be the void, which is not very attractive although
not positively erroneous [...] The freedom left a person in any given
circumstances is [...] reduced to the choice among decisions that are
admissible, that is, in agreement with some choice of a system of
probabilities and utilities which necessarily exists and formally, even
if not consciously, underlies the choice of the decision.
De Finetti, PIS, pp. 161-162
Is the dichotomy between a belief in an underlying system and complete
skepticism that strong? How can we establish that a private probabilistic belief
must be present and what are the practical consequences of holding on to this
conviction? If the abandonment of a system of probabilities and utilities implies
that even the faintest hope of reasoning, discussing, or drawing conclusions is
renounced, then it may indeed be better for science to be intolerant towards
researchers who do not follow the rules for rationally updating prior hypotheses.
As an alternative, one can turn the whole inquiry around and ask whether
we need a theory about the fundamental nature of reasoning, discussing, and
drawing conclusions to circumvent ‘the void’. When we closely observe how
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these activities take place, we may find that further claims about an underlying
structure may not only be redundant, but even obstructive. This ‘therapeutic’
approach is associated with Wittgenstein’s PI, which was largely a response to
his own Tractatus. Since these topics are central to my aim of studying how
norms of science influence scientific dialogues, I contrast De Finetti’s PIS and
Wittgenstein’s PI. It is the latter, who wrote
F.P. Ramsey once emphasized in conversation with me that logic
was a ‘normative science’ [...] [I]n philosophy we often compare the
use of words with games, calculi with fixed rules, but cannot say that
someone who is using language must be playing such a game. — But
if someone says that our languages only approximate to such calculi,
he is standing on the very brink of a misunderstanding. For then
it may look as if what we were talking about in logic were an ideal
language. As if our logic were, so to speak, a logic for a vacuum [...]
[T]he most that can be said is that we construct ideal languages. But
here the word ‘ideal’ is liable to mislead, for it sounds as if these
languages were better, more perfect, than our everyday language; and
as if it took a logician to show people at last what a proper sentence
looks like.
Ludwig Wittgenstein, PI 81.
In short, where De Finetti is wary of a skeptical malady and goes on to postulate
concepts that necessarily exist, Wittgenstein offers therapeutic advice for the
‘philosophical disease’ of providing essentialist definitions. In Section 2.3, I
present De Finetti’s PIS. I also mention Savage’s efforts to give a behavioral
foundation of Bayesian statistics and Neyman’s attempt to justify behavioral
rules from a frequentist perspective. Wittgenstein’s PI is described in Section
2.3 and applied to PIS in Section 2.4. Although my summaries of the works of
De Finetti and Wittgenstein are not free from my personal motivations, I do
attempt to adhere to the diction of these authors in acquainting the reader with
their work, so that the subjectivity of my application is easier to recognize.

2.2.

Probability, Induction, and
Statistics

First, I present De Finetti’s assertions that personal probabilities exist and that
punitive devices provide a behaviorist foundation for probability laws and Bayes’
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law. I then discuss his remarks about how objectivistic notions of frequentist
statistics can be criticized and reinterpreted in a subjective context. Lastly, I
indicate how PIS is related to the work of Savage, Ramsey, and others.
In PIS, De Finetti starts by establishing the existence of personal probabilities.
‘I am almost never quite sure about any knowledge,’ writes De Finetti (PIS, pp.
50). ‘But when I do not know or am not sure, I have a sufficiently clear feeling
about the [...] subjective probability attaching to the possible alternatives. This
personal introspection is probably not a peculiar attribute of my inefficiency’
(ibid.). De Finetti explains that no fact can prove or disprove such a probability
evaluation, since it is a measure of someone’s beliefs (PIS, pp. 21). Instead,
he presents an example from Grayson about a geologist who is asked to give
his opinion on the probability that drilling at a given point will be successful
(PIS, pp. 4). Grayson suggests hypothetical questions which should be useful ‘in
helping the geologist to state the personal probabilities that actually exist in his
mind.’ As such a method is not truly operational, De Finetti develops concepts
of decision theory ‘with the same purpose’ (PIS, pp. 23).
Rather than asking the geologist how he feels, he could be monetarily
penalized according to his own assessment of the probability of the drilling being
successful, so that he acts as if he accepted such values as probabilities and as
if his objective were to maximize his expected gain (PIS, pp. 6). Say an expert
submits the value x on the probability that a drilling is successful. In that case,
an amount S is withheld from the expert’s fee to penalize him by the amount
x2 S if the drilling is unsuccessful and by (1 − x)2 S if the drilling is successful.
‘Then, he must, in his own interest, give the answer that corresponds to his true
opinion’ (PIS, pp. 6, his emphasis).5
De Finetti shows that similar penalty functions can be formulated which
make it profitable for an agent to follow other probability rules as well. Examples
are that a probability should be between 0 and 1, that probabilities which are
assigned to the different outcomes of an event should sum to 1, and that Bayes’
law of equation (2.1) should be applied when updating a prior belief with new
evidence. The fact that a scoring rule can be applied as a punitive device, raises
the hope according to De Finetti that it will be found suitable for every practical
application of the kind illustrated by the geologist example (PIS, pp. 23).
Together with Savage, De Finetti writes that there is often unwarranted
5 If we assume S = 1 and that the event E equals 1 if the drilling is successful and
0 otherwise, the penalty is a Brier scoring rule of the form L(x) = (E − x)2 . Once we
know, after the event, whether p = P (E) = E = E 2 = 0 or 1, L(x) can be written as
Lp (x) = p(1 − p) + (p − x)2 . So, if the event has not yet taken place, the agent will expect an
additional loss of (p − x)2 if x does not equal p (De Finetti, 1979, pp. 186).
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prejudice against the subjectivistic position because subjective is contrasted to
‘dispassionate’. Quite oppositely, De Finetti and Savage strive to make personal
judgments as dispassionate as possible (PIS pp. 144). For example, in the case
of betting on football matches, scoring rules are devised such that psychological
factors, like the willingness to take a risk, should disappear (PIS, pp. 50). De
Finetti does add that ‘[i]t is of course necessary to distinguish [...] those people
who are aware of the mechanism and the spirit of the device and who try to use
it correctly to express their own beliefs from those who [...] behave as gamblers.
The latter must be studied separately, as a pathological class’ (PIS, pp. 22).
Moreover, the aim of public objective knowledge can be approximated, because
the effects of disparity between initial judgments of people are often largely
eliminated by a sufficiently revealing experiment (PIS, pp. 145).
Turning the tables, De Finetti states that objective probabilities, which do
not exist, are a misleading attempt to exteriorize probabilistic beliefs, which do
exist (1937, pp. 14). Brushing over his remarks on the apriorist Carnap (1950),
with whom he agrees if his credibility function is interpreted as a subjective
probability (PIS, pp. 74, 182), or the frequentist Fisher (1941, 1955), whose
attempt to derive an inverse probability through fiduciary inference instead of
prior belief is shown to be either inconsistent or unwittingly Bayesian (PIS, pp.
171), I now turn to De Finetti’s main response to Neyman’s still popular ideas.6
Neyman is an advocate of objectivistic probabilities with a ‘deep interest
in the ‘chance mechanisms’ that operate in Nature’ (Neyman, 1977, pp. 99,
his quotation marks). As Neyman explains, the relative frequency of a die
landing this way or that is ‘persistent’ and constitutes that die’s measurable
properties, comparable to its size and weight (ibid.). The researcher first guesses
the hypothetical chance mechanism underlying previously established relative
frequencies as they have developed in nature. Those chance mechanisms are
subsequently used to deduce and later apply rules of adjusting our actions so as
to ensure the highest long-run success (Neyman, 1977, pp. 99).
Together with Pearson, Neyman introduced a distinction between a type I
error of rejecting an H0 hypothesis when it is true and a type II error of failing
to reject H0 when it is false (1933, pp. 296). When testing H0 : θ = θ0 against
the alternative H1 : θ = θ1 , the likelihood-ratio test gives the optimal region for
rejecting H0 in favor of H1 for a given probability α of wrongfully rejecting H0 .
This rule of behavior is known as the Neyman-Pearson lemma.
De Finetti refutes the idea that statistical regularity is a physical property
occurring because of similar events (PIS, pp. 154). From a logical point of
6 One

can read Seidenfeld (1992) as an introduction to Fisher’s fiducial argument.
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view, two events are identical if and only if they are the very same event (ibid.).
Additionally, any analogy between events may well hinder the establishment of a
stable frequency, since the required independence is much easier to attain when
events are dissimilar (ibid.).
Regarding hypothesis testing, De Finetti worries that the acceptance of a
hypothesis is just a mechanical act that is not based on an assessment of its
actual validity, but on the frequent validity of the method used to derive it (PIS,
pp. 172). ‘This is the criterion followed by a man who buys a suit of brand A
that he considers defective instead of buying a suit of brand B that he considers
non-defective, because he knows from statistics that A has a smaller percentage
of defective suits than B’ (ibid.). De Finetti also points out, of course, that
the choice of the significance level is either arbitrarily fixed, say at α = 0.05, or
subjectively determined by the decision-taker (PIS, pp. 175).
In discussing how eroded objectivistic concepts can arise again in a subjectivistic context, De Finetti writes that speaking of ‘unknown probabilities’ must
be forbidden as meaningless (PIS, pp. 190), although a case does exist in which
the term is almost acceptable (PIS, pp. 211). He argues that words such as
‘symmetry’, ‘trial’, and ‘perfect coin’ do not entail properties of probabilities but
must be defined as subjective notions which describe a person’s opinion about
events (PIS, pp. 190). This means that the evidence E and hypotheses H are
events (‘Smith was in a car accident since we last saw him’), while p(H) and
P (E|H) describe a person’s degree of belief in these events (PIS, pp. 193). In
general, E depends on a set of distinct facts that are ‘independent’ conditional
on the hypotheses H (PIS, pp. 150).
To clarify this latter statement with an example, say a person (let it be a
woman) is asked to evaluate whether a marksman, Mr. X, hits the target at the
next trial after having observed the successes S and failures F of six previous
trials in the order F F F SF S (PIS, pp. 210). Based on these trials, she may
believe that the improvement is bound to continue, or that Mr. X will become
fatigued, and so on. Here, we cannot speak of independent trials of unknown
probability (PIS, pp. 211). If, instead, she knows that Mr. X has a stable track
record of hitting the target around 50% at previous occasions then she may
become less influenced by the order F F F SF S, so that the observations have
become ‘exchangeable’. If she believes the shots are exchangeable, De Finetti’s
representation theorem proves that her beliefs about the marksman’s next shot
are the same as if she believed her observations were a random series with a
‘true but unknown’ value of Mr. X hitting the target.
PIS having been summarized, it can now be related to the work of others.
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Savage writes that De Finetti’s views are almost exactly the same as his, except
that he does not suppose that the notion of ‘more probable than’ can be intuited
by a person without reference to some problem of decision (Savage, 1954, pp.
60). If ‘what is inside a person’s head’ does not manifest itself through material
behavior, it should, at least in principle, be possible to test whether a person
holds one event to be more probable than another by some behavior expressing
his judgment’ (ibid., pp. 28). In the following sections, I discuss this idea of
private sensations being translated into public behavior. Below, I also consider
what we are to make of Savage’s view that personal probability is the only
probability concept that is essential to science and other activities that call upon
probability (ibid., pp. 56).
Ramsey similarly rejects the idea of measuring beliefs by introspection (1926,
pp. 170), although, when asked what is the best degree of confidence to place
in a certain specific memory feeling, he writes that ‘the answer must depend
on how often when that feeling occurs the event whose image it attaches to
has actually taken place’ (ibid., pp. 196). An attempt of keeping a diary of a
recurrent sensation is discussed in the next section as well. As in the case of
Savage, we may again investigate how to assess Ramsey’s assertion that the
psychological theory — i.e. that a person’s actions are completely determined
by his desires and opinions — is ‘fairly close to the truth’ (ibid., pp. 173).
There has been a plethora of responses to the writings of these subjective
Bayesians. One approach has been to refine De Finetti’s methods to account
for violations of expected utility.7 Objective Bayesians suggest that subjective
priors could be rationally restrained with the help of diffuse priors (Williamson,
2010). Still others highlight difficulties in measuring private beliefs (Glymour,
1980, pp. 70) or develop choice situations in which many otherwise reasonable
people neither wish nor tend to conform to Bayesian postulates (Ellsberg, 1961).
One aspect that I am interested in is to study what the effects are of
introducing scoring rules on the basis of a presumed system of probabilities
and utilities. Another aspect that I wish to examine is whether such a belief
that subjective probabilities must exist in the mind is necessary for reasoning,
discussing, and drawing conclusions. I present Wittgenstein’s PI to pave the
way for an alternative perspective. PI often examines mundane examples such
as reading, adding numbers, and playing games. After the following summary, I
relate PI to scientific dialogues and statistics throughout this book.

7 Diecidue et al. (2007), for example, adapted De Finetti’s betting-odds method to rankdependent utility (Schmeidler, 1989) and prospect theory (Tversky and Kahneman, 1992).
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In the previous section, I discussed a frequentist approach which developed
objective criteria for making scientific inferences; and, more extensively, a
Bayesian view of formulating rational rules for updating private beliefs that
exist in the mind. I now turn to Wittgenstein’s critique of justifications that are
based on objective criteria or inner experiences.
Augustine’s statements about language learning (PI 1) touch on many themes
of PI. Augustine explained that, as a child, he grasped the meaning of words
when grown-ups named an object while pointing at it. Part of Wittgenstein’s
response is that one can describe language in this way, but he objects to the
assertion that reality must conform to such a preconception (PI 131). We may
ask, for example, how someone can point to the shape, color, or size of an
object. For lack of a single bodily action that we call ‘pointing at the shape’,
philosophers like Augustine state that a ‘spiritual’ activity corresponds to these
words (PI 36).
Using a wide variety of examples and techniques, Wittgenstein emphasizes
that when we describe the specific context of how words are taught and used
in a ‘language game’, further essentialist explanations referring to such inner
processes become superfluous. PI is a collection of numbered remarks varying
from a single sentence to multiple paragraphs about various subjects, which may
abruptly change from one remark to the next. Wittgenstein writes in his preface
that his attempts to weld the results into a whole proved to go against the nature
of the investigation. In this section, I treat his views on family resemblances,
rule-following, private language, and seeing as, and often apply them in the
context of ‘reading’. I demonstrate below that these topics are of direct relevance
to De Finetti’s PIS.
‘Reading,’ you may say, ‘is a particular experience.’ Perhaps you have one
particular experience in mind. Although reading a novel has various affinities
with reading a comic book, many common features drop out and others appear
when we turn to playing from sheet music, reading braille, reading timidity
into someone’s face, or when someone ‘reads the game’ during a soccer match
(PI 66).8 To this, you may reply that these activities must have something in
common, otherwise they would not be called reading (ibid.). Wittgenstein’s
‘therapeutic’ advice is to look closer to see that there is nothing in common to
all (ibid.).
Observe what happens when a man reads a newspaper (PI 156). His eyes
8 PI

66 is about ‘games’ rather than ‘reading’.
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are said to pass along the printed words; he reads them out loud or to himself;
seeing some words as a printed whole, focusing on the first syllable of others, and
scanning still others letter by letter (ibid.). We would say, continues Wittgenstein,
that he had read a sentence if he spoke neither aloud nor to himself during the
reading but was afterwards able to repeat most or all of the sentence (ibid.).
He may read attentively or function as a mere reading machine, so that, when
asked immediately afterwards, he is unable to say what he has been reading
(ibid.). In this way we see a complicated network of overlapping and crisscrossing similarities, which Wittgenstein calls ‘family resemblances’ (PI 67).
Does this allow us to state that the concept of reading is the logical sum of the
corresponding sub-concepts (PI 68)? Here you can draw some boundary if that
suits your purpose, but you can also use the concept when it is not closed by a
boundary (ibid.).
‘Surely, we can tell the difference between someone who is able to follow the
rules of reading and someone who is not!’ Wittgenstein asks us to consider a
pupil who is making random sounds when he is being trained by a teacher to
read a list of words (PI 157). Every now and then, words ‘accidentally’ come
out right (ibid.). A bystander hears the pupil on such an occasion and says ‘he
is reading’, to which the teacher replies that it was just an accident (ibid.). As
it happens, the pupil continues to respond correctly to the next words as well.
Is it sensible to ask at which word the student first knew how to read? Should
we use some arbitrary criterion, such as: ‘the first word that a person ‘reads’ is
the first word of the first series of 50 words that he reads correctly’ (ibid)?
Alternatively, would his feeling count as a criterion for him being able to
read? The pupil might say: ‘At this word, for the first time, I had the feeling:
‘now I understand how to read’ (PI 157). Could there not be many feelings more
or less associated with reading, asks Wittgenstein, such as hesitating, misreading,
and reciting (PI 159)? If someone is pretending to be able to read a foreign
language or has remembered the words by heart, his feelings may be more closely
related to cheating than reading (ibid.). Moreover, when an electronic reading
machine responds correctly to written signs, we will be less inclined to refer to a
mental process to describe its reading ability (PI 157). ‘The change when the
pupil began to read was a change in his behavior, and it makes no sense here to
speak of ‘a first word in his new state” (ibid.).
Is Wittgenstein perhaps suggesting that we should doubt everything in
questioning the adequacy of both objective criteria and private sensations in
discussing what it is to understand how to read? No. He did not express doubt
about whether the pupil was sitting in a chair, whether he had two hands, or
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whether he believed planet Earth to be round. Doubting has an end (PoP 33).9
We are not in doubt because it is possible to imagine doubting (PI 84). ‘I can
easily imagine,’ writes Wittgenstein, ‘someone always doubting before he opened
his front door, whether an abyss did not yawn behind it and making sure about
it before he goes through [...] — but for all that, I do not doubt in such a
case’ (ibid.). Should this man’s doubting be evaluated in the same way as when
someone questions whether a tennis ball was played in or out, whether 2 × 2 = 4,
or when a person wonders how to pronounce a word exactly?
What is exact or inexact, for example, depends on ‘the goal’ of the language
game (PI 88, his quotation marks). Say a child is asked to be home for dinner
at six o’clock exactly. Is there some ideal of exactness envisaged in following
this rule (ibid.)? Is it the same as the one used in a laboratory setting and is
it there that you really see what ‘exactness’ means (ibid.)? “Inexact”, remarks
Wittgenstein, ‘is really a reproach, and ‘exact’ is praise’ (ibid.).
Also on the topic of rule-following, Wittgenstein writes that, under certain
circumstances, it is correct for a pupil to say ‘Now I know how to go on’ (PI 179).
It is not the case that a description of all circumstances is then given which sets
the scenes for the language game (ibid.). The context will show whether ‘Now I
can read’ is meant as: I have time, or, as long as I don’t fall asleep, or, now the
handwriting is clear (PI 183). This, in turn, does not mean that there is some
totality of conditions to the nature of reading so that the person could not but
read if they were fulfilled (ibid.). Rather than interpreting ‘Now I can read’ as a
mental state, the expression could be used as a signpost, and we judge whether
it was rightly applied by what he goes on to do (PI 180). If he misreads, we may
correct and further instruct him.
So far, I summarized Wittgenstein’s remarks about family resemblances and
rule-following. As I discuss below, these remarks are helpful in evaluating how
language games in science are affected by attempts to define the essence and rules
of science. Now, I continue by discussing two further topics in Wittgenstein’s PI.
The first topic is about justifying the use of words based on a private language.
As I highlight in the following section, this relates to De Finetti’s introspective
claim that private beliefs must be assumed to exist in the mind. The second is
about ‘seeing as’, which ties in with De Finetti’s notion of treating a series as
exchangeable and which is also central to Kuhn’s theory of science that I discuss
in the next chapter.
Can there be a ‘private language’, asks Wittgenstein, in which a person
expresses inner experiences that only he can feel and others cannot (PI 243)?
9 ‘PoP’

stands for Philosophy of Psychology, which was formerly known as Part II of PI.
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Think of statements such as: ‘Only I can know whether I am really in pain,
another person can only surmise it’ (PI 246). Imagine that I want to keep a diary
of a recurrent sensation (PI 258). To this end, I associate the sign ‘S’ with the
sensation and mark S in a calendar each day I have it (ibid.). First, Wittgenstein
notes that a definition of S cannot be given. As a kind of ostensive definition,
say I write the sign down and at the same time concentrate my attention on
the sensation, as if pointing inwardly (ibid.). In this way, I commit to memory
the connection between the sign and the sensation (ibid.). But to ‘commit to
memory’, remarks Wittgenstein, can only mean that this ceremony ensures that
I remember the connection correctly in the future (ibid.). ‘But in the present
case, I have no criterion of correctness’ (ibid.).
For what purpose is Wittgenstein demanding a criterion of correctness here?
Is he a behaviorist in disguise (PI 307)?10 No. Although he claims that ‘the
inner stands in need of outer criteria’ (PI 580), this does not imply that a person
identifies his sensation by means of a set of outer criteria (PI 290). Nor is he
saying that feelings are irrelevant to pain. Wittgenstein wants to describe how
the connection between the name and the thing is established (PI 244), how
the word ‘pain’ is taught and used. ‘Pointing inwardly’ is of little use here and
makes it seem as if the word pain is an expression of thought, whereas a cry is
an expression of pain (PI 317). Instead, one might say that when a child has
hurt himself and cries, adults talk to him and teach exclamations and, later,
sentences (PI 244). They teach the child new pain-behavior, so that the word
‘pain’ does not describe crying, but replaces it (ibid.).
Finally, relying on outer criteria or inner sensations can also be misleading
when describing a visual impression, where recognizing is conceived of as comparing two impressions with one another (PI 604). ‘It is as if I carried a picture
of an object with me and used it to identify an object as the one represented by
the picture (ibid.). What happens when I observe a face and suddenly notice
its likeness to another (PoP 113)? ‘I see that it has not changed, yet I see it
differently (ibid.). Can we explain what is going on by pointing to some outer
criteria, such as the organization of the image in terms of lines and colors (PoP
136)? To divest us of this idea, Wittgenstein presents Jastrow’s ‘duck-rabbit’ in
Figure 2.1, which can be seen as a rabbit or as a duck (PoP 118).
‘Surely, my visual impression isn’t the drawing; it is this — which I can’t
show to anyone’ (PoP 132). Must there be a special sensation to such a visual
impression? During a hike, I might suddenly spot a rabbit and exclaim ‘Rabbit!’
10 William James was a behaviorist who famously submitted that an emotion (fear) is a
response to bodily changes (pounding heart) that directly result from the perception of the
exciting fact (a bear) (James, 1884, pp. 189-190).
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Figure 2.1: Duck-Rabbit

The expression might be forced from me, remarks Wittgenstein, somewhat like a
painful cry (PoP 138). Compare this report to when the duck-rabbit is presented
to me in a drawing with many rabbits in the background (PoF 125). When
asked what it is, I could reply that it is a rabbit. It might be strange to say
that I see it as a rabbit or continually do so. I may never have realized that
it might also be seen as a duck. Someone else could remark that I see it as a
rabbit, though (PoF 121). Imagine that the rabbits in the background of the
drawing are erased to make way for a flock of ducks, while the duck-rabbit in the
foreground remains unaltered. ‘Now I see it as a duck!’ What has changed here?
My impression? My attitude? Can I say (PoF 129)? If I had been asked what it
was, writes Wittgenstein, I could imitate a duck, tell stories about their way of
life, talk of my actual encounter with a duck last week (PI 120). I describe it
differently.11
Now, although Wittgenstein hoped that PI would be published together with
the Tractatus, so that his new views could be seen in the right light, he did
not make much of an effort to contrast his work to those of others.12 Fogelin
(1981) sees Wittgenstein as a modern-day spokesman of (Pyrrhonian) classical
skepticism, which does not challenge all belief but is a critique of philosophizing
and the anxieties it generates. Wittgenstein’s resistance to capturing the essence
of a concept can later be observed in Michel Foucault’s Madness and Civilization
(1961), for example, where he refrains from defining rationality in portraying
how irrational people have been identified and treated throughout the ages.
11 Note that many different types of things are called a description; a description of a body’s
position by coordinates, a description of facial expressions, of a sensation of touch, or of a
mood (PI 24).
12 In his Tractatus Wittgenstein writes: ‘[W]hat I have written here makes no claim to
novelty in detail, and the reason why I give no sources is that it is a matter of indifference to
me whether the thoughts that I have had have been anticipated by someone else’ (pp. 4). A
similar claim is made in the preface to PI: ‘If my remarks do not bear a stamp which marks
them as mine, then I do not wish to lay any further claim to them as my property.’
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Further, Richard Rorty (1979, pp. 5) draws analogies with the twentiethcentury philosophers Martin Heidegger and John Dewey, who likewise offered
therapeutic advice in response to their own attempt to make philosophy ‘foundational’ — and thereby supplemented PI with a historical and societal awareness.
Lastly, Wittgenstein’s development from the Tractatus to PI may be compared to
Friedrich Nietzsche’s relation to Baruch Spinoza (author of Tractatus TheologicoPoliticus), whom Nietzsche singled out as his ‘predecessor’ in his ‘positivist’
phase, and would later call a ‘sick hermit’ after having replaced Spinoza’s amor
dei intellectualis with his therapeutic amor fati — love of fate. What is the
relevance of making such cursory connections? Firstly, some of these philosophers
were excluded by the Vienna Circle’s attempt to unify science. Secondly, these
connections point to possible limitations and extensions of PI.
The influence of Wittgenstein’s PI has spread across many branches of
philosophy. Norman Malcolm discusses PI in relation to the empirical status of
dream telling, for instance.13 In the next chapter, I refer to Morris Weits (1956),
who uses PI to claim that any attempts to provide necessary and sufficient
conditions about art are logically misbegotten, because art is an open concept.
Also relevant to the next chapter about theories of science is a much debated
interpretation of rule-following by Saul Kripke (1982), see Marie McGinn (1997)
for a discussion. Kripke takes Wittgenstein to identify the skeptical problem that
the meaning of a sentence cannot be based on truth conditions.14 The skeptical
solution that Wittgenstein is said to offer is that the meaning of a sentence
must instead be dependent on conditions under which it was asserted. One of
the main conditions for meaning, according to Kripke’s Wittgenstein, is that
the practice of asserting plays an actual role in our lives. This opens the door
to a sociological study of the conditions under which scientific statements are
made. Accordingly, David Bloor argues in favor of his version of the sociology of
scientific knowledge by going ‘beyond what Wittgenstein was willing to do’ (1983,
13 I plan to challenge Malcolm’s views on dreaming in an essay titled ‘Can a Dream be a
Work of Art?’, which was influential for my approach to theories of emotion, science, and
statistics.
14 Kripke illustrates the untenability of truth conditions in the following way. Say that a
teacher has instructed a student what the meaning of ‘plus’ is by giving a finite number of
cases whereby two scalars are added that are each smaller than 50, such as 3 + 2 = 5 and
14 + 4 = 18. If the student is subsequently presented with a new case (68 + 57), then an
infinite amount of formulas are available to justify any outcome of this addition which also
corresponds to the previous cases. An example of an operation (called ‘quus’ by Kripke) which
would lead to the conclusion that 68 plus 57 equals 6 is:


x⊕y =

x+y
6

if x, y < 57,
otherwise.

An Application of PI to PIS

23

pp. 4).15 In the following chapter, I discuss problems that Kuhn encounters
when going beyond Wittgenstein in trying to specify the kind of world necessary
for scientific language games.
Given the impact of PI and given the explicit comments that Wittgenstein
made with regard to Ramsey, it surprised me that I was barely able to find an
attempt to apply PI to statistics. The suggestions of Paul Horwich and Massimo
Fuggetta that I did encounter are mentioned at the start of the next section,
where Wittgenstein’s PI is used to examine De Finetti’s PIS.

2.4.

An Application of Philosophical
Investigations to Probability, Induction,
and Statistics

Before I apply PI to investigate whether De Finetti’s belief in subjective probabilities is required for having fruitful discussions, let me first remark that De
Finetti expressly desired to bring academic notions closer to those of everyday
life. A few ‘therapeutic’ solutions to certain paradoxes which underline this move
from all-or-nothing belief to degrees of belief are even dubbed ‘Wittgensteinian
Bayesianism’ by Horwich (1993). In a blogpost, Massimo Fuggetta goes so far
as to claim that ‘[i]n the end, Wittgenstein landed squarely in Bayesland,’ based
on a number of quotations of Wittgenstein’s On Certainty.16 Further, when
analyzing repressive tendencies that might be associated with the supposed
necessity of laws and beliefs, it should be borne in mind that De Finetti also
explicitly motivates students to think for themselves by ‘agreeing with this
author [and] rebelling against that one’ (PIS, pp. 226-227). I now analyze the
adequacy of the proposed inner and outer criteria for identifying private beliefs
and I subsequently discuss more practical applications.
De Finetti’s introspection that he has a sufficiently clear feeling about the
subjective probability attached to the possible alternatives has many affinities
with a private language. How do I identify a subjective belief through introspection? Do I find the feeling readymade, or is there some technique or ritual
(a solemn look, a subdued silence) that must be performed? What if I repeat
15 In itself, there is nothing wrong with wishing to use PI in another way than Wittgenstein
‘intended’, of course. Also note that the relation between the interpretations of Kripke and
Bloor is a subject of debate.
16 http://blog.massimofuggetta.com/2014/06/25/wittgensteins-word/#.VtbiG4-cGzk Downloaded at March 25th , 2016. Fuggetta also mentions a book by Galavotti which I was unable
to obtain.
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the ceremony with all the appropriate gestures and feelings but now without
predicting anything? Also, how do I assess whether my beliefs are ‘sufficiently
clear’? If anything that seems correct to me is correct, writes Wittgenstein,
then this only means that we cannot speak of ‘correct’ here (PI 258). A reply
could be that I believe that I believe that x is my private probability. What if
my belief that I believe that I believe that x is my private probability is just
another belief (PI 260)? Should I identify these beliefs ad infinitum through
introspection? What, in short, is the value of introspection in giving us a correct
idea on how to use the word ‘to believe’ (PI 305).
‘This personal introspection and experience is probably not a peculiar attribute of my inefficiency,’ writes De Finetti (PIS pp. 50). How do we know that
others have the same or a similar ‘experience’? Imagine, asks Wittgenstein, that
everyone has a box with something in it and they call that something a ‘beetle’
(PI 293). Nobody can look inside each other’s box and the something that is
contained in the box may be different, be constantly changing, and there might
even be empty boxes (ibid.). Does the Something play a part in a language game
here, questions Wittgenstein, or does the named object drop out of consideration
as irrelevant (ibid.)?
‘But you will surely admit that there is a difference between predicting
something that one does or does not believe in?’ ‘Admit it?’ writes Wittgenstein
about a related issue, ‘[w]hat greater difference could there be’ (PI 304)?17
Pretending to believe something is a language game that has to be learned like
any other (PI 248). There is no need to deny that something relevant might
be going on when De Finetti is doing his introspection. However, in trying to
understand how the expression ‘to believe’ is used, the Something so far renders
the same service as a Nothing (PI 304). What is more, this picture of an inner
process may stand in the way of seeing the use of ‘to believe’ or ‘to predict’ as it
is (PI 305).
Savage wants to avoid introspective justifications of his ‘tentative view’ that
a personal probability is ‘the only probability concept which is essential to all
activities that call upon probability’ (1954, pp. 56, my emphasis). Does the
word ‘tentative’ not seem a little out of place here? Or am I to understand that
Savage is unsure about his belief, but that he does believe that he believes that
a personal belief is the only essential probability concept? Again, what is to
stop us from introducing ever higher orders of belief? Savage acknowledges the
problem of endless hierarchies when discussing the issue that Bayesian statistics
do not tell us how to resolve inconsistent beliefs (1954, pp. 58). In a different
17 Wittgenstein

responds to the difference between pain-behavior with or without pain.

An Application of PI to PIS

25

context, Savage makes a claim, which has a verificationist ring to it, that if what
is ‘inside a person’s head’ does not manifest itself through material behavior,
it should at least in principle be possible to test whether a person holds one
event to be more probable than another (ibid., pp. 28). This strategy of Savage
and Ramsey seems ineffective. The question remains: what would qualify as a
criterion for the bet that someone’s behavior expresses beliefs that are ‘inside
his head’? His introspection?
To make the discussion more concrete, we can examine specific applications
of scoring rules that De Finetti suggested. De Finetti first argues that punitive
devices can be used to measure the true beliefs of a geologist. In response, one
might ask whether a geologist correctly communicates her beliefs merely because
her wage depends on the probabilities she reports. She might be intimidated by
her boss or intoxicated by previous success. If she takes credit for the work of a
junior geologist, her feelings could be more closely associated with cheating rather
than predicting. She might have family concerns that cloud her judgment, she
might spy for a future employer, or she might wish to avoid certain areas because
of humanitarian or environmental externalities. ‘Raise the stakes,’ a manager
might exclaim, ‘for unbeknownst to the geologist, subjective probabilities must
be at play!’ Perhaps the manager will immediately dismiss the geologist if she
could employ a computer program with a comparable track record. Perhaps
geologists who do not wish to play by the scoring rules will conveniently leave
the company of their own accord.
In generalizing this example from the oil industry to other contexts, De Finetti
discusses a betting game about Italian soccer matches, which he organized for
his students (PIS, pp. 19). He explains how subjects in such experiments must
be instructed on the use of a scoring rule through explanations and first-hand
experience, and that the subjects must be made keenly interested in maximizing
their expected total score through material or moral rewards (PIS, pp. 28). In
addressing the possibility of participants being unwilling or unable to accept
such a discipline, he writes that ‘this, perhaps, can only be avoided if the method
becomes a part of a scheme for the evaluation of scholastic merit’ (PIS, pp. 61).
As stated above, De Finetti adds that it is, of course, necessary to distinguish
between those who are aware of the spirit of the device and those who behave as
gamblers. After how many trials will one be able to make a distinction between
the competent, the ignorant, and the imprudent? Will their attitudes remain
unchanged? Even for those students who wish to attain the highest score, are
there not many feelings associated with sincerely reporting a bet? The student
might come to feel helpless or confident due to previous results, disgusted with
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herself for having bet against the team she supports, and she might be afraid of
being regarded as ignorant or as a pathological case.
De Finetti also assumes that private beliefs exist about whether a series can
be regarded as exchangeable. A cat has failed to catch a mouse three times in
quick succession, but does not give up the hunt. Does the cat believe the events
to be exchangeable with previous instances? Let us return to the example of the
woman who is asked to predict whether the marksman, Mr. X, will hit the next
target. What particular sensation is associated with a degree of exchangeability?
She might barely pay attention to the marksman’s attempts, because she has
been wrapped up in an animated conversation with a friend. She might, in the
past, have taught Mr. X to hit the target and urgently wish him to do better.
Compare these possibilities to when she exclaims ‘Ms. Y!’, having suddenly
realized that Mr. X only misses the target when Ms. Y is close by. What has
changed here? Her impression, her attitude? Can we tell? If we describe her
behavior before and after she submits her forecast, an explanation in terms of
private beliefs may no longer be required.

2.5.

Discussion

Having questioned the necessity of presuming a system of personal probabilities
and utilities in describing acts of reasoning, I now draw two parallels between the
above objections raised against subjective Bayesianism and concerns that have
been expressed about frequentism in the past. Compare the frequentist problem
of going from frequency to probability with the Bayesian problem of going from
‘material behavior’ to belief (I believe that I believe ...). If all probabilities are
based on relative frequencies, it is impossible to show that a given probability
itself is probable. The empirical interpretation of probability will just mark the
beginning of a ‘perpetual stutter’: with some probability it is probable that the
probability is probable (Lewis, 1947, pp. 289). A second parallel pertains to
rule-following. Compare the question of whether a student responds in the spirit
of a punitive device to whether a finite empirical sequence says anything about
the limit of a relative frequency (Weatherford, 1982, pp. 170). Why should it
be assumed that an empirical sequence closely approximating a mathematical
sequence will continue to do so in the infinite future, and how do we know that
it is not approximating a mathematical sequence that has no limit at all?
Bayesians introduce a structure of private beliefs underlying people’s forecasts
in addition to a structure of true relationships underlying the data. The added
structure also comes with its own set of rules. To clarify, I am not stating that
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we should treat whether someone believes what she predicts in the same way as
whether some regularity is seen as a fact of nature. The context may show what
an appropriate response is. Nor am I submitting that our everyday use of words
such as truth or private belief are meaningless. With reference to Wittgenstein,
I do hope to draw the reader’s attention to ‘the preconception of a crystalline
purity’ in talking about truth and belief (PI 108).
A response could be that an ‘artificial system’ of psychology might still
‘profitably’ be used ‘even though it is known to be false’ (Ramsey, pp. 173).
As I have indicated above, the use of punitive devices might also give cause for
concern. In Chapter 4, I further analyze this topic in relation to scoring rules
that are applied in academia. Let us now compare Wittgenstein’s PI to Kuhn’s
views of how institutional efforts to uphold the dominance of a research paradigm
can have a positive effect by turning scientists into efficient problem-solvers.
Note that the Bayesian prescription of keeping data fixed has not yet been
discussed. This topic is dealt with in Part III, although the following chapter
also touches upon this theme in relation to the duck-rabbit.

3
The Efficient Structure of Science
3.1.

Introduction

The logical positivists’ quest for a unified science received a serious blow when
the logician Willard Quine published his ‘Two Dogmas of Empiricism’ in 1951.1
The first dogma pertains to the analytic-synthetic dichotomy, which is a cleavage
between meanings that either do or do not depend on facts, respectively. Quine
argues that such a dichotomy rests on circular explanations of analyticity.2 The
second dogma, that all analytic propositions of a theory could be reduced to
observation statements, results in the arduous ‘task of specifying a sense-datum
language and showing how to translate the rest of significant discourse, statement
by statement, into it’ (Quine, 1951, pp. 36). Quine concludes that, in spite of
Carnap’s ingenious attempts, such a proof is lacking.
In the final part of his essay, Quine generalizes Pierre Duhem’s claim that in
the field of physics a single hypothesis cannot be tested in isolation because all
auxiliary assumptions are suspect when a predicted phenomenon is not produced
(Duhem, 1914). ‘The totality of our so-called knowledge or beliefs, from the
most casual matters of geography and history to the profoundest laws of atomic
physics or even of pure mathematics and logic, is a man-made fabric which
impinges on experience only along the edges’ (Quine, 1951, pp. 39).
Notwithstanding Quine’s Two Dogmas, which implied a blurring of the
supposed boundaries between metaphysics and the natural sciences, the pursuit
of a unified science was continued. In 1962, chief members of the original Vienna
Circle published Thomas Kuhn’s The Structure of Scientific Revolutions (‘SSR’)
as part of the International Encyclopedia of Unified Science. Having discussed
in the previous chapter how De Finetti argued that punitive devices can be of
1 For

a response, see Grice and Strawson (1956).
use of analytic-synthetic is challenged by Putnam (2001).

2 Quine’s
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help in measuring private beliefs, I now to turn measures that Kuhn advocates
in making science function efficiently.
In SSR, Kuhn writes that science is typically portrayed as a piecemeal process
where facts and theories are added to a growing stockpile of techniques and
knowledge (SSR, pp. 2). He explains that ‘systematically misleading’ textbooks,
ad hoc responses to anomalies in research, and other tendencies to uphold the
dominance of a paradigm can help to turn scientists into specialized problemsolvers. Kuhn regards this as part of the efficient mechanics of normal science,
which is cumulative, and goes on to explain how normal science can be disrupted
by crises and revolutions that may bring forth a new paradigm.
One may ask what is to be expected of people that are educated in this
way. Is it desirable that their manner of doing science, politics, and business is
systematically misleading and mere puzzle-solving? Enter Feyerabend, whose
ideas are closely akin to Kuhn’s, but whose recommendations are often of a
contrary nature. Both philosophers make claims about the underlying structure of
science. In this chapter, I investigate the influence of such essentialist tendencies
against the background of Wittgenstein’s PI.
As an alternative to trying to explain what all science is about, I highlight
the possibility of presenting definitions honorifically — that is, in the form of
a recommendation to attend in certain ways to certain features of science. I
thereby follow the suggestion that Weitz (1956) has made on the basis of PI
regarding the foundations of art.
In Section 3.2, the content and impact of Kuhn’s SSR is summarized, whereby
it should be noted that I again try to adhere closely to the author’s diction. I
have also made use of his 1969 postscript, which starts at page 174 in his book.
In Section 3.3, I compare the works of Kuhn and Feyerabend and show how these
works can be appreciated honorifically. The distinction between essentialist and
honorific definitions is reviewed in Section 3.4.

3.2.

The Structure of Scientific
Revolutions

In this section, I first summarize SSR’s theory of science and Kuhn’s comments
regarding verificationism and falsificationism. I then discuss some of the influence
that Kuhn’s SSR has had on subsequent debates about the influence of peripheral
aspects on research.
Kuhn asserts that, before normal science is established, there is a pre-
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paradigm state with a number of incommensurable ways of seeing the world
and of practicing science. For example, in the field of physical optics before
Newton, there was no standard set of methods or phenomena that every writer
felt compelled to employ or explain (SSR, pp. 13). Although most of the
experimenters read each other’s works, ‘their theories had no more than a
family resemblance’ (SSR, pp. 14).3 The net result of the activities of these
scientists was something less than science (SSR, pp. 13). If two men disagreed
about the relative fruitfulness of their theories or had other ideas about what
fruitful aspects were relevant, neither could be convicted of being mistaken
or unscientific (SSR, pp. 200). There was, after all, no systematic decision
procedure for choosing between theories to ensure that each individual in the
group arrived at the same decision (ibid.).
Optics entered a stage of ‘normal science’, remarks Kuhn, once a common
paradigm was established with Isaac Newton’s Opticks (SSR, pp. 12). This
paradigm freed the community from the need to constantly reexamine its first
principles (SSR, pp. 163). In one sense, a paradigm refers to the entire constellation of beliefs, values, and techniques by the members of a given community
(SSR, pp. 175). In another sense, a paradigm is an exemplary puzzle-solution
that replaces explicit rules for how to solve remaining puzzles (ibid.). Such a
paradigm, states Kuhn, inevitably improves the efficiency and effectiveness with
which a group solves new problems, and this efficiency is further enhanced by
other aspects of the professional life of a scientist (SSR, pp. 164). Textbooks
are used with a ‘systematic’ overview of how to solve problems in accordance
with the dominant paradigm (SSR, pp. 165). This prevents students from
having to evaluate incommensurable solutions of the classics on their own (ibid.).
Professional scientists are further insulated because they exclusively address
other members of the profession, so that they can concentrate on problems that
are likely to be solved without having to worry about what other groups might
think (ibid.).
Kuhn explains that, as the rigidity and insulation of a discipline increases, a
paradigm also becomes more precise and far-reaching. Consequently, researchers
will start to become aware of natural phenomena that violate the paradigminduced expectations (SSR, pp. 65). Scientists will be reluctant to give up
on an established paradigm, because science would cease if the entire group
would respond to each anomaly as a source of crisis (SSR, pp. 186). Although
explicit recognitions of crises are rare, they all begin with the blurring of a
paradigm (SSR, pp. 84). This happens when ad hoc modifications of the theory
3 This

remark pertains to the pre-paradigm state of electrical research.
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are made to eliminate any apparent conflict (SSR, pp. 78) and once formerly
standard solutions are being questioned (SSR, pp. 84). Sometimes normal
science eventually handles the crisis-provoking problem, sometimes the problem
is set aside, and in other cases, a new candidate emerges along with the ensuing
battle over its acceptance by the scientific community (ibid.).
Kuhn submits that a revolutionary paradigm is typically developed by men
who are either young or new to the field whose paradigm they change, since they
are little committed to prior practice (SSR, pp. 90). For a scientific revolution
to arise, the power to decide between paradigms must be vested in the members
of a uniquely competent group (SSR, pp. 167). A candidate paradigm must
resolve some outstanding and generally recognized problem and it must promise
to retain most of the problem-solving ability of the former paradigm (SSR, pp.
169). The new paradigm will never explain all the facts with which it can be
confronted and thus defines many new puzzles for normal science to solve (SSR,
pp. 164).
Normal science is further restored by post-revolutionary textbooks, remarks
Kuhn, in which the historical tradition is rewritten and science is represented
as a cumulative process once more (SSR, pp. ix). Even though many of the
same manipulations, instruments, and terms are used (SSR, pp. 130), the
old and the new worlds will appear incommensurable to the researcher (SSR,
pp. 112). With reference to Gestalt psychology, Kuhn writes that ‘what
were ducks in the scientist’s world before the revolution are rabbits afterwards.
Transformations like these, though usually more gradual and almost always
irreversible, are common concomitants of scientific training’ (SSR, pp. 111).
Kuhn gives a linguistic version of incommensurability in the post-script. ‘Two
men who perceive the same situation differently but nevertheless employ the
same vocabulary in its discussion must be using words differently’ (SSR, pp.
200). The new scientific theory is felt not only to be a better puzzle-solving
instrument, but also a better representation of what nature is really like (SSR,
pp. 206). Kuhn submits that we may have to let go of the notion that paradigm
changes bring us closer to truth, and suggests an evolutionary approach instead,
whereby paradigms evolve based on the challenges they are faced with at a given
time (SSR, pp. 173).
Kuhn further asks whether we can explain why groups abandon one tradition
for another with the help of theories about testing and verification (SSR, pp.
144). In normal science, he claims, researchers do not test paradigms but solve
puzzles. Testing only occurs after a crisis has evoked an alternative candidate
(ibid.). Most verificationists accept that no theory can ever be exposed to
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all relevant tests and resort to a neutral observation-language to compare the
ability of different theories to explain the evidence at hand (SSR, pp. 145).
Kuhn remarks that such a neutral observation-language does not exist. Instead,
verificationists select theories by whatever standard is part of a paradigm that
is dominant at the time (ibid.).
Nor has any process in the history of science, according to Kuhn, yet been
disclosed that resembles the methodological stereotype of falsification by direct
comparison with nature (SSR, pp. 77). After all, the judgment leading to a
decision to reject one paradigm always involves the comparison of both paradigms
with nature and with each other (ibid.). If theories are only falsified after severe
empirical failures, then Popperians will require some ‘degree of falsification’,
thereby running into the same troubles as verificiationists (SSR, pp. 147). If, on
the other hand, any failure justifies the rejection of theories, all theories ought
to be rejected at all times, because no theory perfectly explains all empirical
facts (SSR, pp. 146).
Imre Lakatos made an attempt to bring Kuhn’s historical account of science
more in line with Popper’s proposal to demarcate science from pseudo-science
(1978).4 Such approaches of Lakatos and others are ‘weak’, according to Bloor
(1976), in the sense that they only study socio-psychological causes when there
is ‘error, irrationality and deviation from the proper norms and methodological
precepts of science’ (1999, pp. 81). By also building on Kuhn’s SSR and, as I
mentioned in Section 2.3, by ‘going beyond what Wittgenstein was willing to do,’
Bloor argues in favor of the ‘strong program’ which gives sociological explanations
of systems of belief regardless of how they are evaluated by analysts.5 Bruno
Latour in turn criticizes the sociology of scientific knowledge for relying on
historic case studies to substantiate their claims, instead of making the effort
to observe science as it happens. He also became central to the ‘Science Wars’
of the 1990s that Kuhn’s SSR inadvertently helped to unleash. I now briefly
discuss Latour’s Science in Action (1987) to show when a discussion of research
4 Lakatos writes that ‘research programs’ each have a hard core that is stubbornly defended,
a flexible protective belt of auxiliary hypotheses for dealing with anomalies, and an elaborate
problem-solving machinery (1978, pp. 5). A degenerate research program, which only fabricates
theories to accommodate known facts, can be replaced by a progressive program, which leads
to the discovery of hitherto unknown facts. In this way, there is no refutation without theory
(contra Popper) and scientific revolutions are not sudden and ‘irrational’ (contra Kuhn).
5 The strong program has four components (Bloor, 1973). Causality: it identifies general
laws that relate conditions (psychological, social, and cultural) that are necessary and sufficient
to determine beliefs. Impartiality: contrary to the weak program, it not only examines
sociological factors when knowledge claims are true, but also when they are false. Symmetry:
the same type of causes must generate true and false beliefs. Reflexivity: it must explain the
emergence and conclusions of sociology itself.

34

The Efficient Structure of Science

contingencies can become a threat to science.
Latour aims to demonstrate how scientific facts and machines are turned into
black boxes where only the input and output counts and no trace of authorship is
left. He argues that Nature cannot be used to explain how a black box is closed,
because the question of how to represent Nature is precisely what gives rise to the
controversy. Instead, he takes an anthropological approach by following scientists
as they build counter-laboratories, form allegiances, make machines, and arrange
funding from governmental organizations and companies. In doing so, Latour
tries to ignore preconceptions of what constitutes knowledge. To close a black
box, scientists are often depicted by Latour as if they adhere to basic principles
of Machiavellian politics (ibid., pp. 124). When a scientist refers to former
literature, for example, Latour writes that the rules are: ‘weaken your enemies,
paralyse those you cannot weaken, help your allies if they are attacked, ensure
safe communications with those who supply you with indisputable instruments,
oblige your enemies to fight one another; if you are not sure of winning, be
humble and understated’ (ibid., pp. 37).
In Higher Superstition, the biologist Paul Gross and mathematician Norman
Levitt decry how Kuhn’s work ‘has so often been vulgarized and distorted by
the cultural constructivist school’ (1997, pp. 56). The main criticism against
members of the ‘academic left’ (related to Marxism, post-modernism, feminism,
and environmentalism) is that they discuss sciences that they neither contribute
to nor understand at an expert level and that they instead find fascism, racism,
and ‘denial’ in well-reasoned attempts to solve deep problems. Gross and Levitt
write that, when a group of people goes outside to determine whether it is
raining, Latour absurdly implies that the observation that it rains is irrelevant
for explaining the agreement among the group that it is raining, since a fact,
according to Latour, is the outcome of the settlement and not its cause (ibid.,
pp. 58). Here, it should be emphasized that Latour investigates how speculative
statements that are made in times of scientific controversy can later become
established facts. Merely remarking, like Gross and Levitt (ibid), that ‘the
science world is a human world, and that ‘laboratory politics’ plays a significant
role in it from time to time’ surely is not satisfactory to describe the emergence
of the diesel engine, the telephone, or the double helix. On the other hand,
Latour’s confidence in associative networks (with humans and non-humans)
to explain how science works is so high that he claims: ‘the strength of the
original statement does not lie in itself, but is derived from any of the papers
that incorporate it’ (1987, pp. 42).
Latour not only summarizes his findings with sweeping remarks like the ones
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quoted above, but also with ‘rules of method’ and ‘principles’ for studying science.
One might note, not unlike Kuhn, that the very ability to make essentialist
claims by following scientific rules could be precisely what is threatened when the
contingency of research is acknowledged. My efforts are directed towards showing
that scientific discussions remain relevant even if they are not aimed towards
approximating an underlying structure. To this end, I show how SSR can be
used honorifically as a relevant recommendation for attending to certain features
of science in a certain way. I also highlight, with reference to Wittgenstein’s PI,
some disadvantages of essentialist tendencies in SSR by comparing it to a related
work of Feyerabend. In sections 3.4 and 4.3, I present counterexamples to the
general assertion that it is the truth-oriented goal of science which prevents
peripheral research aspects from being discussed in scientific dialogues.

3.3.

Comparing Structures

First, I demonstrate how Kuhn’s views of science can be applied honorifically
to identify relevant aspects of scientific dialogues. After summarizing Kuhn’s
SSR, for instance, I deleted the following sentence when introducing subjective Bayesians in the previous chapter, because the accumulative portrayal is
not accurate historically: ‘Bruno de Finetti expanded on Ramsey’s work and
Leonard Savage further formalized it.’ Regarding unifications in textbooks, in the
sixth edition of Mathematical Statistics with Applications, the Neyman-Pearson
approach towards hypothesis testing is taught and no reference is made to any
of the critique raised against it by, say, Fisher or De Finetti (Wackerly et al.,
2002). For an example of incommensurability, one might refer to Bradley Efron’s
speech at a Bayesian conference, where he said of De Finetti and Savage that ‘by
definition one cannot argue with a subjectivist,’ which is why he merely stated
the ‘obvious fact’ that subjectivism is useful in personal decision-making but
failed to influence the scientific practice (1986b, pp. 3).
On the topic of incommensurability, an intricate literature developed with,
on the one hand, philosophers who took issue with the idea that scientists live
in different worlds and, on the other hand, Kuhn refining over the decades what
he meant to say about ‘linguistic’ and ‘nonlinguistic’ forms of the term (Kuhn,
1990, pp. 315).6 I do not go into the details of this discussion, and just mention
one particularly famous reply by Donald Davidson, who claimed to have found a
third dogma of empiricism in the works of Kuhn, Feyerabend, and Quine: that
6 For an overview,
see for example Zammito
http://plato.stanford.edu/entries/incommensurability/

(2004),

or

the

SEP

entry
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is, the dualism of a conceptual scheme that organizes and gives form to empirical
content (Davidson, 1973, pp. 11). Rejecting the idea that thought is possible
without language, Davidson identifies conceptual schemes with languages and
argues that we cannot make sense of a complete failure to translate one language
into another (idem, pp. 7). ‘Kuhn is brilliant at saying what things were like
before the revolution using — what else — our post-revolutionary idiom’ (idem,
pp. 6). In the context of a partial translation failure, Davidson introduces a
principle of charity as part of a theory to ‘ensure communication’ (idem., pp.
19). ‘Charity is forced on us: whether we like it or not, if we want to understand
others we must count them right in most matters’ (idem.).7
Vasso Kindi asserts that a more charitable interpretation of SSR would
follow from reading it under the ‘theory of meaning’ of Wittgenstein’s PI. She
argues that from this perspective, Kuhn’s account of science is fully coherent and
Kuhn’s replies to his critics are no longer ad hoc (1995, pp. 75). Kindi remarks
that Wittgenstein’s theory of meaning ‘can be summed up in the phrase ‘don’t
ask for the meaning, ask for the use” and she provides further details about this
theory (ibid). Remarkably enough, Kindi does not cite the few instances where
Kuhn explicitly refers to Wittgenstein’s PI, even though her main thesis is that
Kuhn’s theory of meaning is supplied by the latter’s work (ibid, pp. 80).
In relation to PI, we have already seen that the author of The Structure
of Scientific Revolutions writes that ‘theories had no more than a family resemblance’ in a pre-paradigm state (SSR, pp. 14, my emphasis), apparently
suggesting that theories have more than a family resemblance once a paradigm
has been established. A more substantial departure from PI occurs when Kuhn
remarks that ‘Wittgenstein, however, says almost nothing about the sort of
world necessary to support the naming procedure he outlines,’ so that ‘part of
the point that follows cannot therefore be attributed to him’ (SSR, pp. 45, my
emphasis).
On the other hand, Kuhn also states in his preface that the need for drastic
condensation caused him to leave unmentioned a number of major problems
(SSR, pp. ix). He writes, for example, that his distinction between pre- and
post-paradigm periods in the development of science is too schematic; and that
there are rare circumstances under which two paradigms can coexist peacefully
(ibid). Regarding incommensurability, one might add that Efron’s comment
about not being able to debate with subjective Bayesians was nevertheless made
during a speech at a Bayesian conference. Also, think of researchers that use
7 Davidson’s framework of ideas has in turn been discussed extensively, such as whether or
not ‘nonlinguistic’ animals have beliefs, or whether his charity principle is plausible in light of
Kahneman and Tversky’s (1979) findings (Thagard and Nisbett, 1983).
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both Bayesian and frequentist techniques.
One could further remark that a reference to a necessary (i.e. essential,
fundamental) aspect could be used differently across contexts. ‘Assume this is
necessary,’ for the sake of simplicity, ‘so that we can move on to the next topic’;
or, in the sense that they must regard it as such; or, because it must always
and everywhere be the case. Now, let us look more closely to see in what ways
Kuhn’s claims refer to essential aspects of science and how this may have affected
his research, by comparing SSR to Paul Feyerabend’s Against Method (‘AM’,
1975). Feyerabend also introduces a notion of incommensurability and discusses
transitions between pre-science, mature science, and revolutions, particularly in
relation to John Stuart Mill’s On Liberty (1869). I now concentrate on differences
between Kuhn’s and Feyerabend’s works with regard to the existence of crises,
the requirement of an independent scientific community, and the desirability of
uniformity in the sciences.
At the start of a new section, Kuhn writes ‘let us then assume that crises are
a necessary precondition for the emergence of novel theories’ (SSR, pp. 77). He
returns to developments in optics, among other disciplines, in order to present
‘how scientists respond to their existence’ (ibid.), and writes that
. . . Thomas Young’s first accounts of the wave theory of light appeared
at a very early stage of a developing crisis in optics, one that would
be almost unnoticeable except that, with no assistance from Young, it
had grown to an international scientific scandal within a decade of
the time he first wrote. In cases like these one can say only that a
minor breakdown of the paradigm and the very first blurring of its
rules for normal science were sufficient to induce in someone a new
way of looking at the field. What intervened between the first sense
of trouble and the recognition of an available alternate must have
been largely unconscious.
Kuhn, SSR, pp. 86
One can easily imagine how a Popperian would respond when reading that
this ‘almost unnoticeable’ crisis ‘must have been largely unconscious.’ Could
Kuhn’s treatment of this example and the harsh claims about integrity it might
invoke be associated with an ambition to explain ‘what all scientific revolutions
are about’ (SSR, pp. 6)?
Empirically there was no crisis and no crisis was resolved, writes Feyerabend
about a supposed crisis in astronomy (AM, 1975, pp. 146). Since no theory
is ever consistent with the facts, ad hoc approximations are used to conceal
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or even eliminate qualitative difficulties (AM, pp. 49). Modern mathematical
physics is a case in point (ibid.). Feyerabend argues that scientists proceed or
should proceed counter-inductively by introducing and elaborating hypotheses
that are inconsistent with well-established facts and theories (AM, pp. 50). A
contradiction between a new theory and firmly established facts ought to be used
to discover hidden principles responsible for the contradiction and not to dispose
of the theory (AM, pp. 62). Feyerabend concludes that counter-induction is a
fact without which science could not exist, a legitimate move in the game of
science, and an essential part of a process of discovery (AM, pp. 53 & 62).
In determining how to deal with crises, Kuhn claims that a scientific community ‘must be seen as the sole possessor of the rules of the game,’ for otherwise it
would ‘raise the question whether truth in the sciences can be one’ (SSR, pp. 167,
my emphasis). He does acknowledge that only the most tentative generalizations
are possible in the area of giving essential characteristics of these communities
(SSR, pp. 168). ‘Nevertheless, strikingly clear requisites of membership’ are that
the scientists must try to solve detailed problems about nature such that the
solutions are accepted by the members of a uniquely competent group, which
excludes heads of state or the populace at large (ibid.). Despite this list of
characteristics being small, writes Kuhn, it is already sufficient to set such communities apart from all other professional groups (SSR, pp. 169, my emphasis).
By contrast, Feyerabend claims that a democratic community uses and corrects
science to ensure that it agrees with its values and aims, as it should (AM, pp.
251). What is more, the public ought to be made aware of expert fallibility (AM,
pp. 251), because there is ample evidence that non-experts frequently know
more than experts, since problems often lie across the boundaries of various
sciences (AM, pp. xiii).
On the promotion of scientific unity through education, Kuhn writes that,
‘without wishing to defend the excessive lengths to which this type of education
has occasionally been carried’ (SSR pp. 165), ‘there is a good reason why the
historical portrayals in such textbooks are systematically misleading, since the
aim is to be persuasive and pedagogic’ (SSR, pp. 1). Feyerabend repudiates
the simplification of ‘science’ by a simplification of its participants and scorns
the ‘teachers’ who use grades and the fear of failure to mold the brains of the
young until every ounce of imagination is lost (AM, pp. 11 & 161). ‘Science
needs people who are adaptable and inventive, not rigid imitators of ‘established’
behavioral patterns’ (AM, pp. 159). Humanity and Science will profit, remarks
Feyerabend, when everyone is doing his own thing, when ‘anything goes’ (ibid.).
Someone might prefer a sloppy and partly incomprehensible paper to a crystal-
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clear exposition, for example, if that paper is a natural extension of his own
research (ibid.). Although rules can aid scientists in their work (AM, pp. 231),
‘the attempt to break through the boundaries of a given conceptual system is
an essential part of such research (it also should be an essential part of any
interesting life)’ (AM, pp. 169).
Since Feyerabend advocates that anything goes, one might be surprised to
find certain essentialist tendencies in his work. Before addressing them, I first
acknowledge that many features he highlights are often of relevance. Upon
reading his concerns about mental states becoming frozen, I was struck by De
Finetti’s discussion of strategic disturbances in measuring personal beliefs. When
a betting game draws to a close, De Finetti remarks that only a hazardous
forecast could help a contestant in second place to end up first. ‘[I]n order to
make this danger unimportant, it suffices to instill the idea that subjects are
engaged in a race demanding regularity of performance, where single exploits
are worthless [...]. When the habit of prudent behavior is strengthened, it is not
easy to free oneself from it even when it is not profitable’ (PIS, pp. 61). Note
that De Finetti now desires to influence behavior by keeping the person ignorant
of a possible gain, rather than keeping them ‘keenly interested’ in the reward.
On the other hand, Feyerabend may have been glad to learn that many
Liberal Arts and Sciences colleges have emerged that urge international students
to evaluate and use various disciplines in order to solve and formulate problems
in an idiosyncratic way.8 Lastly, his observation that doubtful points turn into
slogans made me take notice of the comforting sneer that ‘Bayesian inference
is hard in the sense that thinking is hard,’ which was quoted by Sims in his
discussion of ‘Why Econometrics Should Always and Everywhere Be Bayesian’
(2007, pp. 4).
Although I have not yet treated his AM extensively, the reader may have
noticed that Feyerabend, too, often seems to force a systematic account of how
to regard or do science on us.9 He would later write,
One of my motives for writing Against Method was to free people
from the tyranny of philosophical obfuscators and abstract concepts
such as ‘truth’, ‘reality’, or ‘objectivity’, which narrow people’s vision
and ways of being in the world. Formulating what I thought were my
own attitude and convictions, I unfortunately ended up by introducing concepts of similar rigidity, such as ‘democracy’, ‘tradition’, or
8 Liberal Arts and Sciences colleges, which I have attended myself, do have issues of their
own, including how to offer such privileged education at a low cost to many students.
9 Now I desire to delete ‘comforting sneer’ in the previous paragraph.
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‘relative truth’. Now that I am aware of it, I wonder how it happened.
The urge to explain one’s own ideas, not simply, not in a story, but
by means of a ‘systematic account’, is powerful indeed.
Feyerabend, 1996, pp. 179-80

3.4.

Discussion

The above discussion casts doubt on Kindi’s thesis that Kuhn’s theory of meaning
was supplied by Wittgenstein’s PI. Quite oppositely, I highlighted the stringency
with which Kuhn and Feyerabend argued in favor of their conceptions of science
and how that stringency interacted with their descriptions of science. I now
connect my discussion about the foundations of science to theories about the
foundations of art in order to further investigate the possibility of evaluating
scientific definitions honorifically.
We can first bring to mind a few interplays between literature, philosophy,
and statistics. Remember, if you please, Gottfried Wilhelm Leibniz’s 18th century
claim that we live in the ‘best of all possible worlds,’ which was relentlessly
ridiculed in Voltaire’s satire Candide and later aestheticized by Immanuel Kant.
One can also think of Jean-Paul Sartre, who specialized in philosophy to obtain
the raw material for the world that he was to talk about in books (McBride,
2013, pp. 114 - 115), or Nietzsche, with his blend of literature and philosophy
in works like Thus Spoke Zarathustra. Thirdly, one could turn to Arthur Doyle
epitomizing the man of science in Sherlock Holmes, and the Bayesian statistician
Edward Leamer, for whom Holmes was a main source of inspiration in his
Specification Searches (1978).10
On the foundations of art and science, let us examine the anti-essentialist
stance of Weitz (1956) that art, unlike mathematics, is an open concept whose
necessary and sufficient conditions cannot be captured since it continually
transforms over time. A famous example is Marcel Duchamp’s readymade urinal
called the Fountain, which caused quite an uproar by being rejected in 1917 by
the board of the Society of Independent Artists. After being photographed, lost,
and replicated, this centerpiece of Dadaism would later be voted as ‘the most
influential work of modern art’ by a group of 500 experts.11
A few decades after Weitz, George Dickie (1983) proposed an institutional
definition of art (i.e. as any object that is accepted as art by an art community),
whereas Jerrold Levinson (1989) offered a historical definition of art (i.e. as any
10 See

Introduction Part III.

11 http://news.bbc.co.uk/2/hi/entertainment/4059997.stm
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object at a certain time that is intentionally related to preceding art works).
One may observe that these attempts to define art bear a resemblance to Kuhn’s
effort to reveal the structure of normal science, where members of a sufficiently
well-defined scientific community abide by the rules of a historically embedded
paradigm. Kuhn remarks that the cleavage between art and science only became
taken for granted once art had unequivocally renounced representation as its
goal (SSR, pp. 161).
Must we treat concepts in science and art closed at a given time? In the
following chapter, I study some additional consequences of doing so. As an
alternative, consider the anti-essentialist position of Weitz, who calls a definition
of the ‘open concept’ of art a
honorific definition: ‘seriously made recommendations to attend in
certain ways to certain features of art.’
Weitz, 1956, pp. 35
Would this not be a refreshing way to treat essentialist definitions in and
about science at times? We need not think of concepts in mathematics, for
example, as closed. In the introduction to Part II, I return to this topic when
introducing a mathematical tradeoff between accuracy and simplicity. Presently,
it can be remarked that, in PI, Wittgenstein already discussed how ‘numbers’
like cardinal numbers, rational numbers, and prime numbers form a complicated
network of family resemblances such as ‘games’ and ‘reading’. As Wittgenstein
states, we extend our concept of number as in spinning a thread we twist fibre
on fibre (PI 67). ‘[T]he strength of the thread does not reside in the fact that
one fibre runs through its whole, but in the overlapping of many fibres’ (ibid.).
Accordingly, one need not consider essentialist and honorific definitions to be
fundamentally different. When discussing the ‘fundamental’ distinction between
nights with clear skies and little wind and other types of night, in Chapter 1, I
already mentioned the possibility that the word ‘fundamental’ might have been
used as a form of praise. In the previous section, I also emphasized that claims
of Kuhn and Feyerabend can be used as seriously made recommendations to
identify relevant aspects of a scientific dialogue.
However, this does not mean that we must treat essentialist definitions honorifically. Unlike Weitz, I do not insist that recommendations be made ‘seriously’,
for example. The word is perhaps added to exclude frivolous recommendations
or to signify that definitions (and critics) can still be taken seriously even when
they do not approximate some fixed underlying truth. What is more, ‘the goal’
of making essentialist claims could differ considerably across contexts. Some
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researchers might mostly aim to be provocative, for example, when they present
a theory as if it could not be otherwise. As previously stated, a definition might
also be referred to as ‘essential’ not to highlight some feature of science, but
rather to push that aspect of research to the background in order to continue
with the task at hand.
Lastly, treating a concept as closed is not restricted to those who make
claims about an underlying structure. In the General Introduction, for instance,
I expressed a desire to promote ‘tolerance’ in science, and I did so without
stopping to think about the one-sidedness that could be implied by tolerance.
Jacques Derrida describes how the word is used across contexts (in Borradori,
2013, pp. 127-128). He submits that historically, Protestants were being tolerated
by Catholics as a form of charity. He also discusses a remark made by the French
politician Francois Mitterand, who once spoke of a ‘threshold of tolerance’ to
stress that there is a limit to the number of foreigners that can be accepted by a
national community, beyond which a process of rejection can be expected. At the
time, Derrida pointed out that in biology, the threshold of tolerance designates
the extreme limit of the organism’s struggle to maintain itself in balance before
collapse. To Mitterand’s credit, he later retracted his unfortunate statement
about the threshold of tolerance. Derrida remarks that this example gives a
sense of how, in being tolerant, there is often a ‘wish to limit my welcome, to
retain power, to maintain control over the limits of my ‘home” (ibid., pp. 128).

4
The Self-Cleansing Mechanism of Science
4.1.

Introduction

The previous chapter ended with a discussion of whether we must treat concepts
in science as closed. It is clear, in any case, that we can choose to set and defend
rigid borders in thinking about science. The logical positivist’s distinction
between science and metaphysics resulted, roughly, in a parting of the ways
between analytic and continental philosophers, respectively. In 1992, for example,
the University of Cambridge organized a ballot on whether the (continental)
philosopher Jacques Derrida should receive an honorary doctorate. In response,
a group of eighteen protestors, which included Willard Quine of the Two Dogmas,
wrote an open letter, stating:
M. Derrida seems to us to have come close to making a career out
of what we regard as translating into the academic sphere tricks and
gimmicks similar to those of the Dadaists or of the concrete poets.
[...] In the eyes of philosophers, and certainly among those working in
leading departments of philosophy throughout the world, M. Derrida’s
work does not meet accepted standards of clarity and rigour. [...]
Many French philosophers see in M. Derrida only cause for silent
embarrassment, his antics having contributed significantly to the
widespread impression that contemporary French philosophy is little
more than an object of ridicule. [...] Academic status based on what
seems to us to be little more than semi-intelligible attacks upon the
values of reason, truth, and scholarship is not, we submit, sufficient
grounds for the awarding of an honorary degree in a distinguished
university.
‘From Professor Barry Smith and others:’, The Times (London), 1992
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This controversy is just one example of a joint effort being exerted to
keep science proper. In recent years, there have been numerous responses to
scientists who have committed fraud by fabricating data, to scientists who have
recommended a product without indicating that they are the sole producer of
that product (Leijten and Rosenberg, 2016), and to scientists who publish on an
almost weekly basis by recycling large parts of co-authored articles without adding
adequate references (Horbach and Halffman, 2017, Van Kolfschooten, 2017).
First, committees are appointed by the very institutions where the questionable
behavior has taken place, in order to assess the scope of the misconduct and
make recommendations. Second, scientists are no longer required to publish
as much as possible, but are encouraged to target a list of top-ranked journals.
Third, a Code of Conduct is devised, whereby, for example, Point 1 about not
giving into pressure is followed by Point 1.1, which begins with ‘[a]cademic
practitioners know that the ultimate aim of science is to establish facts’ (VSNU,
2014).
Of course, this sample of responses is rather limited and biased. For example,
despite the letter from Barry Smith and colleagues, Derrida did receive an
honorary degree. I should also note that the letter does not mention continental
philosophy in general. Moreover, in the previous chapter, I already discussed
various disadvantages of making universalistic statements about the manner in
which researchers are or should be governed.
I now propose to examine more closely how self-cleansing mechanisms of
science function in particular instances. Under what circumstances do academics
discuss research decisions among themselves? In Section 4.2, I investigate
the final report of the committees who were appointed to investigate Diederik
Stapel’s research malpractices. The prime goal is to formulate questions about
the standards of science that are advocated in such a report and to specify where
in this book these questions are addressed.
The committees play down the impact of publication pressure on research
decisions, for instance, and I analyze this aspect further in Section 4.3. I
study how governmental organizations assess the research quality of university
departments and how journals assess the research quality of submitted articles.1
It is also examined in what ways research units and individual researchers
1 For those who are not familiar with the basics of the peer review system, a researcher
first submits a paper to a journal. Subsequently, an editor can reject it straight-away or ask
reviewers to (anonymously) assess the quality of the paper and to suggest minor or major
revisions. The author could then be allowed to resubmit an adjusted paper after which it is
reviewed once more. These steps can be repeated a number of times. It is up to the editor
whether the final version is published in the journal.
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respond to scoring rules that make it profitable to publish in top-ranked journals.
Lastly, in Section 4.4, I discuss counterexamples of certain inferences that might
be drawn from the presented case studies.

4.2.

Proper Versus Sloppy Science

Stapel’s fraudulent behavior came to light in August 2011, when three young
PhD students jeopardized their careers and those of others by informing their
head of department of their suspicions regarding Stapel’s scientific malpractices.
Whereas others before them had failed, they succeeded in convincing the staff
to take action by disclosing detailed information that they had been collecting
for months. Committees were soon appointed to analyze Stapel’s wrongdoings.
Based on the evidence presented by the three PhD students, they describe how
Stapel not only altered existing data but also fabricated entire datasets (2012,
pp. 32). The committees portray the following scenario.
Typically, Stapel first developed hypotheses and experimental procedures in
a one-to-one conversation with another scientist and co-author (ibid., pp. 43).
The co-author was often asked to provide a table of expected empirical findings
of all the experiments to test the hypotheses (ibid.). Stapel offered to ensure that
the experiments would be conducted at certain educational institutions, while
the co-author prepared the necessary materials for the experiments, such as
questionnaires and sweets as rewards (ibid.). Stapel would place those materials
in the trunk of his car, only to later dump them in a garbage container. Stapel
used his remaining time to fabricate not only details of his supposed visits to
the educational institutions but also fictitious experimental data. Several weeks
later, the co-author was allowed to analyze what he or she took to be the results
of the experiments, after which a research report would be written and submitted
to an academic journal.
Eventually, it emerged that Stapel had been committing various forms of
fraud for more than a decade, during which he was also employed by two other
universities (ibid., pp. 31). Each of the three universities established a committee
assigned with the two-fold task of, firstly, determining which publications were
based on fictitious data and, secondly, of offering a view on the methods and
research culture that had facilitated Stapel’s infringements (ibid., pp. 7). The
committees joined forces to write the final report to which I have so far referred, in
which they concluded that no less than 55 of 137 papers (co-)authored by Stapel
were fraudulent and that 10 of 18 dissertations written under his supervision
were at least partly fraudulent.
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The effort that the committees put into analyzing all those papers is certainly
commendable. An example of the recommendations they made is that there
should henceforth be an independent and confidential university counselor for
scientific integrity who is not part of the management line (ibid., pp. 45).
This seems to be a sensible step, and I would like to go one step further to
recommend creating an independent body consisting of scientists and nonscientists to protect whistleblowers in academia. In the remainder of this section,
I analyze the committees’ attempts to explain Stapel’s behavior, raise questions
about some of their recommendations, and indicate where in this book they are
addressed.
One explanation that was offered for Stapel’s prolonged misconduct was
based on his power position. ‘The junior must be able to trust unconditionally in
the integrity of the ‘master” (ibid., pp. 38). ‘It is this aspect of trust that played
a crucial part throughout the fraud affair: a scientist does not commit fraud;
it is almost inconceivable that this might happen’ (ibid.). When Stapel was
confronted with difficult questions, he did not hesitate to use his power, prestige
and charisma to prevent the detection of fraud (ibid., pp. 38). A research
Master’s student who found suspicious patterns in the data was told by Stapel:
‘If you want to be taken on here you will have to demonstrate that you can get
something finished, so just write up the results’ (ibid., pp. 44).
Another explanation is proposed in terms of a distinction between ‘sloppy
science’ and proper science (ibid., pp. 47). The committees conclude that
‘there was a general culture of careless, selective and uncritical handling of
research and data’ among Stapel’s co-workers (ibid.). Prior to the investigation,
none of Stapel’s fraudulent papers had been identified as such, despite his
having worked at three different universities and with 70 different co-authors
of various nationalities, despite his having published in nearly all respected
international journals in his field, and despite his work having been reviewed by
doctoral boards and according to international review procedures (ibid., pp. 48).
The committees remark that Stapel’s wrongdoings should have been noticed
earlier, since the observed flaws were not minor imperfections but ‘violations of
fundamental rules of proper scientific research’ (ibid., pp. 47). The committees’
report discusses verification biases, whereby research procedures are used in
a way that represses negative results. Examples of this malpractice include
secretly omitting outliers, using a more convenient control group from another
study, and removing experimental conditions. Although the committees are
unable to draw conclusions about social psychology as a whole, they regard it
as simplistic to consider the findings related to Stapel’s publications as merely a
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local aberration (ibid., pp. 48).
What are potential disadvantages of requiring scientists to abide by scientific rules in order to combat not just the fabrication of data, but a general
research culture of sloppy science? The committees remark that ‘[o]f course,
the shortcomings identified must not result in organized distrust or overblown
bureaucracy that unnecessarily impedes scientific work’ (ibid., pp. 55). Instead,
they submit that a research environment must be created ‘in which researchers
are encouraged, through coaching, training and effective controls, to take account
of the rules for careful and honest academic research’ (ibid.). Parts II and III of
this book critically evaluate how scientific rules influence the manner in which
research is performed and discussed. For now, I examine how well the committees
followed their own recommendations in their report, by highlighting some of the
responses it evoked.
First, the committees claim that ‘[o]ne of the most fundamental rules of
scientific research is that an investigation must be designed in such a way that
facts that might refute the research hypotheses are given at least an equal chance
of emerging as do facts that confirm the research hypotheses’ (ibid., pp. 48).
Five former PhD students of Stapel attack the committees on this very point
in an article in the Dutch national daily newspaper Trouw (Ten Broeke, 2013).
The article refers to a confidential report, in which the committees apparently
explained: ‘We are not appointed to indicate what is good about Stapel, but what
has gone wrong. Hence, we will primarily focus on bad aspects of that research
culture.’ The former PhD students complain about unstructured questions that
were leading witnesses and add that one cannot investigate a research culture
by only asking what is bad about it.
Second, even though the committees recommended in their interim report
that ‘raw data’ should be stored (2011, pp. 22), the former PhD students remark
that their interviews with the committees were not recorded. In the Trouw
article, the students claim to have received a reply from the committees in which
it was stated that the committees chose not to record the interviews in order to
promote an open atmosphere and that no additional insights could have been
gained from the recordings. A typographer was mostly present, continue the
former students in the Trouw article, but they were not given the opportunity to
check the interview report for errors or to add nuances. Moreover, rather than
just quoting and paraphrasing the testimony of the interviewed students, the
committees (2011) made ‘necessary interpretations’, such as: ‘Stapel carefully
chose junior researchers with whom he wanted to develop an intensive working
relationship’ (ibid., pp. 12), which might portray Stapel as overly sinister and
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the students as overly meek.
Lastly, in spite of the committees’ insistence on the need to protect whistleblowers (ibid., pp. 21), one former PhD student states that the committees had
refused to share their findings with her in advance, but that she was suddenly
contacted by journalists who had evidently read the chapters about their sloppy
scientific culture before the report was officially published. The committees had
no wish to respond to the Trouw article. A spokesperson for the deans of the
concerned universities stated that they were aware that some of the former PhD
students were dissatisfied about the proceedings, but that the final report was
‘not subject to debate’ (ibid., my translation).
Building on the report of another committee about the general prevention
of scientific misconduct, the Stapel committees write that ‘it is not so much
necessary to develop new rules but rather more important to impress the content
of the rules that already exist on the researchers’ (2012, pp. 55).2 Having argued
in the previous chapter that the boundaries between science and metaphysics
or science and pseudo-science became blurred, can it not also be the case that
research is more sloppy than the fundamental rules of proper science suggest?
This is another question that is further investigated in Parts II and III. Based
on the following quotation, I continue by analyzing the committees’ general aim
and their conception of science.
[T]he most important reason for seeking completeness in cleansing
the scientific record is that science itself has a particular claim to
the finding of truth. This is a cumulative process, characterized
in empirical science, and especially in psychology, as an empirical
cycle, a continuous process of alternating between the development
of theories and empirical testing. A theory has a provisional claim
on truth/validity, as long as it has not been empirically disproven.
Ultimately, cumulative evidence can result in consensus within the
peer community on a theory’s validity. This fundamental cumulative
process is seriously disrupted by interference from fraudulent data
and findings based on questionable methodology. The scientific researchers and institutions involved are duty bound to call a halt to
this disruption.
Levelt, Noort, and Drenth Committee, 2012, pp. 6
This passage contains many elements that have already been touched upon
in the preceding sections, such as the prescription to alternate between theory
2 KNAW report, 2012, ‘Responsible Research Data Management and the Prevention of
Scientific Misconduct.’
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and empirical testing, the goal of finding truth, the falsification of theories, a
consensus within a peer community, the fundamental cumulative process of
science, and the role of institutions to prevent disruptions of this process. I
now turn to the topic of a complete cleansing of the scientific record, science’s
‘self-cleansing ability’ and its ‘self-cleansing character’, which the report discusses
in relation to fraudulent as well as non-fraudulent science (ibid., pp. 5-6). To
make clear in which direction I do and do not wish to go regarding this theme
of cleansing, please consider the following passage of Thomas Mann’s Doctor
Faustus.
I am sure I went the colour of a turkey-cock for laughing, while listening to a discussion, pursued with the same intellectual satisfaction
as before, about the growing tendency of dentists to pull out forthwith
all teeth with dead nerves; since it had been concluded — after a
long, painstaking, and refined development in the nineteenth-century
technique of root treatment — that they were to be regarded as infectious foreign bodies. Observe — it was Dr. Breisacher who acutely
pointed this out, and met with general agreement — that the hygienic
point of view therein represented must be considered, in a way, as
a rationalization of the fundamental tendency to let things drop, to
give up, to get away, to simplify.
Thomas Mann, Doctor Faustus, 1947, pp. 356
Mann’s subsequent remarks relate to a history (Second World War) which
bears no comparison to the current context and have therefore been left out. Also,
in my discussion of Derrida’s remarks on tolerance at the end of the previous
chapter, I did not mention the relevant biographical fact that Derrida was banned
from high school due to Nazi-racism, because I wanted to avoid suggesting that
the above-quoted letter from professor Barry Smith and others was similarly
intolerant. I find it difficult to comment on the use of historically-laden terms like
purification and cleansing à la Horkheimer (1937, pp. 179), because it runs the
risk of turning my discussion into a moral intimidation identified by Gross and
Levitt (1997, pp. 53), whereby the ‘lurking suggestion is that if the reader fails
to accept [the] argument, then he is implicitly condoning’ the ineffable practices
of fascist regimes. That is not the subtext I want to create (nor Horkheimer, I
assume). I do wish to investigate in this book what the negative side-effects are
of cleansing sloppy science, such as a ‘tendency to let things drop, to give up, to
get away, to simplify.’
The complete title of the committees’ report reads: ‘Flawed Science: The
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Fraudulent Research Practices of Social Psychologist Diederik Stapel’. In their
report, the committees write that they are ‘not suggesting that unsound research
practices are commonplace in social psychology’ (2012, pp. 48). In a rejoinder to
academics who commented that it is a simplification to isolate social psychology
from the rest of science in discussing sloppy research, they remark that, given
the existing literature, it is more than likely that the committees would have
concluded that social psychology is not unique with respect to bad or sloppy
science (ibid.). However, such a comparative investigation was not part of their
commission (ibid.).
Three social psychologists tried ‘to move beyond the ad hoc and ad hominem
agenda that single but spectacular case studies afford’ by using the Stapel case to
stimulate a more general discussion of research fraud (Stroebe and Strack, 2014,
pp. 683, my emphasis). They provide a table of forty ‘notorious cases of scientific
fraud’, mostly in the field of biomedicine but also in psychology, chemistry, and
physics. Stroebe et al. conclude that scientific fraud was typically detected by
whistleblowers and rarely through replication studies or review processes.
On the topic of review processes, the committees’ report makes a relevant
contribution by paraphrasing Stapel’s co-authors about the tendency of reviewers
to encourage ‘irregular practices’ (2012, pp. 53). Reviewers occasionally insisted
that researchers perform a pilot study when they had not done so before,
and that they present this pilot study as if it had been executed in advance.
Academic workers were sometimes requested by reviewers to leave unmentioned
any conditions for which no effect had been found. Editorials and reviewers also
requested every now and then that variables were omitted, so that it would be
‘more consistent with the reasoning.’
In light of this demand for consistency, it is surprising to me that the
committees’ report hardly indicates possible downsides of their recommendation
to encourage researchers to take account of the rules (2012, pp. 55). For example,
how does the self-cleansing mechanism of science deal with public criticism of
the accepted standards that it is designed to protect? The committees write that
many of those interviewed cited publication pressure as an important motive for
the methods used. ‘The committees refrain from comment about whether this
explanation is sound or is merely an excuse’ (ibid., pp. 51).
The committees do add that it is advisable to investigate this matter of
publication pressure in a broader context and, as a first step in addressing the
above concerns, that is what I proceed to do next.
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We suspect that people like Stapel probably start out by slightly altering
their data to make them statistically significant or to make them fit
their hypotheses even better. After all, just having good data that
support an interesting hypothesis is not sufficient. The data have to
fit the hypotheses pretty perfectly for an article to be accepted by a top
journal. [...] Once they score early successes and become known as
highly promising, researchers have to keep on publishing at a high rate
in top journals to meet these high expectations. Many top scientists
feel this pressure, and yet, as far as is presently known, few try to
score by fabricating their data.
Stroebe, W., Postmes, T., Spears, R., 2012, pp. 676
To analyze how the self-cleansing mechanism of science might affect the
treatment of data and other aspects of research, this section starts by investigating a setting where many actors come together: the assessment of research
departments. I now give a first impression based on the United Kingdom, where
the evaluation of a research unit is largely based on secondary indicators such
as the number of publications and citations. The organization conducting the
assessments recently changed its name from the Research Assessment Exercise
(RAE) to the Research Excellence Framework (REF).
In a self-assessment published by the REF, some researchers expressed their
worries about the potential of the REF to drive strategy, rather than simply be
an observation thereof (# 45). A significant number of responses highlighted the
value of the REF as an independent measure of research quality that could be
used for recruitment and marketing purposes (#16). However, a small number of
respondents described a negative effect of the REF on staff recruitment, meaning
that, before a research assessment takes place, researchers are hired who perform
well on the indicators (i.e. a form of ‘poaching’) (# 44). These concerns are
probably aggravated by the funding bodies’ decision only to finance research
that has received a sufficiently high score from the exercise (# 42).
This function of monetary reward for quantitatively measured success has
affinities with De Finetti’s scoring rules, described in Chapter 2. Some of
the strategic behavior it may help to bring forth is evident in the UK, where
scoring rules are still employed today that were once introduced during the
Thatcher era in the 1980s. Harley (2002) reports that in her survey, a majority
of academic researchers questioned were hostile to the 2001 UK-exercise but
continued ‘playing the RAE game’ anyway. Although some felt that the RAE
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had secured academic credibility, others claimed that it had led researchers ‘to
pursue multi-publications of dubious value’ and feared the negative impact on
teaching (ibid., pp. 198-200). In other countries, research has indicated that
scientists are affected by penalty functions in terms of how much and in which
journals they publish (De Rijcke et al., 2016, Hicks, 2012).
Butler (2004) showed that in the case of Australia publication numbers
rose dramatically and with the highest percentage increase in the lower impact
journals once funding of institutions became directly linked to publication counts.
Since 1989, Spanish scientists have been receiving a salary bonus when their
output in international journals increases. Jiménez-Contreras et al. (2003)
contend that an increased ‘research production’ resulted from this policy, while
Osuna et al. (2011) argued that these changes were attributable to the increased
expenditure and number of researchers. In Sweden, bibliometric indicators are
also used to allocate resources. The designers of this scoring rule explicitly stated
that it should only be applied on a national level and not within universities, yet
Hammarfelt et al. (2016) describe that the funding of several Swedish faculties,
departments, and individuals is directly based on citation and publication
indexes.
Scoring rules may thus stimulate scientists to publish in (reputable) journals.
How does that function trickle down to research decisions that are made before
and during an anonymous review process? In the discussion of Part III, I
address this question by analyzing different versions of a work before and after
it was published. In the following paragraphs, however, I am guided by Plato’s
suggestion that a phenomenon may be easier to observe in some larger context
such as a state than in a single individual (Republic, 434d, cited in Cooper,
1997). That is, I review how entire research units are assessed according to the
Dutch Standard Evaluation Protocol (2015-2021), the ‘SEP’, and describe in
what ways research units prepare for such assessments. I subsequently make the
connection with the review process of academic journals and analyze how that
may influence the research choices of individual scientists.
The SEP was drawn up by the Association of Universities of the Netherlands
(VSNU), the Netherlands Organisation for Scientific Research (NWO), and the
Royal Netherlands Academy of Arts and Sciences (KNAW). The document
provides ‘all the information needed to organize and carry out proper research
assessments,’ although ‘the point is not to stick slavishly to the rules of the SEP
but to use these rules to arrive at transparent and fair assessment of quality
and relevance of publicly funded research’ (SEP, pp. 4). The first target group
of an assessment is the researchers who need to know how the quality of their
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research, its societal relevance, and their unit’s strategy will be assessed, as well
as how these aspects can be improved (SEP, pp. 5). Institutions’ boards and
the Dutch government wish to evaluate the impact of their research policy, and
the latter also want to know the outcomes of the assessment in order to hold
institutions accountable for expenditure (ibid.). Lastly, society and the private
sector is informed of advancements in science (ibid.).
The main steps of the evaluation are identifying the research unit to be
assessed; specifying the terms of reference and the composition of the assessment
committee; drafting a self-assessment; conducting the site visit; drawing up
the assessment report; and, finally, having the institution’s board offer public
accountability and following up on the assessment (SEP, pp. 4). The three general
evaluation criteria are research quality, relevance to society, and ‘viability’ (being
equipped for the future) (SEP, pp. 6). The committee’s findings are presented in a
written report that includes recommendations as well as a quantitative assessment
(world leading, very good, good, and unsatisfactory). Two other aspects, the
PhD programs and research integrity, are only evaluated qualitatively.
In the self-assessment, research quality over the past six years is evaluated
using indicators chosen by the research unit. They should pertain to demonstrable
products (such as research articles and books), demonstrable use of those
products (citations, use of software/data) and demonstrable marks of recognition
(scientific awards, research grants) (SEP, pp. 25). The same three categories are
employed to assess the relevance to society, whereby different indicators are used
along with a narrative case-study. In evaluating the research program, aspects
such as admission procedures, supervision, and guidance to the labor market
are assessed. Research integrity has to do with the degree of attention given to
integrity, the prevailing research culture, and the manner in which (raw) data is
stored and processed. The self-assessment also contains a SWOT analysis of the
unit’s strengths, weaknesses, opportunities, and threats.
‘The board [of the institution] is responsible for overall scheduling and for
the transparency of the assessment within its institution and decides when
each research unit will be assessed’ (ibid., pp. 11). To appoint the assessment
committee, the research unit nominates a candidate chairperson and candidate
members, the institution’s board then submits the final composition, and the
unit indicates whether it agrees (ibid.). The SEP lists a number of criteria,
including expertise and impartiality, that the committee as a whole should meet.
One or two months after receiving the self-assessment, the committee has a
private ‘kick-off’ meeting with the board members to discuss preliminary findings.
Interviews with delegates from the research unit are conducted next, so that the
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information in the self-assessment can be verified and supplemented (SEP, pp.
15). Those interviewed are the director of the research unit, the heads of the
research groups in the unit, a number of staff members and PhD students, the
boards responsible for the relevant graduate school, delegates from the scientific
advisory council, and, if necessary, delegates from the institution’s board (ibid.).
Lastly, the board is held publicly accountable in relation to the committees’
recommendations. Examples of such recommendations are that the research
units should continue to improve their research quality in terms of the journals
targeted by researchers, should establish more gender and nationality diversity
in their staff, should try to place PhD students in top international institutions,
or should streamline overly complicated managerial structures (Research Review
Economics & Business 2008-2014, ‘RREB’, by Kapteyn and colleagues, 2016).
In evaluating this procedure it can be remarked that the goals of the assessment are quite ambitious. The report is to inform scientists how their research
quality is evaluated and how they can improve upon it; that is, by performing
well in terms of secondary indicators. Accordingly, Dutch research schools in
economics use a list in which journals are ranked to determine whether candidates can apply for a fellowship.3 This ranking can be based on Article Influence
Scores (AIS), which are published by the ISI Web of Knowledge.
Table 4.1 shows part of such a list that is used by one of the research schools.
That school requires candidate fellows to submit to them at least two and at
Table 4.1: Excerpt from a Publication List Based on AIS Scores
Journal Title

Score 2016

...
Journal
Journal
Journal
Journal
...

...
0.14
0.28
3.51
0.38
...

of
of
of
of

Behavioral & Experimental Economics
Behavioral Finance
Business & Economic Statistics
Business Finance & Accounting

Scores are based on the Article Influence Scores (AIS) as published by ISI web of Knowledge and by
Eigenfactor.org.

3 CentER: https://www.tilburguniversity.edu/research/institutes-and-research-groups/
center/research/publications/topjournals/
ERIM: https://www.erim.eur.nl/about-erim/erim-journals-list-ejl/?tx_erimjournallist_
journal%5Bpage%5D=8&cHash=b7151f977fdaf15442b01f0a0388bddf
SOM: http://www.rug.nl/research/som-ri/organization/performance-criteria/
Tinbergen Insitute: http://www.tinbergen.nl/wp-content/uploads/2016/12/TI_jrn_list_
update-november-2016.pdf
GSBE: http://www.mysbe.nl/wp-content/uploads/gravity_forms/5-8f4a5234e17c45e8cbf0
c757c6f9cf65/2015/11/GSBE-fellowship-criteria-JC2014.pdf
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most five articles that were published in one of the listed journals during the
past five years. Other ways to amass points include having a book published
by a high-quality publishing house (which results in a fixed score of 1). The
total number of publication points should at least be 5 and these points also
depends on the number of co-authors per publication. This scoring rule gives
researchers quite a strong incentive to publish in the Journal of Business &
Economic Statistics (JBES), for example.
As the SEP protocol makes clear, the Dutch government also uses the
assessment to evaluate the effectiveness of its funding, though not in a direct
formula. Given the high stakes, I find it remarkable that the SEP requires the
institution’s board to appoint its own committee. A commendable feature of the
SEP is that interviews are part of the evaluation, which is not the case in the UK
system. Such interviews would seem to be an invaluable source of information
for studying a research culture. In the Netherlands, the ‘site visit’ need not take
place at the university (RREB, pp. 8). Also remarkable is that the SEP does
not specify how interviewees are selected, even though its aim is to provide all
necessary information for making proper evaluations. Individual reports that
were prepared according to this guideline do not specify the sampling procedure
either.4 Surely, it is not too sensitive to disclose how the delegates are selected?
In April of 2018, I e-mailed the VSNU (one of the three bodies responsible
for the SEP protocol) enquiring about this aspect, and they informed me that
the research units select the delegates themselves. The VSNU added that the
secretary of the committee can make recommendations. Why does the SEP
not simply stipulate that the committee chooses the people to be interviewed?
On the selection of data (i.e. the delegates), a champion of behavioral rules in
science discussed the question ‘Who Needs Randomization?’ as follows:
The answer is: the randomization is necessary to the ‘consumer’ of
the results of an experiment. In particular, if a costly experiment is financed by a governmental institution, then, along with the customary
auditing of the expenditures, the institution concerned should insist
on randomization, and should ‘audit’ the process of randomization.
Better still, it should ‘monitor’ the randomization. Mere assertions
to the effect that ‘the experiment was properly randomized in the
statistical sense’ are not enough.
Neyman, J., 1977, pp. 113
Although the ‘consumer’ of a ‘costly’ experiment can also have adverse effects
4 See

http://www.qanu.nl/nl/beoordelingsrapporten
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on the choice of data, I think that the advice is appropriate when it comes to
selecting interviewees for a research assessment.5 In the accreditation of higher
education in the Netherlands and Flanders (Dutch-speaking northern region of
Belgium), for example, the audit panel decides which topics to consider in the
audit and which students and teachers it would like to interview to that end,
whereby the institution may indicate other well-founded options (NVAO, 2012,
pp. 14).
On the selection and treatment of data, an internet search reveals that it is
something of a public secret that research schools organize mock site visits as
part of their preparation for research evaluations or program accreditations. In
the US, a medical school writes that ‘the mock visit gives the college the ability
to ensure that everyone is on the same page [...].’6 A rather upbeat pamphlet
from another college advises students: ‘[B]e open and honest. We have a lot
of great success stories at [the college]. Feel free to share those! We also have
areas we can improve upon. All colleges do. It’s OK to let the reviewers know
that we are aware of this and share what we are doing to make improvements in
those areas.’7
In France, it is known of some universities that they organize mock evaluations to prepare for an actual interview by the AERES accreditation agency.
Sometimes, a former expert of AERES is even part of the mock committee
(Chatelain-Ponroy et al., 2014, pp. 82). Researchers at French institutions
have the right to respond to the assessment on the AERES website, but these
comments may also be influenced by their superiors. In response to criticism
from AERES that a research unit did not do enough to welcome international
visiting scholars, one researcher intended to respond: ‘We welcome international
scholars for short periods because our location is not suitable for more.’ Here is
how the vice-president of the associated university intervened:
[I] told him: ‘Do you think you will get international PhD candidates
if you say that your building is not suitable?’ [...] He was developing
a narrow answer while it was easy to reverse the critics and to say
he was about to expand the international collaborations for his lab.
That is the work I have done for almost all answers, with more or
less reformulation. Because this is public, this will be read, looked at,
5 For example, the material for a PhD thesis on the effect of chewing gum on bacteria that
reside in the mouth was provided by chewing gum manufacturer Wrigley, who also funded
the PhD project. This research provoked a newspaper article in the NRC Handelsblad, the
translated title of which reads ‘We of Chewing Gum Advise: Chew Gum’ (Voormolen, 2016).
6 http://medicine.usask.ca/news/2017/com-prepared-for-mock-accreditation.php
7 Rochester Community and Technical College, HLC update, Volume 2, Number 3, 2017.
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so the answers to the AERES must become a way to attract people. I
told them: ‘you will apply for an ANR call and what will the experts
do?8 They will look at the evaluation you got from the AERES. So be
careful and do not worsen your case in your answer to the AERES.’
So we somewhat subverted the process.
Vice-President at a university, quoted in Musselin, 2014, pp. 66
A search on the internet shows that Dutch universities frequently organize
mock interviews as well.9 In some cases, the practice interviews are performed
in a workshop-setting; in other cases, the actual event appears to be simulated
as closely as possible. A unit of one university states that it has aided over a
hundred research schools to get accredited.10 This unit helps in writing a school’s
self-assessment and in organizing mock-interviews. Delegates are sometimes
added to the panel after mock interviews have already taken place, as a Q&A
article of another university’s faculty makes clear.11 The Q&A article concludes
by stating that, as a matter of course, everyone in the faculty, including the
executive board, will want to do all they can to get the program accredited once
more.12 There is also a university which removed the only document from its
website which mentioned, in passing, that it organizes mock interviews.13
Should mock interviews always be regarded suspiciously? It might be remarked that students are often asked in surveys to express their opinion on a
program they follow without being prepared in advance. So, one might ask, why
would university employees, who are expertly trained in conveying their ideas to
critical audiences, require such special attention? On the other hand, there is
also a Dutch university which emphasizes on its website that the practice session
is not intended to force an opinion on the delegates but merely to acquaint them
with the type of questions asked and with the situation of being interviewed by
a committee.14 As an alternative, the committee could distribute a question8 ANR is the French National Research Agency that provides funding for project-based
research.
9 For each university in the Netherlands, I googled the Dutch equivalent of ‘mock committee
[name university]’ to search for documentation. In April 2018, I last downloaded and saved
the documents.
10 http://www.ru.nl/@676131/kans-accreditatie/
11 http://www.law.leidenuniv.nl/onderwijs/visitatie-en-accreditatie/
achtergrondinformatie/vraag-en-antwoord-accreditatie-en-visitatie.h
12 Dutch: ‘Vanzelfsprekend zal iedereen in de faculteit, en met ons het CvB, alles op alles
willen zetten om de opleiding [...] geheraccrediteerd te krijgen.’
13 A disgruntled student has posted on his personal website this and other documents which
the university removed from its site: http://www.andystandard.com/cc-common/documents/
docu75.pdf
14 https://www.uu.nl/onderwijs/onderwijsadvies-training/scholing/hoger-onderwijs/
kwaliteitszorg/onderwijsvisitaties-en-accreditatie
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naire to the target group, thereby collecting valuable information and allowing
potential interviewees to develop and express their opinions.
Speaking of valuable information, three Dutch universities of technology
jointly published an illuminating instruction manual for self-evaluations, visitations, and accreditations (Van den Berg et al., 2006).15 The manual is based on
their past experiences and aims to present ‘good practices’ and tips (ibid., pp.
4). The document remarks that universities can select delegates by themselves.
A targeted selection of delegates is recommended (ibid., pp. 46). Another
advice is to organize mock interviews, whereby it is mentioned that it should
not become a ‘training: how to answer to the visitation committee’ (ibid., pp.
30). Nevertheless, the delegates do receive feedback about the content of their
answers as well as their posture and body language (ibid.). A general instruction
in the manual is to speak passionately, ‘remain proud of / moderately positive
with regard to your own faculty and program,’ while staying in touch with
reality (ibid., pp. 47). The manual states that a sense of solidarity should be
promoted among a group of interviewees in order to instill the feeling that they
are jointly responsible for answering questions in a ‘good constructive way’ (ibid.,
pp. 26).16 It is also recommended that de-briefing takes place on the actual day
of the interviews in order to coordinate between the different groups that are
interviewed after each other (ibid., pp. 46).17
With respect to the self-report, the manual’s advice is to communicate one
particular view of an aspect rather than to demonstrate internal discussions (ibid.,
pp. 46). The manual states that the self-evaluation that is submitted to the
committee may need to be adjusted stylistically when it is sent to a university’s
own students and personnel. The reason is that for internal communications the
goal is mostly to inform and not so much to convince (ibid, pp. 26).18 Another
recommendation that the manual makes is that someone of the university
informally talks for a moment with the secretary of the accreditation institute
after the actual interviews have taken place, because secretaries are usually
prepared to give some ‘color’ to the final word of the committee chairman (ibid.,
15 Digital

version: https://www.utwente.nl/en/ces/celt/publications/3tu-boekje-definitief.

pdf
16 The Dutch quote is: ‘Het versterken van het saamhorigheidsgevoel: ‘wij met z’n allen
zorgen ervoor dat we een [sic] op een goede constructieve manier antwoord geven op vragen
vanuit de visitatiecommissie.”
17 In Dutch the quote is: ‘Stem af tussen de gespreksgroepen ((de-)briefing).’ under the
heading ‘Procesgang tijdens de visitatie.’
18 The Dutch quote is: ‘Voor [het eigen personeel en de studenten] is het doel vooral
informeren, en niet zozeer overtuigen — zoals bij de commissie — waardoor de stijl mogelijk
wat aanpassing krijgt.’
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pp. 47).19
In evaluating such practices, note that those in charge might just regard an
assessment of research or education as another hurdle that needs to be taken in
order to get the reputation and funding necessary for the unit to actualize its
plans. How are these research groups to take an assessment seriously anyway, if
that assessment is mostly based on secondary indicators?
Following this line of reasoning, let us place ourselves in the position of
a scientist who is expected to improve her (or his) research quality in terms
of a list of targeted journals (RREB, pp. 35). Will she take a stance on the
journal’s ideas of how research is conducted and presented, or is she pressured
into performing self-cleansing operations before and during the reviewing stage
in order to keep her job? What effects do the scoring rules have on the way that
a researcher treats assumptions and aberrant observations that influence her
results one way or another? Is the position of a researcher so different from the
leaders of the institutions who select and prepare delegates for a hearing? What
about scientists who do not wish to play by the scoring rules? Is it desirable
that they leave academia? Let me stress immediately that scientists may, of
course, deal with their institutional setting in various ways.
In switching the topic to the evaluation of individual scientists, one may
compare the fact that scientific institutions select and prepare delegates for a
hearing with the fact that it is standard practice for journals to handpick and
massage papers through a secretive reviewing system. Is it not a waste of talent,
time, and effort that this dialogue between experts is not available for all to see?
Why aren’t ‘outsiders’ allowed to know for what reasons a paper was rejected
or accepted so that they can evaluate and discuss those decisions? It might
be remarked that the public is kept ignorant in order to uphold the image of
a proper science and its fundamental laws, but such an explanation is overly
simplistic. Fortunately, we can rely on public information once more.
In an editorial of Nature Neuroscience, some of the pros and cons of keeping
referees anonymous are discussed (1999).20 The authors think it inappropriate
to compare the review system to a Kafkaesque courtroom trial, because, ‘in
contrast to the law, journals are part of a pluralistic system in which authors
themselves choose the standards by which they wish to be judged.’ They add
that ‘[m]ost of the abuses that an open review system is intended to prevent
— hostile comments, unsubstantiated criticisms, excessive delay of competitors’
19 The Dutch quote is: ‘Tip[:] Praat na afloop even informeel met de (QANU-) secretaris. Secretarissen zijn meestal bereid nog enige ‘kleuring’ aan het slotwoord van de commissievoorzitter
te geven.’
20 See also http://www.nature.com/nature/peerreview/debate/nature04991.html.
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manuscripts — can also be prevented by a careful editor.’ They express their
worry that in an open review system unestablished researchers will not want
to review more powerful colleagues for fear of retaliation and that reviews will
become overly bland with referees playing safe or reciprocating favors over time
(ibid.).
If the system were more open and transparent, at least outsiders would be
in a better position to observe such favors being exchanged. Although fear
of retaliation is alas another genuine concern, it is good to remember that in
art some people base their entire livelihood on being a critic. By attaching
reviews and editorial decisions to an article, these contributions can themselves
become subject to appraisal and debate. How can authors be said to choose the
standards by which they are judged if the power to publish or reject a paper is
vested in the journals? Can we still speak of a ‘pluralistic system’ if the dominant
views of top journals determine what opinions are allowed to be expressed and
in what manner?21 Putting referee anonymity aside, I see no reason why reviews
of accepted and rejected papers as well as the correspondence between the editor
and the author should not be made publicly available.
‘The ultimate source of a journal’s influence lies with the credibility of its
editorial process, and its prestige derives largely from the quality of the papers it
accepts for publication’ (Editorial Nature Neuroscience, 1999). Is the credibility
of the editors and the prestige of the journal a reason to withhold the lengthy
review process from the public? Science only targets open-access journals in
reporting that about 60% of these journals accepted a spoof paper with obvious
flaws (Bohannon, 2013), though it fails to provide the public with the necessary
information for assessing their reviewing process. Credibility aside, does the
journal not derive much of its power in influencing how scientists do and present
research from the fact that research funding depends on its editorial choices?
Although key publications are collected by committees that review research
quality in the Netherlands, the above-mentioned RREB report states that ‘the
evaluation has to rely more on indirect evidence of quality, such as number
of publications in highly rated journals [...]’ because ‘the evaluation of broad
research units [...] limits the opportunity to consider individual research contributions in depth’ (pp. 11). I acknowledge that the committee cannot read all
the papers from a research unit, but would it not be worthwhile to analyze a
considerable subsample of the research they evaluate? Think of the consequences
of imposing an institutional definition of science such that one is a scientist only
21 On protection against the ‘tyranny of the prevailing opinion’, read On Liberty, by John
Stuart Mill (1859).
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insofar as one trades successfully in the currency of top-ranked publications. Are
funding agencies surprised by ‘readilymades’ challenging such a definition?

4.4.

Discussion

Having studied some effects associated with research assessments conducted by
funding agencies, have we uncovered a fundamental structure whereby academic
institutions turn science into a shady business? No. Starting with the developers
of the SEP protocol, the NWO has taken an important step in promoting open
science. To give an example, the NWO have responded to the Reed-Elsevier
monopoly in the following way. Elsevier is a billion-dollar publishing house that
makes a 36% profit margin on scientific articles by selling a large bundle of
journals to the same governmental institutions that pay scientists to submit
and review these articles for free (Buranyi, 2017). In the ‘Academic Spring’ of
2012, many researchers took a public stance against Elsevier, and now the NWO
and eleven other national research agencies in Europe are supporting them by
requiring that publicly funded scientists publish their work in publicly available
journals.22
Further, the KNAW is responsible for formulating the main research agenda
in the Netherlands, which used to be done only through consulting members
of the KNAW and its advisory councils. In 2014, by contrast, the public was
given a large say in formulating the Dutch research agenda by being allowed
to submit candidate research questions. An interdisciplinary approach was for
instance requested to investigate how science works, what good science is, and
how policy could promote good science.
Turning to the third body that is responsible for the SEP protocol, I must
emphasize that I am not in favor of a code of conduct on ‘proper academic
practice’ like the 2014 version that was proposed by the VSNU. In Part II,
I show, for example, how obstructive the requirement is that ‘the statistical
methods used are in accordance with the methodological standards for the type
of data used’ (principle 2, point 1). It should be noted that the VSNU has in
recent years allowed researchers to make suggestions regarding the code.23 Just
before this book was printed, a 2018 version of the code of research integrity was
published by the VSNU, KNAW, NWO, and three other institutions. Several
points of the previous code have been rephrased for the better, but my overall
22 NWO: https://www.nwo.nl/en/policies/open+science/open+access+publishing
Academic Spring: http://thecostofknowledge.com/
23 As far as I am aware, the VSNU has not published what the suggestions of the public
were and how these suggestions influenced the 2018 version of the code of conduct.
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concerns about the normative distinction between proper and sloppy science
remain the same.
At this point, we can evaluate the research decisions of the VSNU, KNAW,
and NWO in the Standard Evaluation Protocol (2015-2021) based on their
own standards about what a ‘researcher with integrity does’ (ibid., pp. 7)
Firstly, the protocol is in clear violation of Principle 3 about transparency
since it does not specify how interviewees are selected. Secondly, the details of
how Dutch universities strategically prepare for external assessments have been
publicly available since at least 2006, as I demonstrated above. The fact that
universities are nevertheless made responsible for the selection of interviewees and
for the transparency of the evaluation process therefore raises further questions
in relation to the other principles of the code as well, which are labeled as
‘independence’, ‘responsibility’, ‘honesty’, and ‘scrupulousness’.
On the other hand, it should also be noted that the research committees are
indeed given leeway in relation to the SEP guidelines. In a Research Review of
Cultural Anthropology (2014), a qualitative domain of science that is particularly
suffering under the quantitative funding climate, the committee speaks of a
“tyranny’ of bibliometrics’ and chooses to give at least equal weight to a more
qualitative assessment of heterogeneous output such as monographs and edited
volumes.
Have I captured the essence of how academic journals operate? No. Some
journals did protest against the use of impact factors (Lariviere et al., 2016), and
other journals have experimented with allowing papers to receive public feedback
parallel to (unpublished) reviews. It was concluded that ‘there is a marked
reluctance among researchers to offer open comments’ (Editorial, 2006). Note,
firstly, that many bloggers questioned aspects of the closed review system in the
wake of the Science spoof article, and, secondly, that some journals have started a
policy of publishing reviews of accepted papers (only).24 Regarding opportunities
and challenges of creating a more diverse platform, one may consider cooperative
online research projects like those of mathematician Terry Tao, fake-news being
spread to like-minded individuals in social networks, and the wide range of
forecasting competitions that are organized by Kaggle.25
Issues of research assessments cannot simply be reduced to the use of scoring
24 Blog: http://peerj.com/blog/post/100580518238/whos-afraid-of-open-peer-review/
Open review: BMC-series medical journals, EMBO Journals, and Life.
25 Tao: https://terrytao.wordpress.com/
Facebook and USA elections: http://www.nytimes.com/reuters/2016/11/13/technology/
13reuters-usa-election-facebook.html?_r=0
Kaggle: https://www.kaggle.com/
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rules. Currently, only 20% of the full professors in the Netherlands are female.
In a report about gender diversity that was commissioned by the NWO, Van der
Lee and Ellemers (2015) find that female applicants for personal research funding
are often judged to be less competitive in terms of the ‘quality of researcher’
than male applicants, even though no gender differences are found in the ‘quality
of proposal’. Gendered language, such as ‘man-years of research’, appears in
twenty percent of the instructions by the NWO.
It cannot be assumed that all researchers behave in the same way either. We
might compare the challenges that a research worker faces in building a career
to those of an artist who also has to make a living. Of writers, we know that
some intersperse their narrative with explicit comments directed at critics, as
did Henry Fielding in A History of Tom Jones, that others play various, mostly
innocuous games, as did James Joyce and Vladimir Nabokov, and that still
others continue to write in spite of being censored and banished from society, as
did Alexander Poesjkin.26
Lastly, the shortcomings of assessments that I have highlighted above are
not peculiar to research evaluations or science in general. Consider scoring
rules in education, consider the Libor affair in the banking sector, consider
Pulitzer-prize-winning journalism that turned out to be fraudulent, consider
state-run doping in sport, and consider the debacle with Volkswagen cars, which
were programmed to recognize when they were being tested for greenhouse gas
emissions and to adjust their performance accordingly. Is there a single fibre
that runs through the whole thread? A single problem? A single structure?
Let us look closer. The Dutch Inspectorate of Education began experimenting
with how it could become a critical friend rather than a stern reviewer of
demonstrable indicators (De Groot, 2016). In the case of the Rabobank, which
was embroiled in the Libor affair, some fraudulent traders were convicted in
the USA, while a ‘self-regulating body’ in the Netherlands thought that a small
fine could settle the matter (Weissink, 2016). Evidently, journalism has often
been far more effective than the academic establishment in stimulating public
debate of how science and other domains are organized, although the former
is also associated with the excess of Diederik Stapel’s young children being
harassed at home by jeering reporters (Stapel, 2014, pp. 163-166). Lastly, note
that in the USA, the Environmental Protection Agency did manage to bring
26 Joyce is quoted as saying: ‘I’ve put in so many enigmas and puzzles that it will keep the
professors busy for centuries arguing over what I meant, and that’s the only way of insuring
one’s immortality’ (Ellmann, 1982, pp. 521). In Speak, Memory, Nabokov mocks reviewers for
not having spotted certain hidden themes in the book and writes a pseudo-review of his own
work himself (1998).
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the ‘dieselgate’ scandal to light by relaxing the restrictions under which cars
were being tested and making these findings public. The European Commission
has recently proposed some obvious policy changes. To give an example of the
present state of affairs, an automobile company currently selects and pays the
organization that conducts inspections of its own cars (Houtekamer, 2016).

5
Discussion Part I
In The Battle of the Books, Jonathan Swift presents an allegory of a fiery debate
around the year 1690 between scholars and critics on the one side, who claimed
that modern science far surpassed the achievements of ancient Greece and Rome,
and advocates of the ancients on the other side, whose leader, Sir William
Tempel, rejoined that we are mere dwarfs standing on the shoulders of giants.
The latter metaphor would later turn up in Swift’s Gulliver’s Travels. During
the first two expeditions, the satirist has his gullible hero wash ashore first in
a land where he is a giant among Lilliputians and then in a land where he is
a midget among Brobdingnags. On his next voyage, Gulliver visits a flying
island inhabited by modern mathematicians and musicians who fail to bring
any of their ideas to practical use, except when it comes to harassing dominions
that reside below. After alighting from the island, the adventurer soon meets a
wizard that enables him to converse with eminent ghosts of the past, such as
Homer, Aristotle, and Descartes.
In his final voyage, Gulliver suffers many hardships until he is given shelter
under the roof of a talking horse of superior intellect, whose fellow Houyhnhnms
rule over deformed creatures called Yahoos. These Houyhnhnms regard Gulliver
as a Yahoo with some rudiments of reason who might pose a future threat to
their way of life. The explorer is thus expelled from the place that is dearest to
his heart, upon which he returns to his home country in the most misanthropic
state of mind. Finding that he cannot grow accustomed to the Yahoo-like scent
and manners of his own wife and children as the years go by, he often takes
refuge in the stable, where he talks to horses for hours on end.
In Part I, I have sketched the outlines of a twentieth-century Battle of the
Books between analytical philosophers on the one hand, who professed that a
new dawn of science had arisen; and continental philosophers on the other hand,
who vowed their allegiance to grand thinkers of the past. The former project
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to unify science invigorated a century-old debate between different schools of
statistics. Among those approaches, frequentism and Bayesianism have become
the most prominent, and both streams have taken it upon themselves to define
the fundamental purpose of science and set the rules that a proper scientist
should follow. Although such paradigms have been observed to come and go,
it was submitted that people must be fooled into thinking that all previous
efforts culminated in the supreme views of the present day and age for science to
survive. The concomitant fact that schoolbooks and research are systematically
misleading is taken to be part of the efficient mechanism of science.
The reader will, I hope, be wary of the overview I have given in the previous
paragraph, which makes it seem, at least to me, as if there is a need to fight off
certain dark forces that have steadily been gaining momentum in an unfolding
sinister scheme. Swift’s satires may be regarded as demonstrating how a change
of perspective can reveal the absurdity of presuming a single perspective to be
true and as illustrating harsh tendencies to dispose of the unfit. Throughout this
part of the book I have been critical of De Finetti’s view that private beliefs must
exist and of his reliance on scoring rules to measure and improve those beliefs.
Nevertheless, his critique of frequentism did make room for an alternative view
of statistics. With regard to Kuhn, I have indicated the disadvantages of various
essentialist tendencies in his work, though his SSR also helped to warn against
the simplistic image of science as a cumulative process. Although I described
above how funding agencies exacerbate strategic behavior by reducing research
evaluations into demonstrable indicators, they have also been trying to bring
academic work out into the open.
Another deficiency of the summary is that it takes for granted that there
is a clear division between analytic and continental philosophers or between
frequentist and Bayesian statistics. Neymann and De Finetti are often contrasted
in relation to the latter cleavage. One may as well categorize their work as
related strands of managerial statistics and contrast this ‘program’ to that of
Ronald A. Fisher, author of Statistical Methods for Research Workers (1925).
Neymann wrote about his fellow frequentist Fisher that he ‘had shown how,
under certain conditions, what may be described as rules of behaviour can be
employed [...]’ (1955, pp. 76, Fisher’s emphasis). In his reply, the eugenicist
Fisher repudiated the use of cost functions for faulty judgements and added:
In fact, scientific research is not geared to maximize the profits of
any particular organization, but is rather an attempt to improve
public knowledge undertaken as an act of faith to the effect that, as
more becomes known, or more surely known, the intelligent pursuit
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of a great variety of aims, by a great variety of men, and groups of
men, will be facilitated. [...] We have the duty of formulating, of
summarizing, and of communicating our conclusions, in intelligible
form, in recognition of the right of other free minds to utilize them
in making their own decisions.
Fisher, R. A., 1955, pp. 77
Before we are swayed by this new dichotomy between managerial and free science
to exclaim: ‘Research workers of the world, unite!’, we should ask ourselves
who we would be uniting against. Committee members, university and faculty
directors, editors, reviewers, and submitters of papers are all research workers.
What is more, simply telling academics to stand up for their freedom in
doing and presenting research may be of little avail if it is generally agreed that
scientific laws rightfully curtail that freedom. Such a revolutionary strategy is
further complicated by the fact that I cannot point to an alternative spectre that
haunts science. Rather than calling upon a new spirit of modernity, I propose
that we study the effects of the fundamental rules of science in more detail. In
particular, before moving on to the general discussion, I invite the reader to
join me in analyzing the prescriptions of keeping parameters fixed, in the sense
that a fixed underlying truth is assumed to be estimated; of keeping data fixed,
which means that one is not allowed to use data twice; and of keeping all else
fixed, when it comes to testing a main hypothesis of interest under a ceteris
paribus (‘other things equal’) assumption.

Part II

On Keeping Parameters
Fixed
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6
Introduction Part II
In Part I, various problems were discussed in relation to the aim of approximating
a fixed underlying structure, particularly in connection with the works of De
Finetti, Neyman, Wittgenstein, and Kuhn. In statistics, prior hypotheses about
the underlying truth are verified, falsified, or gradually updated with the data.
Although statistical approaches may vary in how they make claims about the
underlying truth, there is widespread agreement with regard to the general steps
that ought to be taken in doing research. The scientist starts with a research
question, derives hypotheses based on previous knowledge, and defines methods
for evaluating the theoretical conjectures. Next, she (or he) collects a random
sample of data and applies the methods to the data to assess the main hypotheses
of interest, while holding all else equal. Finally, the researcher discusses which
inferences can and cannot be drawn from the results and suggests how future
research could overcome possible limitations of the study at hand.
This scheme is central to the scientific method. An important task for
statistics in this framework is to enable researchers to specify, before analyzing
the data, how the balance will be struck between prior hypotheses and the
results of a data set. In Part II, I show that current statistical approaches barely
enable a researcher to anticipate and influence how such a tradeoff between
hypotheses and the data is made, and I provide an intuitive alternative. With a
few exceptions in notation, Part II is written in accordance with the scientific
method as well as other methodological standards, so that the merit of requiring
researchers to follow such scientific norms can be evaluated in the discussion of
Part II.
Throughout Part II, I investigate a case study on prostate cancer whereby
numerous articles of well-known scientists use the same model, the same methods,
and the same data set — but end up with different outcomes and recommendations on the use of those methods. The prostate data set is introduced in
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Section 7.4.2, where it is employed to illustrate how methods balance between
data-optimized solutions and the hypotheses. In Section 9.7, I follow a procedure
that is often applied on the prostate data set for comparing methods based on
their forecasting performance. In the discussion of Part II, I explain that this
standard procedure about the prostate data set contains a conspicuous flaw
that invalidates all of the outcomes and the associated conclusions that are
reported in the literature. I did not include the questionable procedure in my
PhD dissertation, whose Chapters 2, 3, and 4 are otherwise highly similar to
the three chapters presented here.
I now attempt to introduce the statistical content and notation of Part II
in a way that is not too technical. Section 6.1 identifies three drawbacks of a
standard frequentist application and Section 6.2 illustrates a method which aims
to improve these aspects. An overview of the Chapters of Part II is presented in
Section 6.3.

6.1.

An Application of a Frequentist
Method

To start with an example, consider a detective who wants to estimate the height
of a person (in cm) based on the lengths of the right and left footprints (in cm)
that she found at a crime scene. Using a sample of N = 5093 children aged
around twelve years and living in Greece, Grivas et al. (2008) published the
following formula in an international forensic journal:
height = 17 + 6 × right foot length.

(6.1)

Note that I have rounded off the values to whole numbers. According to this
model, the longer the right foot is, the taller the person is expected to be. The
values 17 and 6 are known as parameters. With a method called ordinary least
squares (OLS), these parameter values were ‘data-optimized’ in such a way that,
on average, the right foot gives the most accurate estimate of a child’s height in
the data set. A highly similar formula was presented for the left foot.
To introduce some notation, the observed height of person n = 1, 2, . . . , N is
called the dependent variable yn and the estimated height ŷn . For example, ŷ12
refers to the estimated height of child number 12 in the data set. The parameters
in model (6.1) are denoted as b0 = 17 and b1 = 6. In a model such as this,
the right foot is called the first regressor xn,1 . There might also be multiple
regressors, such as a person’s left foot (xn,2 ), age (xn,3 ), and weight (xn,4 ). The
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k th regressor is referred to as xn,k for k = 1, . . . , K. With this notation, a linear
regression model that uses a total of K regressors to predict a person’s height
can be presented as
ŷn = b0 + b1 xn,1 + b2 xn,2 + · · · + bK xn,K .
Grivas et al. (2008) came to the arbitrary conclusion that only the right
foot is relevant in predicting a person’s height and that the left foot should be
ignored.1 An alternative model would be
height = 17 + 3 × right foot length + 3 × left foot length.

(6.2)

In this model, the same parameter value is assigned to the right foot (b1 = 3)
and the left foot (b2 = 3). This ‘grouping’ of parameters can generally be of
help to prevent a researcher from missing out on relevant regressors. Note that
it is also less risky in terms of forecasting accuracy to incorporate both foot sizes
than to focus on the right foot, because in certain individuals the right foot can
deviate considerably from the left foot.
In their article, Grivas et al. (2008) started with the unworldly hypothesis
that a foot size is irrelevant in predicting a person’s height. This means that
the parameter values associated with the right and left feet are conjectured
to be zero. I denote the hypothesized ‘reference’ parameter of the right foot
with bR,1 = 0 and of the left foot with bR,2 = 0. In compact notation, I write
bR = [bR,1 bR,2 ]0 = [0 0]0 .2 I use the term ‘reference’ parameters instead of
‘prior’ parameters because I do not insist that hypotheses must be formulated
before the data are analyzed.
Grivas et al. (2008) ended up ignoring the left foot in predicting a person’s
height because they applied a standard frequentist method. This frequentist
procedure penalizes the number of parameters that deviate from zero in optimizing over in-sample accuracy.3 To measure a model’s accuracy, a famous measure
of fit called R2 is employed, which is a value between 0 and 1 (if an intercept
is included in the model). In my interpretation, an R2 of 0.8 means that the
in-sample accuracy of the hypothesized model is improved by 80% when the
data-optimized model is used instead. Note that the total in-sample accuracy
1 Also when other regressors such as age and gender were included in predicting the height
of a person, either the right or the left foot was included by Grivas et al. (2008).
2 The 0 in [b
bR,2 ]0 is called a transpose and converts a row of values into a column of
R,1
i
h
b
values or vice versa, so bR = [bR,1 bR,2 ]0 = R,1 .
bR,2
3 Grivas et al. (2008) used the Adjusted R2 , which is closely related to the F-test.
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of model (6.1) will hardly increase when the left foot length is added to the
model, because the right and left feet are usually of a similar length. However,
if the researchers could measure the individual contributions of each regressor
to the total R2 , then they might find that each foot contributes about 40% to
the R2 accuracy of 80%. The researchers may consequently be less inclined
to arbitrarily ignore the left foot, since both feet are then estimated to be of
equal relevance. In Chapter 7, I present a formula that enables a researcher to
decompose R2 in this way, so that the individual relevance of each regressor to
the accuracy of the model can be quantified.
As aforementioned, the frequentist technique that was applied by Grivas et al.
(2008) penalizes the number of parameters that deviate from zero in maximizing
over R2 accuracy. If they followed a standard procedure in counting the number
of parameters, this would lead them to a total of two parameters (17 and 6) in
the first model and three parameters in the second model, so that the former
(with fewer parameters) is preferred. By contrast, one might also conclude that
the number of parameters in both models is the same, because a single parameter
value of 3 is assigned to both regressors in model (6.2). I even propose that
model (6.1) should be penalized more heavily for arbitrarily selecting a single
regressor (right foot) from a group of highly related and relevant regressors
(right foot and left foot).
A third and final noteworthy aspect of this frequentist application is that it
makes a dichotomous decision between a prior hypothesis and a data-optimized
solution. Bayesians famously promote a gradual choice. This is because Bayesians
do not regard a parameter as an estimate of the truth, but as an agent’s belief
that might gradually converge to that truth. In the 1970s, some Bayesians like
Smith and Campbell (1980) were discontented to learn that frequentists started
using ‘a loose representation of a priori beliefs’ with which they developed
techniques that allowed for gradual deviations from the hypotheses. Frequentists
justified this move with a ‘bias-variance tradeoff’, whereby one balances between
a closer approximation of the fixed underlying truth (less bias) at the cost of
a greater variation in parameter estimates (more variance) when sampling is
repeated.
I now give a preview of a technique of Chapter 7 that deals with the three
points above. That is, the proposed technique implicitly quantifies the individual contributions to R2 accuracy, groups highly related regressors, and allows
researchers to strike a gradual balance between hypotheses and data-optimized
solutions.

Accuracy-Simplicity Tradeoff

6.2.

75

Accuracy-Simplicity Tradeoff

The frequentist procedure reviewed above aims to approximate a fixed unknown
truth. In parts II and III, I give examples of how a predetermined goal in terms
of an underlying truth can obstruct statistical analyses. It is demonstrated, for
instance, that current statistical methods do not enable a researcher to anticipate
and influence how hypotheses are balanced with data-optimized solutions. I hope
to show that a superficial analysis (without reference to an underlying truth)
can help to solve this and other related problems. Note that I could not have
developed these methods without the prior work of Bayesians and frequentists.
As a first step, I introduce accuracy-simplicity tradeoffs (‘AST’) and illustrate
how they can be controlled. Qualifying remarks about ASTs are discussed at
the end of Section 6.3.
At the expense of a model’s in-sample accuracy, simplicity can be achieved by
penalizing deviations from a hypothesis. I call this the first AST. The simplicity
of sticking to a hypothesis might be appealing when the hypotheses are based on
previous results and when the researcher wants to identify a subset of relevant
regressors. Moreover, by taking hypotheses into consideration, one might be
less prone to respond to aspects of a data set that are not so relevant in other
applications. On the other hand, an approach could also become overly simple if
one always sticks to the one’s ideas no matter what amount of counter-evidence
is presented. A researcher may thus want to balance between accuracy and
simplicity. In the second AST, simplicity is promoted by stimulating parameters
to have a similar deviation from a hypothesized value. As discussed in the
previous section, such grouping can help to improve forecasts and to prevent
the arbitrary deletion of relevant regressors.
To show how a researcher can control these two ASTs, I have simulated
N = 20 data points with two relevant and highly similar regressors and two
irrelevant regressors. In the simulation model, we need to add a random error n ,
for otherwise we could perfectly predict yn through xn . The simulation model is
given by
yn = 2xn,1 + 2xn,2 + 0xn,3 + 0xn,4 + n .
Observe that the parameters of xn,3 and xn,4 are both equal to 0, so that they
are simulated to be irrelevant in predicting yn . Random values were produced
for xn,1 , . . . , xn,4 and n and the values of the first two regressors were simulated
to have a high correlation of 0.9.4 The simulated data is presented in Table 6.1.
4 Cross-correlations are values between −1 and +1 that measure the co-movement between
regressors (e.g. x1 and x2 ). A positive correlation means that, on average, x1 is high when x2

76

Introduction Part II

Figure 6.1: Astimators: a Preview
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This figure shows solutions of a ‘b2c ’ astimator for a simulated data set with two relevant
and highly correlated regressors and two irrelevant and barely correlated regressors. The
data is presented in Table 6.1. The estimated parameters are presented on the vertical
axis. On the horizontal axis, the tuning parameter λ is shown, which penalizes deviations
from the hypotheses bR = [0 0 0 0]0 . A λ of 1 corresponds to the hypotheses being
selected and a λ of 0 to the data-optimized OLS solutions being chosen. The penalty for
deviating from bR increases as λ gets larger (first AST). Regressors are not stimulated to
receive a similar parameter value when their absolute cross-correlation is smaller than
cmin = 0.5. Accordingly, parameters b1 and b2 are grouped together (second AST), while
b3 and b4 are already approximately equal to zero for small values of λ.
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Table 6.1: Simulated Data (Not Standardized)
n
y
x1
x2
x3
x4

1
-4.47
-0.99
-0.62
-0.34
-1.99

2
-7.55
-1.57
-1.56
-0.81
2.20

3
0.75
0.54
0.20
0.16
0.16

4
-5.61
-1.52
-1.13
-0.26
-0.73

5
-4.60
-1.54
-1.62
0.01
-1.13

6
0.98
0.33
-0.01
-1.08
-1.42

7
3.05
0.63
0.77
-0.86
0.43

8
-1.02
-0.19
-0.54
0.34
0.06

9
1.65
0.03
0.38
0.64
-0.41

10
-1.03
0.01
0.17
-0.14
-0.28

n
y
x1
x2
x3
x4

11
6.53
1.33
2.25
0.14
-0.11

12
4.48
1.14
1.17
-0.04
1.91

13
-4.20
-0.61
-1.18
-2.06
-0.24

14
0.18
0.00
-0.13
-0.96
-0.77

15
-0.44
0.23
-0.30
-0.51
0.28

16
-2.87
-0.87
-0.69
1.84
0.88

17
0.72
0.15
0.16
-1.04
1.88

18
3.07
0.83
0.48
1.39
-1.47

19
9.92
2.10
3.14
0.68
0.43

20
0.57
0.36
0.33
-0.03
1.04

This table present the simulated data used in Part II whereby there are two relevant and highly correlated
regressors; and two irrelevant and barely correlated regressors. More technically, the N = 20 data points are
simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and Σ = I except for Σ{2,1},{1,2} =
0.9. Also note that y has not been centered and X has not been transformed into Z-scores in this table.

I hypothesize that all of the regressors are irrelevant in predicting yn . This
means that bR = [0 0 0 0]0 . The four OLS parameters that are optimal for the
simulated data set are given by bOLS = [2.5 1.7 0.2 − 0.2]0 . Below, a class of
methods called astimators is introduced that enables a researcher to intuitively
balance between the hypothesized bR and the data-optimized bOLS in choosing
parameter estimates b.
Starting with the first AST of penalizing deviations from bR , a researcher
can control the influence of a reference hypothesis through the tuning parameter
λ. Observe, in Figure 6.1, that the regression parameters are equated to the
hypothesized value of 0 when λ = 1. The data-optimized OLS solutions of
the previous paragraph are chosen when λ = 0. If regressors are uncorrelated,
λ × 100% indicates in percentage terms what the minimal influence of the
hypotheses will be on the estimated regression parameters. In other words,
if a user specifies that λ equals 0.75, then the data-optimized solutions are
shrunk towards bR by at least 75%. The lower a regressor’s contribution to
the R2 measure of fit, the more a parameter is further shrunk towards bR for
a given value of λ. This is illustrated in Figure 6.1. In the simulated data set
R2 = 0.97, which means that the in-sample accuracy increases by 97% when the
data-optimized model is used instead of the reference model. After correcting
is high; and x1 is low when x2 is low. A correlation of 0 implies that no relation is observed
on average between the regressors. Thirdly, a correlation close to −1 says that one regressor
tends to be low when the other is high and vice versa.
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for cross-correlations, the contributions of the first two regressors to the model’s
fit are both approximately 0.48. So, x1 and x2 are both quantified to be quite
relevant by the b2c astimator. Consequently, the degree of shrinkage towards 0
of parameters b1 and b2 is almost proportional to the choice of λ.
With regard to the second AST, grouping is stimulated for the first two
regressors because they are highly correlated. This can be observed in Figure 6.1,
where b1 and b2 are highly similar for most λ values, which means that neither
x1 nor x2 is arbitrarily singled out as λ increases. A researcher can specify
that absolute cross-correlations should exceed an amount of cmin = 0.5, say, for
parameters to be grouped together. Regressors x3 and x4 have small correlations
with the other regressors in the simulated data set and their contributions to
R2 accuracy are close to zero. As a result, they are not promoted to have a
similar deviation from bR as the first two regressors and are nearly equal to 0 for
most values of λ. In this way, subset selection is promoted, which means that
only those parameters are allowed to deviate from bR whose contribution to R2
accuracy is sufficiently large.
Even though researchers are expected to specify in advance how their hypotheses are to be influenced by the data, Bayesian and frequentist estimators
make it difficult to do so. Figure 6.2 presents how a popular method called ridge
regression chooses coefficients based on a given value of λ. Ridge regression was
developed in a frequentist context, but is a special case of Bayesian regression.
In the current data set, a λ of 100,000 leads to parameter estimates of 0, so this
large λ value corresponds to a high penalty for deviating from the hypothesized
bR . An extremely tiny penalty of λ = 0.00001 approximately results in the
data-optimized bOLS solutions. In this example, most of the actual shrinkage
from bOLS towards bR happens between λ values of 0.1 and a 1000, which can
only be observed after analyzing the data. In some settings, Bayesians can
attempt to better anticipate how bR is balanced with data-optimized solutions
by tediously rescaling each regressor.
Unlike many other benchmark methods, ridge regression strongly promotes
the grouping of parameter (b1 and b2 are close together). In doing so, ridge
regression unfortunately does not differentiate between high and low crosscorrelations. A consequence of indiscriminately emphasizing the grouping of
parameters is that irrelevant regressors tend to deviate from bR even when
cross-correlations are low. In Figure 6.2, this occurs for the irrelevant parameters
b3 and b4 , which can even be seen to slightly move away from zero as λ increases.
The astimator presented above allows a researcher to specify what the minimal
size of the cross-correlation needs to be for parameters to be grouped together.

Accuracy-Simplicity Tradeoff

79

Figure 6.2: Benchmark: a Preview
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This figure shows solutions of a benchmark method called ridge regression. There are
two relevant and highly correlated regressors and two irrelevant and barely correlated
regressors. See Table 6.1. The estimated parameters are presented on the vertical axis.
On the horizontal axis, the tuning parameter λ is shown, which penalizes deviations from
the reference hypotheses bR = [0 0 0 0]0 . A large λ corresponds to the hypotheses
being selected. A penalty close to 0 implies that the data-optimized OLS results are
chosen. The interpretation of λ is otherwise unclear. Parameters b1 and b2 are grouped
together, but b3 and b4 are not directly shrunk towards zero as λ increases, because
grouping is performed indiscriminately.
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The following section indicates in which chapters benchmark methods, astimators, and techniques for selecting λ are presented.

6.3.

Overview Part I I

Having illustrated how an astimator makes it possible to control the first AST
of shrinking parameters towards reference hypotheses and the second AST of
grouping parameters together, I now discuss the organization of Part II and add
some remarks about the definitions of accuracy and simplicity. In Chapter 7, the
focus is on estimators and astimators that measure simplicity by taking squared
deviations between b and bR . Such a measure based on squared deviations
is called an `2 norm. I present one astimator that is oriented towards subset
selection, one astimator that is aimed at grouping (which is a rescaled version
of ridge regression), and another astimator that performs both subset selection
and grouping effectively. The latter was presented in Figure 6.1 and is called
a b2c astimator, where the 2 refers to the `2 norm and the c to correlations
among regressors being accounted for. I show how R2 can be decomposed and
how an astimator implicitly calculates the individual contributions to R2 when
determining the degree of shrinkage towards bR .
Chapter 8 discusses techniques that use absolute deviations from bR in measuring a model’s simplicity. Methods with such an ‘`1 norm’ have a characteristic
that is useful for interpreting the relevance of regressors: they perform exact
subset selection, which means that parameters are exactly equated to the hypothesized bR even before λ has reached its maximum value. The moment that
parameters are activated (i.e. allowed to deviate from bR ) has been unclear so far.
By rescaling well known estimators such as the ‘adaptive lasso’ and the ‘lasso’
into astimators, I demonstrate that these activation points are directly related
to a regressor’s contribution to R2 accuracy. A b1c astimator is subsequently
introduced that effectively performs grouping and exact subset selection. This
astimator is combined with b2c to further promote grouping while performing
exact subset selection.
The out-of-sample performances of the different estimators and astimators
are assessed in Chapter 9. Here, I discuss how the tuning parameter λ can be
selected with cross-validation and information criteria. In cross-validation, the
sample is split into a training set and a validation set. By varying the choices
of λ when performing linear regression on the training set, it can be assessed
which λ value leads to the best ‘predictions’ of the validation set. Astimators
already make the interpretation of λ straightforward. Consequently, a reference
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λR that is specified by the user can easily be balanced with a cross-validated
alternative by formulating another AST.
Concentrating on the second strategy for selecting λ, an information criterion
is a heuristic approach towards choosing a model that penalizes a model’s
effective number of parameters in maximizing over in-sample accuracy. In the
frequentist technique that I reviewed in Section 6.1, the effective number of
parameters was measured by counting the number of included regressors. This
procedure has been criticized for not taking the uncertainty of model selection
into account. A second approach that has long since been available is referred to
as the ‘effective degrees of freedom’. Formulas of the degrees of freedom measure
have only been derived for a few techniques. The measure is justified based
on truth-oriented reasoning and has demonstrably not enabled researchers to
anticipate and influence how it behaves for a given data set. For example, it has
only recently come to light that a model with more regressors can have fewer
degrees of freedom than a model with fewer regressors. That characteristic of
the effective degrees of freedom has been classified as being unintuitive (Janson
et al., 2015, Kaufman and Rosset, 2014).
As I pointed out above, the literature has not recognized that a model’s
effective number of parameters may need to be increased if one regressor is
arbitrarily singled out from a group of highly correlated regressors (the second
AST). In Chapter 9, I propose a plain but effective method for incorporating
the second AST. Estimators (and astimators) penalize in-sample accuracy with
a simplicity term and I argue that this simplicity term can be used as the
estimator’s measure for the effective number of parameters.
Regarding the definition of simplicity, note also that an alternative model
might have fewer regressors which are, on the other hand, more complex to obtain
or influence. Moreover, it may be far easier to choose parameters based on dataoptimization than to devise an adequate reference setup. These difficulties in
justifying a scientific definition of simplicity would not impress Karl Popper (1959,
Chapter 7), because he characteristically eliminates pragmatic (and aesthetic)
aspects of simplicity in arguing that simpler models should be preferred from
an epistemological standpoint. According to Popper, a simpler model that
withstands a critical test is more appealing than a complex model, because
simpler models are easier to falsify. Popper defines simplicity by counting the
number of parameters.
As I indicate in the context of the linear regression model, there are many
ways of counting the number of parameters, just like there are many ways of
shrinking parameters from bR to bOLS . Although I argue that the same measure
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of simplicity can be used for both problems, the choice of simplicity measure
that is appropriate for a given research project may depend on various aspects,
such as interpretability, predictive accuracy, and computational convenience.
On the relation between accuracy and simplicity, one might remark that
a smaller set of parameters could result in a higher in-sample accuracy if one
changes the way in which simplicity or accuracy is measured. For example, I use
a squared accuracy measure instead of an absolute accuracy measure because
of its analytic tractability, but an absolute accuracy measure may be preferred
by a researcher because it assigns a lower weight to outliers. In short, although
I refer to a sense in which accuracy is balanced with simplicity, I do not set
necessary and sufficient conditions for defining simplicity and accuracy, nor an
essential relationship between the two. Also, when using the term ‘relevant
regressor’ in the following chapters, I typically do so in reference to the observed
data. Whether and in what way a regressor could be of relevance to a researcher
depends on her (or his) research aims.
Readers who wish to avoid technical discussions can skip theoretical sections
with a † symbol and focus on sections where the methods are illustrated with
simulated and empirical data.

7
Accuracy-Simplicity Tradeoffs and the Linear Regression Model: b2 Astimator
7.1.

Introduction 1

In choosing parameters of the linear regression model, the solutions can be
simplified at the expense of in-sample accuracy by shrinking them towards
reference parameters or by grouping them together. In this chapter I control
such accuracy-simplicity tradeoffs (AST) by introducing astimators with an `2
norm. The organization is as follows. Section 7.2 discusses classical estimators
with an `2 norm and Section 7.3 presents astimators with an `2 norm that
perform subset selection, grouping, or both. The behavior of the different
estimators and astimators is illustrated with a simulation study and an empirical
application in Section 7.4. Section 7.5 gives a short discussion.

7.2.

Bayesian regression, Zellner’s
g -Prior, and Ridge Regression †

Traditionally, the linear regression model is defined as
y = Xβ + ,
where y is an N × 1 dependent variable, X is an N × K matrix of regressors, β is
a K × 1 vector of unknown parameters and  is an N × 1 vector of disturbances.
Individual observations will be marked by n = 1, 2, . . . , N and a subscript k

1 This chapter attempts to follow the norms of science and is highly similar to Chapter 2
of my PhD thesis A Tradeoff in Econometrics.
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refers to the k th parameter. The estimated model is given by
y = Xb + e,
for residuals e = y − Xb and parameter estimates b. In ordinary least squares,
the sum of squared residuals (e0 e) is minimized with
LOLS = (y − Xb)0 (y − Xb).
This loss function is only based on in-sample accuracy, which means that
no penalty is included for deviating from reference coefficients bR .2 Solving the
first-order condition for b gives
bOLS = (X 0 X)−1 (X 0 y).

(7.1)

These estimates are solely dependent on the data. Researchers typically wish to
balance such estimates with reference hypotheses bR . I here focus on estimators
that penalize deviations from bR with an `2 norm; namely, a standard form of
Bayesian regression, Zellner’s g-prior, and ridge regression.
Bayesian regression is well-known for allowing researchers to make a gradual
tradeoff between her (or his) beliefs and data-optimized OLS solutions. A popular
reference specification of the linear regression model is the natural conjugate
distribution of Raiffa and Schlaifer (1961), whereby p(β|σ 2 ) ∼ N(bR , σ 2 BR ) and
p(σ 2 ) ∼ IG(α0 /2, δ0 /2) has an inverted gamma distribution. Under the current
specifications, a closed-form solution of the posterior mean is available (this is
exceptional) and is given by the column vector
−1 −1
−1
bBayes = (X 0 X + BR
) (X 0 y + BR
bR ).

(7.2)

Although the solution of the k th coefficient bBayes,k need not lie between bR,k
and bOLS,k (Chamberlain and Leamer, 1976, pp. 74), it is clear that when
BR → ∞, there is no penalty for deviating from bR and we are back at the OLS
solution. If BR → 0, deviations from bR are so heavily penalized that they are
not allowed.
After scaling each regressor, researchers may still have difficulties in anticipating how BR ∈ [0, ∞] corresponds to a degree of trust in her reference
2 The term ‘loss function’ is often related to statistical approaches that are based on
behaviorist foundations, whereby the loss function is taken to represent an expert’s preferences.
For difficulties and disadvantages associated with quantifying a person’s beliefs, see Chapter 2.
I also discuss an application of ‘an expert’s loss function’ in Subsection 15.1.3.
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coefficients relative to a data-optimized solution. One response has been to
develop ‘noninformative’ reference parameters so that the influence of bR is as
small as possible again (Gelman et al., 2014, Jeffreys, 1946). Yet, even when
one has little information about the relations between X and y, one might still
want to perform subset selection or encourage the grouping of regressors.
An intermediate solution in the Bayesian context was offered by Zellner
(1986). His g-prior, β ∼ N(bR , gσ 2 (X 0 X)−1 ), along with Jeffrey’s reference
distribution on σ 2 ∝ σ12 , leads to a posterior mean of
bZellner =

1
g
bR +
bOLS ,
1+g
1+g

(7.3)

which helps to regulate the degree of shrinkage towards bR through g ∈ [0, ∞).
To make this even more clear, one could define g = 1−u
u to get
bZellner = u bR + (1 − u)bOLS ,
so that the estimator becomes a weighted average between bR and bOLS with
weights of u ∈ [0, 1]. Observe that a parameter’s degree of shrinkage is not
related to model fit or to cross-correlations between regressors, so Zellner’s
g-prior does not perform grouping of correlated regressors or subset selection of
relevant regressors.
Frequentists shrinkage methods have been developed as well. In ridge regression (Hoerl and Kennard, 1970), the sum of squared residuals is supplemented
with a term that penalizes deviations from zero,
Lridge = (y − Xb)0 (y − Xb) + λb0 b.
Ridge regression has a tendency to make coefficients equal due to its squared
norm and this may be convenient when using multicollinear regressors. By
solving the first-order condition for b, the estimator becomes
bridge = (X 0 X + λIK )−1 (X 0 y).

(7.4)

Post-hoc heuristics have been suggested for choosing λ (ibid.), but this
tuning parameter is usually selected through cross-validation. Marquardt and
Snee (1975) emphasize that ‘nonessential ill conditioning’ can be removed by
standardizing the data when performing ridge regression (pp. 3). They propose
(xk )
to transform X with Z-scores, xk −stdmean
, and to center the dependent variable
(xk )
with y − mean(y). Parameters can subsequently be rescaled by dividing bk by
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std(xk ), and the intercept can be estimated by taking the average of y − Xb.
The sensitivity of ridge regression to the choice of parametrization does
imply that the interpretation of the tuning parameter λ is even more opaque
than with Bayesian regression, because the researcher can no longer adjust the
scale of the data in some favorable manner (Leamer, 1981, Smith and Campbell,
1980). A comparison between bridge and bBayes makes it clear that the reference
distribution of β in ridge regression is assumed to be N(0, σ 2 IK /λ). In a
similar vein, it follows that bridge equals bZellner if λ = g1 and (X 0 X)−1 = Ik .
When regressors are orthostandard (orthogonal and standardized), so that
(X 0 X)−1 = N 1−1 IK , ridge regression is the same as bZellner when λ is defined as
N −1
g . The implication is that for any λ > 0, bridge is directly proportional to
bOLS under these conditions. The degree of shrinkage in bridge is based on the
singular values of X and is unaffected by the strength of the correlation between
a regressor and y.
If one wants to use reference coefficients other than zero, then deviances from
bR could be penalized in the following manner
Lridge = (y − Xb)0 (y − Xb) + λ(b − bR )0 (b − bR ).
This loss function was developed by Swindel (1976), and results in
bridge = (X 0 X + λIK )−1 (X 0 y + λbR ).
For this slightly more general ridge estimator, the reference specification is given
by β|σ ∼ (bR , σ 2 IK /λ). Assuming that the data are standardized, this means
that ridge solutions correspond exactly to the posterior mean of the Bayesian
estimator defined above when we define BR = IK /λ.
Frequentists usually either reject the null hypothesis or not in favor of an
alternative hypothesis. To justify shrinking parameters towards bR , an accuracysimplicity tradeoff about regression parameters b is translated into a bias-variance
tradeoff which takes the true but unknown parameters β into consideration (Hoerl
and Kennard, 1970). Hastie et al. (2009) explain that a more complex model
may ‘potentially adapt itself better to the underlying [distribution]’ (ibid., pp.
223). Hence the term bias, which is the difference between the true mean and
the expected value of the distribution of estimates when sampling is repeated.
The variance describes how far, on average, the estimate is removed from its
expected value under repeated sampling. More complexity usually results in less
bias and more variance (ibid., pp. 38 & 223).
To sum up, in bBayes there is a tradeoff between model fit and deviations
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from bR , but it could be difficult to influence this tradeoff through BR ; and in
Zellner’s g-prior, the degree of shrinkage is easily controlled, but it is unaffected
by model-fit or cross-correlations. Ridge regression does take cross-correlations
into account, but practitioners typically experience difficulties in anticipating
how a choice of tuning parameter translates into a degree of shrinkage per
parameter. Its tuning parameter is often defined as λ = 10u for a hundred
equally distributed values of u (Zou and Hastie, 2005), whereby the range of the
grid is altered a posteriori per application (Friedman et al., 2010, pp. 17). Such
problems are solved when astimators are used, because these methods make the
influence of λ on the degree of shrinkage towards bR more predictable. I assume
throughout that the data are standardized, so that the K regressors in X do
not include an intercept.

7.3.

b 2 Astimators †

The aim of the first AST is to let the astimated parameters deviate from
reference parameters insofar as accuracy sufficiently increases. To determine
what a sufficient increase is, it is convenient to define a loss function that
balances relative accuracy and relative simplicity. Generally put, this loss
function is minimized over j = 1, . . . , J candidate configurations cj . Accordingly,
Fit(cj ) ≥ 0 is defined to be high when in-sample accuracy is low. By dividing
the fit of configuration cj by the fit of the reference configuration cR one obtains
a relative accuracy measure.
Turning to relative simplicity, configuration cj ’s deviation from the reference
configuration is defined as d(cj , cR ). The highest permissible deviation from cR
when λ is at its lowest is given by cmax . A measure for relative simplicity is thus
obtained by dividing d(cj , cR ) by the maximum permissible deviation from cR .
To make it clear when I refer to the maximum permissible deviation from cR
when λ = 0, I use q(cmax , cR ) with a letter q instead of d. A general formulation
of an AST loss function is given by
LAST (cj ) =

Fit(cj )
Fit(cR )
| {z }

Relative Accuracy

+ f (λ)

d(cj , cR )
,
q(cmax , cR )
|
{z
}

(7.5)

Relative Simplicity

where λ strikes the balance between the relative increase of a model’s in-sample
accuracy and the relative decrease of a model’s simplicity.
By monotonically transforming equation (7.5), so that the LAST (cj ) values
are ordered in the same way, the loss function can be represented in the form of
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a penalty,
d(cj , cR )
LAST (cj ) ∝ Fit(cj ) + f (λ)
Fit(cR ) .
q(cmax , cR )
{z
}
|

(7.6)

Penalty

The scalar λ can thus be seen to penalize deviations from a reference configuration
d(cj ,cR )
cR in optimizing over the fit. If cj = cmax , it follows that q(cmax
,cR ) = 1 and
that configuration j must have a fit that is f (λ) times better than the fit of cR
in order to be preferred to cR .

7.3.1. b2i Astimator
The general recipe of an AST loss function in equation (7.5) can now be applied
to the linear regression model by using the following ingredients. The measure
of fit for the j th set of configurations cj = bj is given by the sum of squared
residuals, so Fit(bj ) = sj = e0j ej . It follows that the accuracy of Xb relative to
XbR can be defined as
Relative Accuracy =

(y − Xb)0 (y − Xb)
.
(y − XbR )0 (y − XbR )

The relative accuracy term remains unaltered throughout this chapter.
All of the changes are made with respect to relative simplicity. Since we
are dealing with an `2 norm, the deviance from bR,k is defined as d(bj,k , bR,k ) =
(bj,k − bR,k )2 . This deviance is made relative to the index q, which will depend
on the maximum deviation from bR,k when λ = 0, so cmax = bOLS,k . For now,
I define q as q2i = (bOLS,k − bR,k )2 . The 2 refers to the `2 norm and the i
is added to emphasize that this relative simplicity index is defined in terms
of an individual deviation from bR,k , which is independent of the deviations
between bOLS,j and bR,j of other parameters. The simplicity of b relative to
bOLS therefore becomes
Relative Simplicity =

K
X
k=1

(bk − bR,k )2
.
(bOLS,k − bR,k )2

For reasons that will quickly become apparent, relative accuracy and relative
simplicity should be balanced through a function of λk that is defined as f (λk ) =
λk
1−λk . If all λk are the same, I just refer to these values as λ. Putting these
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terms together results in the following AST loss function
K

L2AST i =

X λk
(y − Xb)0 (y − Xb)
(bk − bR,k )2
.
+
0
(y − XbR ) (y − XbR )
1 − λk (bOLS,k − bR,k )2

(7.7)

k=1

This loss function can be rewritten with matrix notation if we define two
diagonal matrices of size K, namely Q2i and Λ. The diagonal elements of Q2i
λk
are given by q2i and the matrix Λ has diagonal elements 1−λ
. This leads to
k
L2AST i =

(y − Xb)0 (y − Xb)
+ (b − bR )0 ΛQ−1
2i (b − bR ).
(y − XbR )0 (y − XbR )

(7.8)

I also denote the sum of squared residuals of the reference bR with the scalar
sR = (y − XbR )0 (y − XbR ).
By solving the first-order condition for b, one gets
−1
b2AST i = (X 0 X + ΛQ−1
(X 0 y + ΛQ−1
2i sR )
2i sR bR ),

(7.9)

which I refer to as a ‘b2i astimator’. The researcher only has to specify λ and
bR , because the rest are known. The higher λ ∈ [0, 1], the higher the relative
importance of simplicity over fit. When λ = 0, the data-optimized OLS solution
is chosen; and when λ = 1, the reference parameter is chosen.3 The reference
parameters bR can for instance be selected based on previous experience. If one
has no clue on how to choose a reference coefficient or whether xk is relevant in
forecasting y, then a good choice could be to set bR,k equal to zero. When all
bR,k are zero (‘bR = ~0’), the astimator becomes
−1
b2AST i = (X 0 X + ΛQ−1
(X 0 y),
2i sR )

bR = ~0.

(7.10)

To examine the properties of a b2i astimator in closer detail, I first compare
it to the Bayesian and frequentist estimators above. Subsequently, it is explained
more concretely how λ influences the AST. I begin with a simple situation
whereby K = 1 and bR = 0, then study multiple regressors that are uncorrelated
while relaxing the assumption that bR = 0, and subsequently analyze what
happens in the presence of multicollinearity. For readibility, some aspects are
relegated to subsections of Appendix A. In subsection A.1, a derivation of a
general `2 based astimator is provided; and in A.2, a straightforward Matlab
code for b2 astimators is presented. All of the reformulations of b2i and the other
astimators below are derived in A.3.
3I

set b2AST i,k = bR,k when λk = 1.
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The b2i astimator corresponds to a reference specification of β|σ ∼
2
N(bR , Λ−1 s−1
R Q2i σ ). This can be inferred by contrasting b2AST i to bBayes
in equation (7.2). The b2i astimator is not sensitive to the scaling of data (see
A.4). Under the exceptional condition that sR Q−1
2i = Ik , the astimated soluλ
tions are the same as bridge with a penalty of 1−λ
. Zellner’s g-prior is obtained
when u = λ and X 0 X = sR Q−1
2i ; and I now show that the relation between an
astimator and the g-prior is particularly interesting.
Figure 7.1: Geometric Interpretation of r⊗

1

0

0

1

√
Note: the length of column vector x is given by the norm of the inner product ||x|| = x0 x.
x
A unit vector of length 1 is therefore defined as ||x|| . If φ is the angle between x and y,
then Pearson’s correlation coefficient r is the orthogonal projection cos φ of unit vector
y
x
onto unit vector ||x||
, so that −1 ≤ r ≤ 1. The measure r⊗ = cos2 φ is the square
||y||
of that projection, which implies that 0 ≤ r⊗ ≤ 1. The term r⊗ can be represented as a
secondary projection onto unit vector y to make the connection with the R2 measure of
in-sample fit apparent. When both x and y are standardized with Z-scores and K = 1,
x0 y
the sample correlation r is equal to bOLS = n−1
. So, for 0 ≤ φ ≤ π2 , the smaller the
angle φ between x and y, the larger r, the larger r⊗ , and the better the fit of xbOLS .

To further study when X 0 X = sR Q−1
2i , let us assume that there is a single
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regressor (K = 1), that the data are standardized, and that bR = ~0. Under these
conditions, it can be derived that bZellner is the same as b2AST i when xbOLS
has a perfect fit in terms of the famous R2 coefficient of determination. That is,
(x0 x) ≤ sR Q−1
2i ,
≤ (y 0 y)/(bOLS b0OLS ),
≤ (x0 x)/r⊗ ,
0

0

0

y)(x y)
2
~
where r⊗ = (x
(x0 x)(y 0 y) ∈ [0, 1] is equal to R for centered data and bR = 0. I
⊗
2
will prove the equivalence between r and R for the more general case where
K ≥ 1 shortly. The sign ⊗ has been added to ‘r outer’ to stress that an outer
product is taken, although for K = 1 this is the same as an inner product. A
geometric representation of r⊗ is presented in Figure 7.1 and is directly related
to the Cauchy-Schwarz inequality.4 The less perpendicular x and y are, the
bigger is their absolute correlation |r|, and the larger is r⊗ .
0
⊗
By substituting sR Q−1
2i = (x x)/r into equation (7.10), the following relation
⊗
between r and an `2 based astimator can be obtained,


b2AST = 1 +

−1
λ
bOLS ,
r⊗ (1 − λ)

K = 1, bR = ~0, (7.11)

where I have dropped the letter ‘i’ in b2AST i because there is no difference among
`2 based astimators when K = 1. What does this formulation say about the
influence of the AST tuning parameter λ? When x and y move in the exact
same (or exact opposite) direction, r⊗ = 1 and xbOLS will have a perfect fit.
The solution of b2AST in equation (7.11) will in that case be equal to bZellner
for all u = λ ∈ [0, 1], so that λ · 100% specifies in percentage terms with what
degree bOLS is shrunk towards bR = 0. Zellner’s estimator always shrinks
bOLS by the same amount towards bR for a given u, regardless of whether the
regressor is relevant to the sampled y or not. Through r⊗ , a b2 astimator sooner
approximates 0 for a given λ the more x moves in the orthogonal direction of y.
So, the AST tuning parameter specifies the minimum influence of bR , and
this influence increases the worse is the fit of the data-optimized xb. When r⊗
gets closer to 1, the effect of r⊗ fades away as λ goes to 1 and (1 − λ) goes to
0. This helps to prevent a shrinkage towards bR that is overly stringent for a
given λ. For λ values close to 0, b2 moves in the direction of (λ = r⊗ , b = 0).5
4 The Cauchy-Schwarz inequality states that 0 ≤ |(x, y)| ≤ ||x|| ||y|| (Kreyszig, 1999, pp.
361), from which it also follows that 0 ≤ (x0 y)0 (x0 y) ≤ (x0 x)(y 0 y) and 0 ≤ r⊗ ≤ 1.
5 The tangent line (and first-order Taylor approximation) of equation (7.11) at the point
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Consequently, subset selection is quickly approximated, since an r⊗ that is nearly
equal to zero will ensure that b2AST is close to 0 once λ ≈ r⊗ . Let it here be
noted that, in the general case with K orthostandard regressors, centered y,
and  ∼ N(0, σ 2 IK ), the expected value of R2 under the true β = ~0 is given by
E(R2 ) = NK−1 .6 For K = 1 and a sample size of N = 11, say, the expected value
of R2 is still 10% even when the true β = 0.
Figure 7.2: Stylized Solutions of b2AST with K = 1, bR = 0, and bOLS = 2
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This figure shows stylized solutions of b2AST = (1 +

0.2

λ
)−1 bOLS
r ⊗ (1−λ)

0
with bOLS = 2

and varying values of λ and r⊗ . The closer r⊗ is to 1, the more similar b2AST is to
bZellner , in which case the penalty term becomes directly proportional to the influence
of bR . Here, I have assumed that bR = 0. However, for given values of λ and r⊗ , the
degree of shrinkage towards bR is the same if bR 6= 0, as I show in equation (7.16) below.

To illustrate more concretely how the relevance of a regressor influences the
degree of shrinkage in b2AST , Figure 7.2 shows stylized solutions of how a single
regression coefficient moves from bR = 0 to bOLS = 2 as λ decreases from 1 to
λ = 0 is given by b2AST = (1 − λ/r⊗ )bOLS .
6 R2 ∼ Beta( K , N −K−1 ), see
2
2
http://davegiles.blogspot.nl/2013/10/more-on-distribution-of-r-squared.html.
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0. To generate these results, I varied λ in equation (7.11) for a fixed r⊗ and a
prespecified bOLS = 2. The upper line shows that λ is the minimum degree of
shrinkage of b2AST when r⊗ = 1. The regression coefficient is exactly halfway
between bOLS and bR when λ is a half, for example. In the second highest line,
the influence of bR is further enlarged at a given λ, because an r⊗ of 0.5 is
less than perfect. Observe also that when λ is close to zero, each solution path
moves towards the point (λ = r⊗ , b = 0). Consequently, a practically irrelevant
regressor with r⊗ = 0.0001 is approximately zero for most values of λ. I now
show that these stylized solutions are of equal relevance in the multivariate case.
When there are multiple regressors and bR = ~0, a similar expression as
equation (7.11) arises if we also assume that regressors are orthostandard. The
b2AST i solutions can then be written as

b2AST i,k = 1 +

−1
λk
bOLS,k ,
⊗
Rkk
(1 − λk )

bR = ~0, X ⊥,

(7.12)

where the K × K matrix
R⊗ = (X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 .

(7.13)

⊗
An Rkk
of 1 again implies that b2AST i,k is equal to bZellner,k , in which case
λk · 100% directly measures the degree of shrinkage towards bR,k = 0. The
⊗
smaller Rkk
, the sooner b2AST i,k moves to zero for a given λ.
To interpret the diagonal elements of R⊗ , the matrix could once more
be related to a Cauchy-Schwarz inequality,7 but it is easiest to remark that
for centered data, tr(R⊗ ) again equals R-squared, which also implies that
0 ≤ tr(R⊗ ) ≤ 1 under these conditions. Note that the trace (‘tr’) takes the sum
of the diagonal elements of a matrix. The identity between tr(R⊗ ) and R2 follows
b0
X 0 Xb
quickly from R2 = OLS y0 y OLS = (X 0 y)0 (X 0 X)−1 (y 0 y)−1 (X 0 y). Just define the
K × 1 vectors (X 0 y) and (X 0 X)−1 (y 0 y)−1 (X 0 y) and use that an inner product
between two vectors is the trace of their outer product. In plain language, R2 is
a scalar that gives an overall measure of fit, while the diagonal elements of the
matrix R⊗ allow us to identify the contribution of each regressor to the fit of the
model.
If XbOLS has a perfect fit and each orthogonal regressor has an equal
⊗
1
contribution to R2 = 1, then Rkk
= K
for each k. When contributions to R2
vary among regressors, equation (7.12) tells us that these differences will be

7 In

the multivariate case, the
p Cauchy-Schwarz norm can be written as 0 ≤ |(X, y)|F ≤
||(X)||F ||y||F , where ||X||F =
tr(X 0 X) is the Frobenius norm for matrices (Yang, 2000).
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emphasized quite strongly by a b2i astimator. Assuming orthostandard X, a
regressor that is more perpendicular to y will have a smaller bOLS,k solution,
⊗
which is also shrunk more quickly towards zero because of its small Rλ,kk
.
One can also quantify the relevance of deviating from bR,k for different values
than bR,k = 0. First note that for standardized data, R2 can be defined as a
measure that compares the fit of a data-optimized Xb in comparison to the
fit of XbR for bR = ~0. In fact, the relative accuracy term in an AST loss
function generalizes the optimization over R2 to situations where bR and λ may
be different from zero. This more general formulation is
Rλ2 = 1 −

(y − Xbλ )0 (y − Xbλ )
= 1 − Relative Accuracy.
(y − XbR )0 (y − XbR )

(7.14)

The larger the data-optimized improvement of the in-sample accuracy of the
reference model, the closer Rλ2 is to 1. This quantity is only the same as the
original R2 when bR = ~0 and when the data is standardized (or a constant is
included in the model).
Relaxing the assumption that bR = ~0 also implies that
0
R⊗ = (X 0 ỹR )(X 0 ỹR )0 (X 0 X)−1 (ỹR
ỹR )−1 ,

(7.15)

where ỹR = y − XbR . In A.5 it is proven that tr R⊗ = Rλ2 for λ = 0. Even
when bR is allowed to be different from zero, that is, the diagonal elements of
R⊗ show the contribution of each regressor to the fit of a data-optimized model
relative to a reference model.
Armed with these results, one can now let go of the assumption that bR = ~0
in specifying b2AST i in terms of R⊗ . For orthogonal regressors, the result is that
b2AST i,k =

⊗
(1 − λk )Rkk
λk
bOLS,k +
bR,k ,
tk
tk

X ⊥,

(7.16)

⊗
where the total tk = (1 − λk )Rkk
+ λk , see Appendix A.6. The astimator clearly
takes a weighted average between bOLS,k and bR,k with weights that sum to 1.
⊗
If Rkk
= 1, we obtain Zellner’s estimator (1 − λ)bOLS,k + λk bR,k , and a smaller
⊗
Rkk again causes the influence of bR,k to increase.
Finally, when there are multiple correlated regressors and when it is assumed
for convenience that bR = ~0, the b2i astimator can be defined as


−1
b2AST i = IK + Λ(X 0 X)−1 Q−1
bOLS ,
2i sR

bR = ~0.

(7.17)
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−2
th
Using that Q−1
diagonal
2i,kk = bOLS,k , it can subsequently be derived that the k
−1
element of Q2i sR is given by


−1
0
−1
0
0 0
0
−1 0 −1 0
Q−1
s
=
i
(X
X)
(X
y)(X
y)
(X
X)
(y
y)
i
,
R
k
k
2i,kk

−1
= ik (X 0 X)−1 R⊗ i0k
,
where ik is a 1 × K vector that is 1 at k and 0 otherwise. The vector ik is
included to select the k th diagonal element of (X 0 X)−1 R⊗ .
⊗
A smaller Rkk
continues to imply that parameter bk will move more quickly
towards bR,k = 0, and tr(R⊗ ) continues to equal R2 . When xk and xj are
⊗
correlated, though, the Rkk
of regressor k can increase at the cost of a decreasing
⊗
⊗
Rjj ; and it is not uncommon in my experience to observe that Rjj
becomes
⊗
negative. In more exceptional cases, Rkk can even be larger than one.8 When
R⊗ is used to assess the relevance of regressors, we therefore need to counter the
⊗
volatility of its diagonal elements by grouping Rkk
values of highly correlated
regressors together.
The relative simplicity measure of the current b2i astimator already makes
its behavior quite predictable under multicollinearity. For bR = ~0, the relative
P
b2
simplicity term is given by k b2 k . Note that the denominators b2OLS,k are
OLS,k

independent of the deviations b2OLS,l of other regressors l 6= k. Yet, if there is
a group of highly correlated regressors, the tendency of the b2i astimator to
focus on a single member of that group will be limited. The reason is that the

2
bk
relative simplicities bOLS,k
grow with a factor 2, which implies that a given
increase in |bk | is penalized more if |bk | is already large. Whether regressors are
correlated or not, b2i will therefore stimulate parameters to have more similar
relative deviations when minimizing the penalty in L2AST i .
Above, I have shown that the b2i astimator approximates subset selection in
the sense that parameters of irrelevant regressors are equated to approximately
bR for low λ. Next, I analyze an astimator that merely stimulates grouping, and
subsequently develop the recommended astimator which effectively approximates
subset selection and grouping.

7.3.2. b2a Astimator
From the forecasting combination literature, we know that giving an equal
weight to different regressors often results in hard-to-beat forecasts (Bates and
8 Think of a simulation study of y = Xβ +  with only N = 5 observations, K = 4 equally
relevant regressors, βk = 2, and standard normal X and .
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Granger, 1969, Smith and Wallis, 2009). In a similar spirit, forecasting accuracy
might improve when risks are more diversified across multicollinear regressors.
It is unfortunate in this regard that the b2i astimator does not assign more
similar weights to highly correlated regressors. On the other hand, a researcher
could also have reasons for wanting to ignore a (spurious) regressor that is
highly correlated with another. Moreover, when stimulating regressors to receive
a similar deviation from bR as the others, subset selection may no longer be
approximated, because lots of small cross-correlations could have a large effect
on the manner in which parameters are estimated. I propose, therefore, that we
try to gain more control over how correlated regressors are dealt with.
As a first step, one can define an L2AST a loss function that uses a matrix
P
1
2
Q2a with diagonal elements of q2a = K
l (bOLS,l − bR,l ) . This implies that
the average OLS deviation from a reference parameter is used to determine
a parameter’s relative simplicity; whereas, in b2i , an individual discrepancy
between bOLS,k and bR,k was employed. To be clear, the resulting loss function
is given by
K

L2AST a =

X λk
(y − Xb)0 (y − Xb)
+
0
(y − XbR ) (y − XbR )
1 − λk
k=1

1
K

(bk − bR,k )2
P
,
2
l (bOLS,l − bR,l )

and the astimator becomes
−1
b2AST a = (X 0 X + ΛQ−1
(X 0 y + ΛQ−1
2a sR )
2a sR bR ).

(7.18)

Nothing has changed with respect to L2AST i and b2AST i except that Q2a replaced
Q2i .
The b2AST a solutions are a rescaled version of ridge regression with λridge =
1
λ
P
Q−1
(y − XbR )0 (y − XbR ) (1−λ)
. Standardization of
2a sR f (λ) = 1
(b
−b
)2
K

l

OLS,l

R,k

regressors is required, because the scaling of X influences the average deviation
between bOLS,k and bR,k . Provided that λ is intuitively defined, laborious
transformations of the data, like the ones advocated in Bayesian regression, are
no longer necessary, though.
As aforementioned, all `2 based astimators result in the same solutions as
equation (7.11) when K = 1. If regressors are orthogonal, the b2a astimator can
be rewritten as
b2AST a,k =

1 2
(1 − λk ) K
R
λk
bOLS,k +
bR,k ,
tk
tk

X ⊥,

(7.19)
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1 2
for the total tk = (1−λk ) K
R +λk . From equation (7.19) it can be inferred that,
under orthogonality, the influence of bR is at least λ, and that this influence is
1 2
extended insofar as K
R is small. What this means is that regressors are shrunk
⊗
based on an overall measure of fit instead of their individual contributions Rkk
.
⊗
Consequently, any volatility in Rkk
due to cross-correlations has no bearing on
b2AST a . If Xb2a has a perfect fit and regressors are orthogonal, b2a is the same
1
as bZellner but for the factor K
. When the overall fit of the data-optimized
2
model is poor (low R ), all parameters are shrunk towards bR equally quickly.
For multiple correlated regressors and bR = ~0, we get


−1
b2AST a = IK + Λ(X 0 X)−1 Q−1
bOLS ,
2a sR

0
−1 −1
1
(X X)
= IK + Λ 1 2
bOLS .
tr (X 0 X)−1
KR
The influence of bR,k is again dictated by R2 . When regressors are correlated,
b2AST a will stimulate their parameters to have a similar ‘nominal’ deviance from
(bk −bR,k )2
bR,k . That is to say, instead of the relative deviance (bOLS,k
−bR,k )2 being the
(b −b

)2

l
R,l
2
same as another (bOLS,l
−bR,l )2 , the nominal deviance (bk − bR,k ) becomes more
similar to (bl − bR,l )2 .
One can understand why that happens by taking a closer look at the relative
P
1
2
simplicity measure again. The denominator K
l (bOLS,l − bR,l ) can be ignored,
because that is the same for all parameters. Turning to the numerator (bk −bR,k )2 ,
observe that it grows linearly with a factor 2 for a given increase in bk . In
deciding which regressors should be allowed to deviate more from bR,k based on
information that is shared among correlated regressors, less relevant parameters
are therefore given more leeway to deviate from bR , because they have a smaller
bk to begin with. As a result, the added effect of small cross-correlations can
easily stimulate a barely relevant regressor bk to have a squared nominal deviation
from bR,k that greatly exceeds (bOLS,k − bR,k )2 . In the following section, an
astimator is introduced that allows the researcher to specify through a tuning
parameter cmin ∈ [0, 1] how high cross-correlations need to be for parameters to
be grouped together.

7.3.3. b2c astimator
In comparison to b2AST i , a disadvantage of b2AST a (and ridge regression) is that
subset selection is no longer approximated. The b2i astimator does approach
subset selection by equating parameters of irrelevant regressors to approximately
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bR for most values of λ. On the other hand, b2AST i does not encourage the
grouping of highly correlated regressors. To play to the strengths of both b2AST i
and b2AST a , one should take into account how each regressor is correlated with
the other regressors when taking a weighted average of (bOLS,l − bR,l )2 . The
third and final astimator that is presented in this chapter gives control over
the influence of cross-correlations, so that grouping and subset selection can
both be performed effectively. It is called b2AST c , where the letter c stands for
correlation.
Central to the b2c astimator is Θ(X), which is a normalized matrix of absolute
cross-correlations |corr(X)|. The k th column of Θ(X) is called θk . Normalization
just means that the rows of each column of absolute correlations are divided by
PK
the sum of that column, so that the columns add up to l=1 θlk = 1, where l
denotes a row. Using these correlation-based weights, one can define L2AST c
P
through the diagonal elements q2c = l θlk (bOLS,l − bR,l )2 of Q2c . This results
in the following loss function
L2AST c =

X λk
(y − Xb)0 (y − Xb)
(bk − bR,k )2
P
+
.
(y − XbR )0 (y − XbR )
1 − λk l θlk (bOLS,l − bR,l )2
k

The first-order condition leads to
−1
b2AST c = (X 0 X + ΛQ−1
(X 0 y + ΛQ−1
2c sR )
2c sR bR ).

(7.20)

As aforesaid, derivations of the astimators and straightforward Matlab codes are
presented in Appendix A. Let me emphasize once more that regressors should
be standardized.
Before rewriting b2AST c into a more convenient form, it is good to get more
acquainted with how Q2c balances between an individual Q2i and an average
Q2a . Assume that bR,k = 0 for all K = 4 parameters and consider the following
two examples. First, when θ3 = [0 0 1 0]0 , this means that X3 is completely
uncorrelated with the other regressors, so that Q2c (3, 3) = (bOLS,3 − bR,3 )2 =
Q2i (3, 3). That is, subset selection is approximated just like in the initial b2AST i
of equation (7.9). Second, if θ3 ≈ [.25 .25 .25 .25]0 , the third regressor is almost
1
perfectly correlated with the other regressors (θl3 ≈ K
). Parameters are therefore
P
1
grouped together through Q2c (3, 3) ≈ K l (bOLS,l − bR,l )2 = Q2a (3, 3), which
leads to b2a of equation (7.18). So, the correlation vector θjk determines the
degree to which parameters have a similar nominal deviation from bR .
Accordingly, when there are multiple orthostandard regressors, the b2c asti-
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mator balances between bOLS and bR in
b2AST c,k

P
⊗
(1 − λk ) l θlk Rll
λk
=
bOLS,k +
bR,k , X ⊥,
tk
tk

(7.21)

P
⊗
where the total tk = (1 − λk ) l θlk Rll
+ λk . For each parameter, the degree
of shrinkage towards bR,k is influenced by the weights θlk that b2AST c assigns
P
⊗
to the diagonal elements of R⊗ through l θlk Rll
. Note that, by measuring a
regressor’s relevance in terms of a weighted average of diagonal R⊗ values, one
can counter arbitrary fluctuations in R⊗ caused by high cross-correlations. Since
regressors are currently assumed to be uncorrelated, θlk is 1 at k and 0 otherwise
(Θ = IK ), so that b2AST c = b2AST i and subset selection is approximated through
P
⊗
⊗
the diagonal elements of R⊗ . The vector r2c,k
= l θlk Rll
could generally be
useful in quantifying the in-sample relevance of deviating from each reference
hypothesis.
In the presence of multicollinearity, one can assume for ease of display that
bR = ~0 to get

−1
b2AST c = IK + Λ(X 0 X)−1 Q−1
bOLS ,
2c sR

bR = ~0,

(7.22)



−1 ⊗
k
0
R . Note that tr(diag(θk )R⊗ ) =
where Q−1
2c,kk sR = 1/tr diag(θ )(X X)
⊗
r2c,k
. Through Θ, two parameters will be stimulated to have a similar nominal
deviation from bR insofar as their cross-correlation is high. Only in the case that
1
and b2c ≈ b2a .
all regressors are (nearly) the same does θlk ≈ K
One of the main advantages of b2AST c is that the matrix Θ can be adjusted
manually. One can, for example, set Θi,j and Θj,i to zero when reference
parameters are different (bR,i 6= bR,j ). Another important incentive for altering
Θ is that (many) small correlations between regressors could have a large effect.
A researcher can specify how large the minimum degree of correlation must be
for the deviance of (bk − bR,k ) to be influenced by some other deviance (bj − bR,j ).
Put differently, one can set |corr(X)| < cmin to zero for a minimum correlation
of cmin = 0.5, say. It is through cmin that the second AST of grouping parameter
together can be controlled, as I will illustrate with a simulation study and an
empirical application in the following section.
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Illustrating the Influence of
Tuning Parameters

To summarize the two sections above, I began by discussing three benchmark
methods, namely, Bayesian regression, Zellner’s g-prior, and ridge regression.
Subsequently, I introduced a b2i astimator that focuses on subset selection, a
b2a astimator that merely stimulates grouping, and a b2c astimator that does
both. Subsection 7.4.1 presents a detailed illustration of the techniques based
on simulated data. In Subsection 7.4.2, the methods are discussed more globally
with an empirical application.

7.4.1. Simulation Studies
To analyze the theoretical claims of the previous sections, I examine the same
simulated data that was presented in the Introduction of Part II. Aside from
the dependent variable, the data comprise of two relevant and highly correlated
regressors and two irrelevant and uncorrelated regressors. The data-optimized
results are given by bOLS = [2.5 1.7 0.2 − 0.2]0 . The reference parameters are
defined as bR = [0 0 0 0]0 , which I refer to as bR = ~0 in shorthand notation.
The primary objective is to enable a researcher to balance between bOLS and bR
in choosing b.
Figure 7.3 presents solutions paths of the benchmark methods and of two
astimators.9 The main goal of a ‘solution path’ is to reveal the manner in which
bk moves from the reference parameter bR,k to the data-optimized parameter
bOLS,k as the penalty λ changes. A reason for preferring one solution path over
another could be that the relation between λ and the degree of shrinkage is
straightforward, that irrelevant regressors barely deviate from bR for most values
of λ, or that highly correlated regressors are assigned a similar parameter value.
The panel in the upper left corner of Figure 7.3, for example, shows that
Zellner’s g-prior linearly shrinks coefficients from bOLS to bR as the tuning parameter u goes from 0 to 1. This estimator gives a straightforward interpretation
of the penalty term. A u of 0.75 means that the solutions are shrunk towards
bR by 75%. Observe, however, that the degree of shrinkage towards bR is not
influenced
other regressors.
Turning to the b2i astimator, I have explained above that individual contributions to R2 accuracy can be quantified for each deviation from a reference
9 The

regressors are standardized with Z-scores and the dependent variable is centered.
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Figure 7.3: Solutions Paths: `2 Estimators and Their Astimated Analogues
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This figure shows solution paths for estimators and astimators, with the coefficients on
the vertical axis and the tuning parameter on the horizontal axis. The tuning parameters
are BR,k for bBayes and g for Zellner’s g-prior and are defined in terms of u. Astimators
use λ as their tuning parameter. 2ASTa is the astimated version of ridge regression. Data
(N = 20) are simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and
Σ = I except for Σ{2,1},{1,2} = 0.9. Prediction model: ŷ = Xb, whereby bR = [0 0 0 0]0 .
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parameter. This is done with the diagonal elements of the ‘R-outer’ matrix R⊗ .
In the current data set, this table (matrix) is given by



R⊗ = 


.56
.56
.17
.06

.40
.40
.12
.04

.05
.05
.02
.01

-.04
-.04
-.01
-.00




,


⊗
In such a table, the element Ri,j
refers to the ith row and the j th column, so
⊗
th
R3,1 = 0.17. The k row and the k th column in the matrix R⊗ correspond to
the k th regressor. In the following paragraph, I show how the diagonal elements
of R⊗ can be interpreted.
The sum of the diagonal elements of R⊗ equals R2 = 0.97. This means that
the overall increase in in-sample accuracy is 97% compared to the reference
model of excluding all regressors. The b2i astimator determines the relevance of
regressors based on these individual contributions to R2 , which are not corrected
for cross-correlations. The irrelevant regressors x3 and x4 have tiny values of
0.02 and −0.004 in the diagonal of R⊗ , while the contributions of the relevant
regressors to R2 are quite large with 0.56 for x1 and 0.40 for x2 . Due to the
small R⊗ values of the irrelevant regressors, the parameters b3 and b4 are almost
exactly equated to zero for most values of λ, as the top right panel of Figure
7.3 shows. Observe that the proportional difference between b1 and b2 remains
roughly similar. This is because the tendency of b2AST i to select a single regressor
out of a group of correlated regressors is limited by the `2 norm.
The solution paths of ridge regression and the Bayesian estimator are the same
under the reference specifications presented in Section 7.2. As was remarked
in the Introduction of Part II, the main difficulty with these estimators is
to anticipate how a choice of u influences the tradeoff between accuracy and
simplicity for each parameter. With the help of the lower left panel of Figure
7.3, we can only infer after producing the estimates, that a value of u = 5
corresponds to a large degree of confidence in bR , since the bOLS solutions are
dominant from this point onwards.
The lower right panel presents the b2a astimator, which is the same as the
Bayes/ridge estimator except that the penalty parameter λ has been defined
so that its degree of shrinkage towards zero becomes easy to anticipate. In
the theoretical section above I presented Figure 7.2. This figure shows in a
stylized way how the in-sample relevance of deviating from bR affects the degree
of shrinkage towards bR . To determine a regressor’s relevance, the b2a astimator
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just computes the average contribution to the total accuracy, so R2 /K. Since
R2 is close to 1 in the simulated data set, the relevance of the four regressors
is roughly quantified as 1/K = 0.25. The degree of shrinkage towards zero of
the first two parameters therefore corresponds to the stylized solution path of
r⊗ = 0.25 in Figure 7.2. Although λ is nicely defined to be between 0 and
1, subset selection of irrelevant regressors is no longer approximated with this
ridge-type astimator.
The recommended b2AST c balances between b2AST i and b2AST a based on
absolute cross-correlations. For the current data set, the absolute correlations
are given by



|corr(X)| = 


1
.94
.20
.14

.94
1
.28
.14

.20
.28
1
.05

.14
.14
.05
1




.


Note that x1 and x2 have a high cross-correlation of 0.94. Standardizing this
table results in


.44
.40
.13
.11
 .41
.42
.18
.11 


Θ=
.
 .09
.12
.65
.04 
.06
.06
.03
.75
Θ is the same as |corr(X)|, except that each column now sums to 1 (rounding
errors aside). Through cmin , the researcher can specify how high an absolute
correlation must be for parameters to be grouped together.
In the left panel of Figure 7.4, one can observe that if the smallest of crosscorrelations are allowed to influence the relative simplicity index (cmin = 0), the
third and fourth parameters are still urged to some degree to have a similar
deviance from bR,k as the others. Alternatively, one can also specify that all
absolute correlations |corr(X)| below cmin = 0.5 are equated to zero. The matrix
Θ then becomes


.52
.48
0
0
 .48

.52
0
0


Θ=
.
 0

0
1
0
0
0
0
1
This specification of Θ ensures that only the first two parameters are grouped
together. The resulting solutions are presented in the right panel of Figure 7.4.
Note that the irrelevant regressors are inactivated just as quickly as in b2AST i ;
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Figure 7.4: Solution Paths: 2ASTc

i. 2ASTc with cmin = 0

3

3

2

coeff

coeff

2
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This figure shows solution paths for the b2c astimator, with the estimated coefficients on
the vertical axis and the tuning parameter on the horizontal axis. Data (N = 20) are
simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and Σ = I except
for Σ{2,1},{1,2} = 0.9. Prediction model: ŷ = Xb, with bR = ~0.

while, in contrast to b2AST a , grouping is only stimulated for b1 and b2 .
Another implication of setting cmin = 0.5 is that the diagonal elements of
R⊗ are changed from [0.56 0.40 0.02 − 0.00]0 into the correlation-adjusted
⊗
r2c
= [0.48 0.48 0.02 − 0.00]0 . The latter values give a better sense of the
relevance of each regressor.10 They need not sum to R2 , incidentally. Observe
⊗
also that the degree of shrinkage of b1 and b2 with an r2c
of 0.48 is similar to
the degree of shrinkage of the stylized solutions in Figure 7.2 with r⊗ = 0.5.
Continuing with the same simulated date set, I finally illustrate how the
grouping of regressors can be controlled when the reference coefficients are
bR = [3 0 0 0]0 instead of ~0. Stimulating parameters to have a similar deviance
from their reference parameters usually makes little sense when these reference
parameters are different. Yet, the left panel of Figure 7.5 shows that the
estimators of Bayes and ridge move b1 considerably above 3 to make the deviance
of (b1 −bR,1 )2 more similar to the deviance of the other parameters. With b2AST c ,
one can set cmin = 1, so that the first parameter does not affect the relative
simplicity index of the other parameters. Alternatively, one could specify that
⊗
be clear, the first element of r2c
is computed as
0 · 0.02 − 0 · 0.00 ≈ 0.48.
10 To

θ 1 R⊗
l l ll

P

≈ 0.52 · 0.56 + 0.48 · 0.40 +
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Figure 7.5: Solution Paths: bR = [3 0 0 0]0

i. Bayes / Ridge
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This figure shows solution paths for Bayes/ridge and 2ASTc, with the estimated coefficients on the vertical axis and the tuning parameter on the horizontal axis. Data
(N = 20) are simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and
Σ = I except for Σ{2,1},{1,2} = 0.9. Prediction model: ŷ = Xb, and bR = [3 0 0 0]0 .
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the individual Θ values between x1 and the other regressors are equated to zero
whatever the choice of cmin is. The result, in any case, is that b1 no longer takes
a detour in converging towards bR,1 = 3, as the right panel shows. In this way,
b2AST c allows the researcher to control the grouping of parameters.
The main takeaway from this analysis is that b2AST c makes it possible
for a researcher to anticipate and influence how data-optimized parameters of
correlated regressors are balanced with bR . I finally turn to a famous case study.

7.4.2. Case Study: Prostate Data
The `2 based estimators and astimators are now used to illustrate how the level
of prostate specific antigen (PSA) is regressed on eight clinical measures. The
data are obtained from Hastie et al. (2009).
Table 7.1: Description Regressors Prostate

y
x1
x2
x3
x4
x5
x6
x7
x8

Name

Description

bOLS

⊗
Rkk

⊗
r2c

PSA
lcavol
svi
lweight
lbph
pgg45
gleason
lcp
age

prostate specific antigen
log of cancer volume
seminal vesicle invasion (0, 1)
log prostate weight
log of benign prostatic hyperplasia
percent of Gleason scores 4 or 5
Gleason score (categorical)
log of capsular penetration
a person’s age

.67
.32
.27
.14
.13
.04
-.15
-.16

.42
.15
.10
.02
.05
.01
-.07
-.02

.21
.15
.10
.02
.00
.00
.10
-.02

Regressors are numbered from top to bottom based on the value of OLS applied to standardized data (fourth
column). The R⊗ values quantify the in-sample relevance of deviating from each reference parameter and these
values sum to R2 = 0.66. In the spirit of the b2c astimator, the last column adjusts these contributions to R2
accuracy if cross-correlations exceed cmin = 0.5.

Table 7.1 enlists the clinical measures and Table 7.2 gives the crosscorrelations between the regressors. Some of these variables may immediately
make sense, like the log of cancer volume, the log of prostate weight, or a person’s
age. The interpretation of other regressors might be less clear. The variable svi
indicates the presence of prostate cancer in the connective tissue around the
seminal vesicles and outside the prostate (Potter et al., 2000). Gleason scores
(‘gleason’) are obtained by a microscopic analysis of samples from a prostate
biopsy. The variable pgg45 gives the proportion of high-grade carcinoma (Gleason
4 or 5). The benign prostatic hyperplasia (lbph) is a noncancerous enlargement
of a prostate. Capsular penetration (lcp), finally, means that prostate cancer
cells have invaded through the prostate capsule (Pan, 2012). The goal is to find
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Table 7.2: Prostate Correlation Matrix

1.
2.
3.
4.
5.
6.
7.
8.

lcavol
svi
lweight
lbph
pgg45
gleason
lcp
age

svi

lweight

lbph

pgg45

gleason

lcp

age

.54
1

.28
.16
1

.03
-.09
.44
1

.43
.46
.11
.08
1

.43
.32
.06
.08
.75
1

.68
.67
.16
-.01
.63
.51
1

.22
.12
.35
.35
.28
.27
.13
1

Regressors are numbered from top to bottom based on the value of OLS applied to scaled data (see Table 7.1).

out which regressors are relevant for predicting PSA. I investigate this matter
by setting bR = ~0.
To analyze the relative influence of the eight regressors on PSA, I discuss
solutions paths which plot the regression parameters b that are associated with
different values of the tuning parameter λ. I have ordered the regressors in
Table 7.1 from the highest OLS estimate to the lowest. The relevance of each
⊗
regressors is quantified in the second to last column, labeled Rkk
. These values
sum to R2 = 0.66.
Figure 7.6 presents various solutions paths. In the top-left panel, Zellner’s
method just shrinks the data-optimized bOLS solutions linearly towards zero
with no regard for the relative importance of the regressors or for the crosscorrelations between regressors. With respect to 2ASTi in the top right panel,
note that λ = 0 results in the bOLS solutions of Table 7.1 being selected. This
means that the highest line is the log of cancer volume, lcavol. With the b2i
astimator, the degree of shrinkage of lcavol is quite close to being linear because
the R⊗ value of lcavol equals 0.42. The solution path that is related to a given
R⊗ value is presented in Figure 7.2.
The lower left panel again shows that ridge and Bayes make it difficult to
anticipate what degree of shrinkage towards zero is associated for a given value
of u. The astimated version of ridge regression, referred to as the b2a astimator,
makes the interpretation of λ straightforward and is presented in the lower right
corner of Figure 7.6. One can observe that it quickly promotes parameters to
have similar deviations from bR = ~0 (grouping). Since b2a specifies that all
⊗
regressors are of equal relevance (r2a,k
= R2 /K), the degree of shrinkage towards
zero is not based on the individual importance of regressors, but on the total R2
and the total number of parameters (K).
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Figure 7.6: Solutions Paths Prostate Data
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This figure shows solutions paths about the standardized prostate data. From top to
bottom at λ = 0, the regressors are lcavol (1), svi (2), lweight (3), lbph (4), pgg45 (5),
gleason (6), lcp (7), and age (8).
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Figure 7.7: Solutions Paths Prostate Data: b2AST c with cmin = 0.5
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This figure shows solutions paths of b2AST c with cmin = 0.5 applied to the standardized
prostate data. From top to bottom at λ = 0, the regressors are lcavol (1), svi (2), lweight
(3), lbph (4), pgg45 (5), gleason (6), lcp (7), and age (8).
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The b2c astimator only groups parameters together when the absolute crosscorrelation between the associated regressors exceeds the user-specified cmin = 0.5.
The correlation-adjusted contributions to R2 which b2c uses are reported in the
⊗
last column of Table 7.1 under r2c
. The log of cancer volume (lcavol) is again
identified as the foremost predictor of the level of prostate specific antigen. Four
out of eight predictors are revealed to barely contribute to the improvement of
the reference model’s accuracy. The table further indicates that the estimated
relevance of lcp increases after it is compensated for its high cross-correlation with
lcavol and svi. Figure 7.7 shows that lcp gets a more similar (squared) deviation
from bR as these regressors when λ increases. Meanwhile, the parameters of the
four irrelevant predictors are quickly shrunk towards zero.
Lastly, it should be pointed out that the choice of cmin is important in
determining the relevance that is assigned to a regressor. A cmin of 0.4 instead
of 0.5 would cause pgg45 to be compensated for its cross-correlations with the
first two regressors, for example. The development of a more data-dependent
choice of such a tuning parameter is left for future research.

Discussion †

7.5.

In this chapter, I attempted to improve upon Bayesian and frequentist methods by
giving the researcher more control over the first AST which penalizes deviations
from bR and the second AST which promotes grouping at the cost of in-sample
accuracy. The b2c astimator allows the researcher to influence the first AST
through λ and the second AST through cmin .
Relative simplicity was defined with an `2 norm and relative accuracy was
related to an R⊗ matrix, whose diagonal elements indicate the contribution of
each regressor to the R2 measure of fit. On a technical note, I might mention that
the off-diagonal elements of R⊗ can be interpreted as well. Define Rxx = corr(X)
and a vector of correlations ~rxy = [rx1 y rx2 y . . . rxK y ]0 . If bR = ~0, y is centered
−1 11
and X is standardized, it directly follows that R⊗ = ~rxy ~rxy0 Rxx
.
If we
assume that X is orthogonal (Rxx = IK ), then each element is just given by
⊗
Rk,l
= rxk y rxl y , the product of the regressors’ correlations with y.
In future research, astimators with an `1 norm might be developed, so that
exact subset selection can be performed. To help researchers in selecting λ,
techniques should be explored that make this choice of λ more dependent on the
11 For

that

R⊗

centered y and standardized data X, ~
rxy = √
0

=

√ (X y) 0
(N −1)(y y)

0

0

√ (X y) 0 (N
(N −1)(y y)

−

1)(X 0 X)−1

(X 0 y)
(N −1)(y 0 y)

=

and Rxx =

1
(X 0 X),
N −1

(X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 .

so
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data. The out-of-sample performances of the astimators ought to be assessed as
well.

8
Accuracy-Simplicity Tradeoffs and the Linear Regression Model: b12 Astimators
8.1.

Introduction 1

When choosing linear relations b between the dependent variable y and the
predictors X in the linear regression model, a researcher might want to restrain
the flexibility of data-optimized solutions. Her (or his) incentive for doing so
will be particularly strong when she has much confidence in the user-defined
reference parameters bR , or when the data set at hand is small, heterogeneous,
or multicollinear. At the cost of in-sample accuracy, data-optimized solutions
can be simplified by stimulating parameters to have the same values as bR or as
each other.
A linear regression astimator enables a researcher to control these accuracy
simplicity tradeoffs (‘AST’). With respect to the first AST, the tuning parameter
λ specifies what the minimum amount of shrinkage towards bR will be if regressors
are uncorrelated. A variable’s contribution to R2 accuracy determines to what
extent parameters are further shrunk towards bR . This stimulates subset selection,
in the sense that irrelevant regressors with a low contribution to R2 are barely
allowed to deviate from bR . In the second AST, parameters of highly correlated
regressors are grouped so that relevant regressors are not arbitrarily ignored. The
researcher can specify with cmin ∈ [0, 1] how high the absolute cross-correlation
must be for parameters to be grouped together.
In the previous chapter, I have developed astimators with an `2 norm that
either focus on subset selection, grouping, or both. The latter was called a b2c
astimator, where the ‘2’ refers to an `2 norm being used and the ‘c’ indicates that
1 This chapter attempts to follow the norms of science and is highly similar to Chapter 3
of my PhD thesis A Tradeoff in Econometrics.
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correlations are being accounted for. In this chapter, the same three variants
are investigated but now with an `1 norm. Methods with an `1 norm perform
exact subset selection, which means that parameters will be inactivated (exactly
equated to bR ) even before λ has reached it maximum value. Famous examples
are the adaptive lasso and the lasso.
One goal of the current chapter is to come to grips with the fickle behavior
of the `1 based estimators. The adaptive lasso and the lasso make it virtually
impossible to anticipate before the data is analyzed at which λ values parameters
will be added to the active set. I present their astimated versions and thereby
solve this issue. It is shown that the moment at which a parameter is allowed
to deviate from bR is directly related to its contribution to R2 accuracy when
regressors are uncorrelated. I also analyze the influence of cross-correlations on
subset selection and grouping. This discussion leads to the introduction of a b1c
astimator.
To further promote the grouping of parameters while performing exact subset
selection, one can also combine `1 and `2 norms. This is the basic idea behind the
well-known elastic net. Like the other benchmark methods, the elastic net does
not differentiate between high and low cross-correlations. As a result, it takes
too long for irrelevant regressors to be inactivated and for highly correlated and
relevant regressors to be grouped together. That is why a b12c astimator (with
an `1 and an `2 norm) is introduced, which does control both ASTs effectively.
Regarding the structure of this chapter, the next section introduces the `1
based benchmarks. I discuss the properties of their astimated analogues for
uncorrelated regressors in Section 8.3 and for correlated regressors in Section
8.4. Astimators that combine `1 and `2 norms are introduced in Section 8.5. I
examine the theoretical conjectures with a simulation study and an empirical
application in Section 8.6.

8.2.

Lasso, Adaptive Lasso, and the
Ela stic Net †

The linear regression model is given by
y = Xβ + ,
for an N × 1 dependent variable y, and N × K matrix of regressors X, a
K × 1 vector of coefficients β and an N × 1 vector of disturbances . The
index n = 1, 2, . . . , N is used to refer to individual observations and the index
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k = 1, 2, . . . , K marks individual regressors.
Tibshirani (1996) introduced an estimator of β called the ‘lasso’ (Least
Absolute Shrinkage/Selection Operator), that is closely related to ridge regression.
The difference is that absolute rather than squared deviations from the reference
parameters bR = ~0 are used in penalizing large b. The Lagrangian of the lasso is
K

Llasso =

X
1
(y − Xb)0 (y − Xb) + λ
|bk |,
2

(8.1)

k=1

whereby 12 is added for computational convenience. The lasso is an interesting
technique because it automatically performs subset selection by setting certain
parameters exactly equal to zero even when λ has not reached its maximum
value. Active parameters that are allowed to deviate from bR are denoted as bA ,
where the active set is defined as A = {k : bk =
6 bR , k = 1, 2, . . . , K}. Following a
suggestion by Tibshirani, the Bayesian lasso uses a conditional Laplace reference
distribution. Data must be standardized by centering y and by taking Z-scores
of X.
Among the many algorithms for solving the `1 based loss function are the
pathwise coordinate descent algorithm and the Least Angle Regression (‘LARS’)
(Efron et al., 2004, Osborne et al., 2000). The LARS procedure helps to interpret
lasso regression, because it shows that only those parameters are allowed to
deviate from bR = ~0 whose regressors have the largest correlation to the current
residual ỹ = (y − XA bA ). A LARS type algorithm has been developed whereby
the λ values of the turning points are identified, see Zou et al. (2007) and
Tibshirani jr (2011). Other than that a large λ ∈ [0, ∞) will shrink solutions
more strongly towards bR = ~0 than a small λ, the interpretation of this tuning
parameter has remained unclear. I have not come across procedures that allow
the researcher’s reference parameter bR to differ from zero.
Two well-known extensions to the lasso are the adaptive lasso and the elastic
net. Zou’s (2006) adaptive lasso adds a vector of weights ŵ to the penalty term,
K

Ladaptive

lasso

=

X
1
ŵk |bk |,
(y − Xb)0 (y − Xb) + λ
2
k=1

1
where ŵ can be given by ŵk = |bOLS,k
|γ for some γ > 0. I use γ = 1 for reasons
that will become apparent later. The estimator has ‘oracle properties’, meaning
that it asymptotically performs as well as if the true underlying submodel
were given in advance (Fan and Li, 2001). It has been remarked that lasso type
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estimators may have issues with highly correlated data. ‘In practice,’ write Wang
et al. (2011, pp. 471), ‘adaptive lasso suffers (sometimes more severely than
lasso) from the multicollinearity caused by large correlations among covariates
because OLS estimates are very unstable in this situation.’
To handle correlated regressors, many variations of the lasso have been
applied, like the random lasso (Wang et al., 2011), the group lasso (Yuan and
Lin, 2006), and the 1d fused lasso (Tibshirani et al., 2005). Here, I focus on the
well-known elastic net, which Hastie developed together with Zou in 2005. In
this variation, the penalty is a combination of `1 and `2 norms,
Lelastic

net

= (y − Xb)0 (y − Xb) + λ

K 
X
α
k=1

2


b2k + (1 − α)|bk | .

The formulation is based on Hastie et al. (2009, pp. 73). I have defined
parameter α such that the lasso is used when α = 0 and that ridge regression
is employed when α = 1. By choosing some intermediate value of α, one can
perform subset selection and stimulate the grouping of correlated regressors.
Lastly, I also refer to Zellner’s g-prior (1986), where the reference specifications β ∼ N(bR , gσ 2 (X 0 X)−1 ) and σ 2 ∝ σ12 result in a posterior mean
of
bZellner =
with g ∈ [0, ∞). Defining g =

1
g
bR +
bOLS ,
1+g
1+g

1−u
u ,

(8.2)

one gets

bZellner = u bR + (1 − u)bOLS ,
which makes it clear that Zellner’s estimator amounts to taking a weighted
average between bR and bOLS with weights of u ∈ [0, 1].
In the following, I further analyze the behavior of estimators that make
use of an `1 norm by rescaling the lasso, the adaptive lasso, and the elastic
net; and I propose a b12c astimator which combines an `1 and an `2 norm. I
argue, for example, that the fraction of a 12 in `1 based estimators is necessary
for interpretative purposes and that the adaptive lasso always suffers more
from multicollinearity than the lasso when it comes to discarding relevant but
correlated regressors. I also show that a regressor’s contribution to the R-squared
measure of fit plays a pivotal role, just like it did in the previous chapter.

b1 Astimators: Uncorrelated Data†

8.3.

117

b 1 Astimators: Uncorrelated
Data †

A generic formulation of an `1 based Lagrangian is given by
L1AST =

X
(y − Xb)0 (y − Xb)
|bk − bR,k |
+
2λk
,
(y − XbR )0 (y − XbR )
q1,k

(8.3)

k

for λ > 0. I discuss three variants of `1 based astimators. A b1i astimator
focuses on subset selection and results from defining q1i,k = |bOLS,k − bR,k | in
terms of individual (‘i’) deviances. Conditional on bR = ~0, the associated loss
1
function is a rescaled version of the adaptive lasso with weights ŵk = |bOLS,k
|.
As I discuss below, the second astimator stimulates grouping more strongly.
The loss function of this b1a astimator is obtained by taking an equal-weighted
P
1
average (‘a’) to define the index q1a,k = K
l |bOLS,l − bR,l |. The b1a astimator
is just a rescaled version of a more general blasso .
The b1i and b1a astimators are special cases of the third `1 based astimator,
b1c , which is designed to effectively perform subset selection and grouping by
controlling the effects of correlations (‘c’). The matrix Θ standardizes absolute
cross-correlations |corr(X)| by rescaling the columns to sum to one. If we define
P
θk as the k th column of Θ, then q1c,k becomes l θlk |bOLS,l −bR,l |. As I illustrate
below, the tuning parameter cmin equates absolute cross-correlations lower than
cmin to 0 in Θ, so that only highly correlated regressors are grouped together.
Analytic solutions are not available for `1 based loss functions, which is
why I first followed Friedman et al. (2007) in formulating a coordinate descent
algorithm, see Appendix B. Based on this exercise, I subsequently developed
Algorithm B.1 in Appendix B.2, which gives the entire solution path of `1 based
astimators for known λ without requiring that the reference coefficients bR are
equal to zero.
To explain how astimators perform subset selection, I have defined R2 ∈ [0, 1]
in the previous chapter as the relative improvement in accuracy of the dataoptimized results compared to the reference model. So,
R2 = 1 −

(y − Xb)0 (y − Xb)
,
(y − XbR )0 (y − XbR )

which equals 0 if there is no improvement over the reference model and 1 if the
data-optimized solutions have a perfect fit. When the data is standardized and
bR = ~0, this measure is equal to the original R2 ‘coefficient of determination’.
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The ‘R-outer’ matrix is given by
R⊗ = (X 0 ỹ0 )(X 0 ỹ0 )0 (X 0 X)−1 (ỹ00 ỹ0 )−1 ,
with ỹ0 = y − XbR . The matrix R⊗ helps to explain how astimators perform
subset selection by only allowing certain parameters to deviate from their
reference parameter.
In particular, the diagonal elements of R⊗ were shown to add up to R2 . In
⊗
this way, we can use Rkk
to quantify how much an individual deviation from
a reference hypothesis contributes to the overall improvement of the reference
⊗
model. If bR = ~0, Rkk
gives us a sense of how important each regressor is to R2 ,
although we do need to correct for cross-correlations to interpret the relevance
of individual regressors. Due to cross-correlations, the diagonal elements might
not lie between 0 and 1. For standardized data and bR = ~0, I defined the matrix
Rxx = corr(X) and a vector of correlations ~rxy = (rx1 y rx2 y . . . rxK y )0 to find
−1
that R⊗ = ~rxy ~rxy0 Rxx
. This allowed me to show that, when regressors are
⊗
orthostandard, the elements of Rk,l
can simply be written as rxk y rxl y , which is
the product between the regressors’ correlations with y.
The same situations are studied as in the previous chapters to describe how
accuracy and simplicity terms influence solution paths of `1 based astimators.
The current section expresses the astimators in terms of R⊗ for uncorrelated
regressors. I start with a single regressor and bR = 0 and I subsequently relax
these two assumptions. In the section that follows, b1 astimators are compared
under multiple correlated regressors. I finish by indicating how a LARS-type
algorithm must be adjusted when bR is allowed to deviate from zero. Any
remaining aspects are discussed in Appendix B.3. It is assumed throughout that
y is centered and X is standardized with Z-scores.
For a single regressor and bR = 0, one can use that the sign of b1AST is equal
to the sign of bOLS to get rid of the absolute signs in L1AST of equation (8.3).
The solutions for λ ∈ [0, 1] are then given by

b1AST =

(
(1 − λ/r⊗ )bOLS
0

if λ ≤ r⊗ ,
if λ > r⊗ ,

(8.4)

where r⊗ ∈ [0, 1] measures the degree to which x moves in the same (or opposite)
direction as y; see B.3.1.
From equation (8.4) it becomes evident once more that r⊗ affects the proportion with which bOLS is shrunk towards bR as λ increases. When r⊗ = 1,
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the solutions of b1AST are the same as Zellner’s g-prior with u = λ. It follows
that λ · 100% specifies in percentage terms what the minimal influence of bR is.
The moment that the regressor is activated is marked by λ = r⊗ . It should be
mentioned that if the true bR = 0 and  ∼ N(0, σ 2 IK ), one may expect that
b1AST activates the parameter on average at λ = N 1−1 . Under these conditions,
E(R2 ) =

K
N −1

with var(R2 ) =

2K(N −K+1)
N (N −1)2

for standardized data.2

Figure 8.1: Stylized Solutions of b2AST and b1AST with r⊗ = 0.5 and bOLS = 2
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This figure shows stylized solution paths for b2AST = (1+ r⊗ (1−λ)
)−1 bOLS and b1AST =

(1 − λ/r⊗ )bOLS 1λ≤r⊗ with bR = 0, bOLS = 2 and r⊗ = 0.5 or r⊗ = 1. The upper line
in each panel with r⊗ = 1 corresponds to bZellner .

To compare how the relevance of a regressor influences the degree of shrinkage
towards bR = 0 for `2 and `1 based astimators, Figure 8.1 is presented. Remember
λ
that b2AST = (1 + r⊗ (1−λ)
)−1 bOLS . I have specified that bOLS = 2 and that
⊗
r = 0.5 or 1. It can be observed that b2AST ≈ b1AST when λ is close to zero,
and this occurs because the tangent line (and first-order Taylor expansion) of
b2AST at the point λ = 0 is given by (1 − λ/r⊗ )bOLS = b1AST . As a result,
an irrelevant regressor with a low r⊗ is (approximately) equated to bR = 0 at
λ ≈ r⊗ for b2AST . The effect of r⊗ in b2AST abates as λ increases, as the current
example with r⊗ = 0.5 shows.
For b1AST in the right panel, a given increase in λ leads to a decrease in
2 See http://davegiles.blogspot.nl/2013/10/more-on-distribution-of-r-squared.html for a
small derivation.
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b1AST that remains directly proportional to r⊗ . As indicated on the horizontal
axis, b1AST is activated precisely when λ = r⊗ . A smaller angle between x and
y would have brought the astimated solutions closer to bZellner through a higher
r⊗ .
In the multivariate case, a decrease in λ causes an active b1AST,k parameter
0
0
to move linearly in the direction of its restricted bAOLS = (XA
XA )−1 (XA
y)
solution, where the subscript A selects rows and/or columns of active parameters.
This follows from minimizing L1AST for the active regressors. To get rid of the
absolute signs in L1AST , one can replace |bk − bR,k | by zk (bk − bR,k ); provided
that zk is −1 or +1 depending on whether (bk − bR ) is negative or positive. The
first-order conditions then lead to
0
0
b1AST,A (λ) = bAOLS − λ(XA
XA )−1 Q−1
1,A (y y)zA ,

bR = ~0,

(8.5)

where the diagonal matrix Q1 has diagonal elements of q1 . If we wish to use
b1AST,A (λ), we only need to check whether the sign of zk indeed corresponds to
that of (b1AST,k − bR,k ) for a given λ, and this will determine whether a regressor
is active or not.
For our current discussion about the role of accuracy and simplicity in relation
to b1i , b1a , and b1c , it is sufficient to focus on the moment that inactive regressors
become active. As a first step, we can further simplify the situation by assuming
that the standardized regressors are orthogonal and that bR = ~0. Starting with
a current λcur = ∞, so that all regressors are inactive, it can be shown that
regressor k is added to the active set at λ̂ =
max
λ̃k , where
k, 0≤λ̃k ≤λcur

λ̃k (zk ) =

zk (x0k y)(y 0 y)−1
,
Q−1
1,kk

k ∈ Ac , bR = ~0, ⊥ X.

(8.6)

In words, inactive regressor k is activated at λ̂ once its λ̃k is higher than the
others but below the current λcur value.
To begin with the adaptive lasso type b1i astimator, it can be remarked
that the individual simplicity measure Q1i,kk = |bOLS,k − bR,k | is barely affected
by other regressors. Even when regressors are correlated and bR 6= ~0, the first
⊗
moment that a regressor (xk ) is activated can be rewritten as λ̃k = Rkk
. If
~
bR = 0, its (initial) path is
(
b1AST i,k =

⊗
(1 − λ/Rkk
)bkOLS

0

⊗
if λ ≤ Rkk
and bR = ~0,
⊗
if λ > R and bR = ~0,
kk
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where bkOLS = (x0k xk )−1 x0k y, see B.3.2 in the Appendix. If a regressor is
completely uncorrelated with the active regressors, it will also be activated at
⊗
Rkk
and linearly move towards bkOLS . As is shown in B.3.1, this holds true
for bR =
6 ~0 as well. So, λ again determines the minimum influence of bR when
regressors are uncorrelated; and that influence increases to the extent that bR
is competitive to a data-optimized solution, as measured by the regressor’s
contribution to R2 accuracy.
Next, consider the astimated version of the lasso, which is the b1a astimator
P
1
with Q1a,kk = K
l |bOLS,l − bR,l |. Under orthogonality (we need not assume
that bR = ~0), each moment of activation occurs at
λ̃k =

K q
q X
rk⊗
rl⊗ ,

1
K

k ∈ Ac , ⊥ X,

(8.7)

l=1

1
see B.3.1. All parameters are activated at K
if we suppose that bR = ~0, that the
model has a perfect fit, and that each regressor k contributes equally (rk⊗ = 1/K).
If there is only a subset of KB parameters that are equally responsible for the
1
perfect fit, then this subset will be activated at K
as well, since λ̃k of a relevant
1 √1
1
1
regressor then equals K K KB √K = K . In general, equation (8.7) implies
B
B
that the addition of an irrelevant regressor will always have a negative impact
on the timing of when a relevant regressor is activated.
P
For the highlighted b1c astimator with Q1c,kk = l θlk |bOLS,l − bR,l | = q1c,k ,
orthogonal regressors are added to the active set at the moment that

λ̃k =

q

rk⊗

K
X

θlk

q

rl⊗ ,

k ∈ Ac , ⊥ X,

(8.8)

l=1

where bR need not be a zero vector, see B.3.1. Since θlk will be 1 at k and 0
otherwise (Θ = IK ) when regressors are uncorrelated, λ̃k = rk⊗ and b1c = b1i .
To anticipate the behavior of b1c in the case of correlated regressors, let
us assume that there are K = 4 uncorrelated regressors and that we want to
stimulate the first two parameters to have a similar deviation from bR = ~0 via


1/2

1/2

 1/2

Θ=
 0
0

1/2

The first column θ1 = [ 12

1
2

0
0

0
0
1
0

0
0
0
1




.


0 0]0 implies that the relative simplicity index of x1
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becomes q1c,1 = 12 |bOLS,1 | + 12 |bOLS,2 |; and since the second column is the same,
q1c,2 = q1c,1 . Equation (8.8) subsequently shows that b1 and b2 will be activated
2
at a λ̃k value that is
qcloser to their average contribution to R , since λ̃1 will
then equal 21 r1⊗ +

8.4.

1
2

r1⊗ r2⊗ instead of r1⊗ .

b 1 Astimators: Correlated Data †

Next, I study what happens when we relax the assumption that regressors are
0
uncorrelated, so that x0k XA (XA
XA )−1 can be different from zero. The expression
for λ̃k , which dictates when a regressor is activated, is then given by


zk x0k y − XA bAOLS (y 0 y)−1
λ̃k (zk ) = −1
,
k ∈ Ac , bR = ~0. (8.9)
0 X )−1 Q−1 z
Q1,kk − zk x0k XA (XA
A
1,A A
The numerator of λ̃k tells us how much xk moves in the same (or opposite)
direction as y once the explanatory potential of the active regressors XA bAOLS
has been deducted.3 The smaller the absolute correlation between xk and
this unexplained part of y, the larger λ̃k , and the sooner xk is activated. A
conspicuous problem is that an inactive regressor that is highly correlated with
active regressors will have little to add to the unexplained potential of y even
though it will be nearly as relevant as these active regressors.
The denominator of λ̃k helps to deal with this issue, because λ̃k increases
the more xk is correlated with XA . More specifically, the denominator of λ̃k
−1
becomes smaller when Q−1
1,kk is reduced by the diagonal elements of Q1A , and
this occurs to the extent that xk is correlated with the active regressors through
0
x0k XA (XA
XA )−1 . So, a small denominator with high correlations between xk
and XA brings the moment λ̃k closer that regressor k is activated.
With these correlations in mind, the differences between an average and an
individual simplicity measure can be further examined through equation (8.9).
The diagonal elements of Q−1
1a all have the same value by definition, so that
Q−1
will
be
compensated
greatly
by those Q−1
1a,A with which it is correlated.
1a,kk
When the individual simplicity index of b1i is used, on the other hand, a given
deviation from bR,k = 0 is penalized less for a relevant regressor with a large
|bOLS,k |, because its Q−1
1,kk = 1/|bOLS,k | is smaller. As a result, the diagonal
elements of the active Q−1
1i,A will generally be smaller than those of the inactive
−1
Q−1
.
The
amount
with
which Q−1
1i,kk
1i,kk is lessened by Q1i,A thereby decreases, so
3 As

0 X )−1 X 0 y.
a reminder, bAOLS = (XA
A
A
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that regressor k will be added at a much lower λ̃k even though it might correlate
just a bit less with y than the active regressors.
This tendency of the b1i astimator to ignore relevant regressors might be a
disadvantage when regressors are highly correlated, but b1i also ensures that
irrelevant regressors are inactivated at a low λ already. The b1a astimator, by
contrast, compensates irrelevant regressors too liberally, which in turn delays
the grouping effect of relevant parameters.
To gain more control over the influence of cross-correlations, one can use a b1c
P
−1
k
astimator, where Q−1
. Remember that absolute
l θl |bOLS,l − bR,l |
1c,kk =
cross-correlations lower than cmin ∈ [0, 1] can be set to zero when computing the
standardized correlation matrix Θ. If cmin = 0, the smallest of cross-correlations
are of influence in choosing bk . When all of the absolute cross-correlations
are below cmin , b2c is the same as b1i . In the intermediate case, Q1c,kk of a
relevant regressor is unaffected by an irrelevant regressor with which it is barely
correlated.
To derive asymptotic correctness for the lasso it is often assumed that
0
maxc ||x0k XA (XA
XA )−1 ||1 are small so that irrelevant regressors do not influence
k∈A

the relevant ones too much (Hastie et al., 2009, pp. 91). With b1c , I impose that
small cross-correlations scarcely influence λ̃k , because poor regressors will have
a much smaller Q1c,kk .
In Appendix B.2, a computationally efficient procedure is derived for determining the moments that parameters are activated or inactivated, whereby bR,k
is also allowed to deviate from zero. In relation to LARS, I show under these
more general conditions that the regressor is added to the active set which has the
largest correlation to the current residual of (y − XA bA − X¬A bR,¬A ); and that
0
0
the solutions move in the direction of b̃AOLS,k = (XA
XA )−1 (XA
(y −X¬A bR,¬A )).
To speed up LARS type algorithms that have been proposed before in the literature, the appendix also discusses in which cases and in which manner the
moment should be computed that active regressors become inactive.
Finally, I specify the range over which λ is defined. As aforesaid, the diagonal
elements of R⊗ can easily be smaller than 0 when regressors are correlated; and
in more unusual circumstances, they can be larger than 1. The only restriction
that always holds is that the trace of R⊗ equals R2 . Having just shown that the
⊗
first regressor is activated at the largest Rkk
for b1i , this means that λ need not
lie below 1 for an `1 based astimator. Combining an `1 norm with an `2 norm
enforces that λ ∈ [0, 1].
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The elastic net combines ridge regression and the lasso, because ridge regression
has a [stronger] tendency to assign a similar coefficient to highly correlated
regressors and the lasso has the advantage of performing exact subset selection.
The astimated versions of the ridge and lasso loss functions are L2AST a and
L1AST a , respectively. I now take a weighted average between the latter two loss
functions to obtain
(y − Xb)0 (y − Xb)
+ ...
(y − XbR )0 (y − XbR )
K 

X
α
(bk − bR,k )2
|bk − bR,k |
P
P
...λ
,
+
2(1
−
α)
1
1
2
1−λ K
l (bOLS,l − bR,l )
l |bOLS,l − bR,l |
K
k=1

L12AST a =

where α ∈ [0, 1] determines the weight that is assigned to the `2 norm (α → 1)
relative to the `1 norm (α → 0). For α > 0, bk will move towards bR,k as λ → 1,
so that 0 ≤ λ ≤ 1 once more.
There are two important differences between the b12a astimator and the b2c
astimator of the previous chapter. First, the former combines two loss functions
that are both defined in terms of an average simplicity measure (L2AST a and
L1AST a ), while b2c combines L2AST a with L2AST i . As I have just explained, loss
functions with an average simplicity measure will not stimulate subset selection
as effectively as an individual simplicity measure does.
Second, it remains obscure in b12a how the tuning parameter α affects the
manner in which correlated and irrelevant regressors are dealt with. An α of 0.75,
say, does not even mean that alterations in b will for 75% be due to an `2 norm
and for 25% to an `1 norm. What does α = 0.75 imply in terms of the degree to
which regressors receive a similar parameter value? How do cross-correlations
between regressors affect such an inclination? Moreover, it may be preferable
to inactive irrelevant regressors as soon as possible and to only group highly
correlated regressors.
In short, I expect that the b2c astimator gives a better control over subset
selection and grouping than b12a . The exact subset selection of the latter
astimator is a noteworthy aspect, but it comes with a price of solutions having
to be approximated with a coordinate descent algorithm. The b2c astimator has
the distinct advantage of offering straightforward analytic solutions.
If a researcher is keen on performing exact subset selection, then she (or he)
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can use
(y − Xb)0 (y − Xb)
+ ...
(y − XbR )0 (y − XbR )
K 

X
|bk − bR,k |
α
(b − bR,k )2
P kk
P
+
2(1
−
α)
,
...λ
k
1 − λ l θl (bOLS,l − bR,l )2
l θl |bOLS,l − bR,l |
k=1

L12AST c =

(8.10)
so that the b2c astimator is combined with a b1c astimator. The b2c astimator
will emphasize grouping more strongly (even when Θ is defined as IK ), whereas
the b1c astimator makes it easier to identify and avoid irrelevant deviations from
bR . So, when cross-correlations are high, an α close to 1 may be more optimal,
and when cross-correlations are low, an α near 0 could be preferable.
Having studied differences between `1 based astimators theoretically, I now
continue to illustrate their behavior with a simulated data set and an empirical
application.

8.6.

Illustrating the Influence of
Tuning Parameters

8.6.1. Simulation Studies
In the theoretical sections above, I started out by presenting three benchmark
methods with an `1 norm, namely the adaptive lasso, the lasso, and the elastic
net. Subsequently, the astimated versions of the adaptive lasso (b1AST i ) and the
lasso (b1AST a ) were introduced, which enabled us to study their properties. The
former has a strong focus on subset selection and the latter promotes grouping
more vehemently. This analysis led to the introduction of the b1c astimator,
which performs both subset and grouping effectively. The elastic net combines
the `2 norm of the ridge estimator with the `1 norm of the lasso; and its astimated
version is b12AST a . As a final alternative, I have proposed b12AST c , whereby
parameters can be equated exactly to their reference parameter before λ has
reached its maximum value (exact subset selection), while the grouping effect
could be intensified.
To illustrate the postulated influence of tuning parameters on the astimated
solutions, I now turn to the same simulation exercise that I have used in the
previous chapters, whereby there are two relevant and highly correlated regressors
and two irrelevant and uncorrelated regressors. The reference parameters are
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defined as bR = ~0. The data-optimized OLS solutions improve the accuracy of
the reference model by R2 = 0.97. The individual contributions to R2 accuracy
are given by the diagonal elements of R⊗ , which are [0.56 0.40 0.02 −0.00]0 .
Finally, the cross-correlation between x1 and x2 is 0.94.
Figure 8.2 gives solution paths for this data, whereby the regressors are
standardized with Z-scores and the dependent variable is centered. The top
panels present the adaptive lasso and its astimated analogue b1AST i . The only
difference between these methods is the tuning parameter λ. Focusing on the
astimated version, parameter b1 is activated (allowed to deviate from bR,1 = 0)
⊗
precisely at λ = R1,1
= 0.56. Since the first two regressors are highly correlated,
x2 has little to add to the accuracy of the model once x1 has been included. For
this reason, b1AST i only allows the second regressor to deviate from zero once
λ = 0.07, even though x2 is about just as relevant as x1 in predicting y.
The middle two panels of Figure 7.3 show the lasso and its astimated
version b1AST a . In line with the theory above, it takes longer for the lasso
type astimator to ignore irrelevant regressors than for the adaptive lasso type
astimator. Although the lasso type astimator does not isolate a single member
from a group of correlated regressors, it does delay the moment that the relevant
regressors are activated considerably when irrelevant regressors are included.
Since R2 = 0.97 is nearly perfect, the first two parameters are both activated at
around λ ≈ 1/K = 0.25 (as predicted above).
The elastic net in the lower left panel of Figure 8.3 has the nice property
that the first two parameters are joint together with an `2 norm while exact
subset selection is performed with an `1 norm. I have used α = 0.5, which means,
roughly, that an equal weight is given to the `1 and `2 norm. In comparing
the elastic net to the (adaptive) lasso, one can observe that it takes longer for
the irrelevant regressors to be inactivated, which shows that subset selection is
unnecessarily affected by a general tendency to shrink parameters to a similar
value. It also takes quite a while for b1 and b2 to receive a similar value.
The b1AST c solutions in the lower right panel encourages grouping if the
absolute cross-correlation exceeds cmin = 0.5. Unlike b1AST a , it deletes irrelevant
regressors from the active set as quickly as b1AST i . In contrast to the latter
astimator, b1AST c does not merely focus on a single regressor out of a group
of correlated regressors. Parameters b1 and b2 are activated at 0.48 and 0.36,
which is quite close to their average contribution to the fit of the model. To
make the grouping of the first two parameters as strong as in b1AST a , one could
equate absolute correlations exceeding cmin to 1 before calculating Θ.
Next, Figure 8.3 presents the solutions of b12AST a and b12AST c . Their tuning
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Figure 8.2: Solution Paths b1
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This figure shows solution paths for the benchmark estimators on the left hand side
and `1 based astimators on the right hand side, with the selected coefficients on the
vertical axis and the tuning parameter on the horizontal axis. The λ tuning parameter is
occasionally defined in terms of a function of u for ease of display. Data (N = 20) are
simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and Σ = I except
for Σ{2,1},{1,2} = 0.9. Prediction model: ŷ = Xb, whereby bR = [0 0 0 0]0 .
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Figure 8.3: Solution Paths b12
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This figure shows solution paths of astimators that combine `1 and `2 norms. Data
(N = 20) are simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1), X ∼ N(0, Σ), and
Σ = I except for Σ{2,1},{1,2} = 0.9. Prediction model: ŷ = Xb, whereby bR = [0 0 0 0]0 .

parameter α, which determines the influence of the `2 norm relative to the `1
norm, is specified as α = 0.5. The b12AST a solutions are closely associated with
the elastic net. Unlike b12AST a , b12AST c deactivates irrelevant regressors at a
low λ while it slowly shrinks the relevant regressors towards 0. In this example,
the b12AST c solutions are highly similar to b2AST c of the previous chapter. The
main difference is that b3 and b4 are exactly equated to zero for most values of
λ, rather than approximately.

8.6.2. Case Study: Diabetes
Finally, I discuss a well known empirical case study about N = 442 diabetes
patients (Efron et al., 2004). In this application, a measure of how the disease
progressed one year after a baseline is regressed on K = 10 baseline variables.
The explanatory variables are age, sex, body mass index (‘BMI’), average blood
pressure (‘BP’) and six blood serum measurements (‘S1 ’, ‘S2 ’,. . . ). This case
study is typically used to illustrate that the lasso can deactivate formerly active
parameters as λ decreases.
Such behavior can also be observed in the top panel of Figure 8.4, where
b1c with cmin = 0 is plotted against the turning points of when regressors are
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Figure 8.4: b1c Astimation with Diabetes
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This figure illustrates how b1c of equation (8.3) selects parameters of the diabetes case
study. Panel i uses cmin = 0 and plots the coefficients against the turning points of when
regressors are activated or deactivated. Regressor ‘S3’ is compensated here for having
correlations (which are below 0.5) with the first three parameters that were activated.
Panel ii is different from panel i in that cmin = 0.5, so that ‘S3’ is no longer compensated
for its correlations with the first three regressors. Panel iii uses cmin = 0.5 like panel
ii, but plots the coefficients against λ, which enables one to infer the contribution of a
regressor to the fit of the model.
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Table 8.1: Description Regressors Diabetes

S3
⊗
Rkk

x1
S5

x2
BMI

x3
BP

x4
S3

x5
S1

x6
sex

x7
S6

x8
S4

x9
S2

x10
age

-.40
.26

-.37
.19

-.18
.09

1
-.02

.05
-.10

-.38
-.01

-.27
.02

-.74
.05

-.20
.05

-.08
-.00

This table presents the diagonal R⊗ values of the regressors of the diabetes data as well as the cross-correlations
with the third blood serum measurement S3 . Regressors are enlisted in the order of when they are first added
to the active set by b1c with cmin = 0 in the top panel of Figure 8.4.

(de-)activated. The parameter of the third blood serum measurement S3 is added
to the active set at the fourth turning point, later deactivated at the eleventh
turning point, and activated once more at the twelfth turning point. To explain
why that happens, Table 8.1 presents cross-correlations with S3 , whereby the
regressors are sorted in the order of when they are first added to the active set
by b1c with cmin = 0. S3 is activated quite early, because it is compensated for
having correlations of -0.40 and -0.37 with the first two regressors. The change
in sign after the moment that S3 is activated results from the fact that regressors
are later added with which S3 is highly correlated.
The b1c astimator enables the researcher to control such influences of crosscorrelations on the grouping of parameters. By setting the minimum crosscorrelation to be cmin = 0.5, the variable S3 receives no compensation for its
cross-correlations with the first two regressors and is only activated at the ninth
turning point. This is shown in the middle panel of Figure 8.4. Note that this
panel does not indicate how the moment of activation of a regressor is related
to its contribution to in-sample accuracy.
Astimators also make it easier to anticipate and interpret at which values of
λ regressors are activated. This is illustrated in the bottom panel of Figure 8.4,
where b1c with cmin = 0.5 is now plotted against λ. The moment of activation
is closely related to the diagonal elements of R⊗ . These values are presented
in the bottom row of Table 8.1 and add up to R2 = 0.52. The first regressor is
activated at λ = 0.21 instead of 0.26, for example, due to its correlations with
S1 and S4 . After compensating for high-cross correlations with an `1 norm, it
becomes clear that the fifth blood serum and the body mass index account for
the lion’s share of the model’s in-sample accuracy.
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8.7.

131

Discussion

For Bayesian and frequentist estimators it is nearly impossible to anticipate
and influence how reference hypotheses are balanced with data-optimized solutions. Through the tuning parameter λ, astimators enable a straightforward
interpretation of the moment that coefficients deviate from bR . The benchmark
estimators also have difficulties in controlling the second AST, where the simplicity of grouping parameters is promoted at the expense of in-sample accuracy.
The reason is that these methods do not differentiate between high and low
cross-correlations. The b1c and b12c astimators do allow a researcher to exercise
control over the second AST through cmin .
Now that the interpretation of λ has become clear, it ought to be investigated
how a researcher’s estimate of λ can be made more dependent on the data. The
out-of-sample performances of the different estimators and astimators should
also be compared.

9
Accuracy-Simplicity Tradeoffs and the Selection of
Tuning Parameters
9.1.

Introduction 1

In the preceding two chapters, I have argued that the choice of linear regression
coefficients entails two instances of an Accuracy-Simplicity Tradeoff. Unrestricted
data-optimization is penalized in the first AST with the simplicity of the reference
parameters bR and in the second AST with the simplicity of grouping parameters
together.
In this chapter I compare the out-of-sample forecasting performances of the
different estimators and astimators. Before doing so, I need to discuss how
the tuning parameter λ can be selected. Astimators already make it easier to
anticipate how λ affects a coefficient’s degree of shrinkage towards bR , because
λ represents the minimum degree of shrinkage towards bR if regressors are
uncorrelated.
The choice of λ could still be complicated because it can be influenced by
many factors, such as previous performances of a certain hypothesis or the
sample size of the current data set. If the goal of a researcher is mostly to group
highly correlated regressors together and to delete variables that are irrelevant
to the data generating process, then a value of λ close to zero might do.
To make the choice of λ more dependent on the data, one can make use of
cross-validation and information criteria. With regard to cross-validation, I show
that a researcher can specify a reference choice of λ that she can subsequently
update through cross-validation. Information criteria are heuristics that minimize
over a model’s effective number of parameters (K) in maximizing over in-sample
1 Chapter 4 of my PhD thesis A Tradeoff in Econometrics does not contain Section 9.7,
but is otherwise highly similar to this chapter which attempts to follow the norms of science.
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accuracy. The main procedures for measuring K are to count the number of
included regressors or to compute the effective degrees of freedom. It is explained
below why they have both become disputed. As an alternative, I propose to use
the relative simplicity measure of an astimator as its measure for K.
For both techniques the researcher has to define a set of candidate λ values
from which the optimal one is chosen. When `2 estimators are used, this set
often has to be manually adjusted a posteriori (Friedman et al., 2010, pp. 17).
The astimated versions solve this problem in defining candidate λ values, because
they make the effect of λ easier to anticipate.
The remainder of this chapter is set out as follows. After a short overview
of astimators in Section 9.2, it is discussed in Section 9.3 how λ can be astimated through cross-validation. Turning to information criteria, I introduce a
new approach to measuring the effective number of parameters in Section 9.4.
Hypotheses about the performance of the different estimators and astimators
are presented in Section 9.5. These hypotheses are evaluated with simulation
studies in Section 9.6 and with an empirical application about prostate data in
Section 9.7.

9.2.

Recap of Linear Regression
Astimators †

A linear regression astimator minimizes the following loss function
LAST = relative accuracy + f (λ) · relative simplicity.
In this way, it balances between relative accuracy and relative simplicity with
f (λ), which is a function of the penalty parameter λ. The accuracy of the
data-optimized parameters (b) relative to the reference setup (bR ) is defined as
relative accuracy =

(y − Xb)0 (y − Xb)
= 1 − R2 .
(y − XbR )0 (y − XbR )

All of the above astimators use the same measure of relative accuracy. Please
remember that Xn,k refers to observation n of the k th regressor, where n =
1, 2, . . . , N and k = 1, 2, . . . , K.
Table 9.1 gives an overview of the alternative simplicity measures that have
been studied. Relative simplicity is computed by comparing the deviation of
bR from b to the deviation of bR from the data-optimized OLS solutions. The
deviation can be measured with an `2 norm (p = 2), an `1 (p = 1) norm, or
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Table 9.1: Overview Astimators

astimator

relative simplicity

bpAST i
(i: individual
deviations)

P

bpAST a
(a: average
deviations)

P

bpAST c
(c: correlations
managed)

P

tuning parameter

description

bR

reference parameters of the linear regression model
whereby bR = [bR,1 bR,2 . . . bR,K ]0

λ

penalty term for deviating from bR

Θ

K × K matrix of absolute cross-correlations that are
normalized so that the columns θk sum to 1

cmin ∈ [0, 1]

absolute cross-correlations below cmin are equated to
zero when computing Θ

α ∈ [0, 1]

degree with which an `1 norm (α = 0) or an `2 norm
(α = 1) is emphasized in b12AST c , b12AST a , and the
elastic net

|bk −bR,k |p
k |bOLS,k −bR,k |p

p

k

k

1
K

P|bk −bR,k |
l

P
l

characteristic (assoc. bench.)

subset selection (adaptive lasso)

grouping (lasso, ridge/Bayes)

|bOLS,l −bR,l |p

|bk −bR,k |p
θlk |bOLS,l −bR,l |p

subset selection and grouping

This table presents the simplicity measures that are used in astimators with loss
functions L = relative accuracy + f (λ) · relative simplicity. The power ‘p’ in bpi ,
P
PK
bpa , and bpc is either 1 or 2. The sum
corresponds to
and the sum
k
k=1
P
PK
to
.
l
l=1
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both. Note that the resulting astimators only vary in two dimensions. The first
dimension is about the extent to which exact or approximate subset selection
is performed through an `1 norm (α = 0) or an `2 norm (α = 1). The second
dimension specifies whether a parameter bk is influenced by deviations from
bR of other parameters than bk , through an average (a), individual (i), or a
correlation-based (c) simplicity measure. Pivotal to the second dimension is Θ,
which is a K × K matrix of absolute cross-correlations whereby the columns θk
are made to sum to 1. The researcher can specify that cross-correlations lower
than cmin are equated to 0 in Θ, so that parameters are only grouped together
if their cross-correlations are high.
The b2AST c and b1AST c astimators were highlighted in the previous chapters,
because they were constructed to effectively combine subset selection and grouping by taking account of cross-correlations. One special case of bpAST c occurs
when cmin = 1, which implies that the penalty of each parameter is independent
of the other parameters (bpAST i ). For p = 1, this leads to an astimated version
of the adaptive lasso (b1AST i ). Another special case is that all Θ values equal
1
K , so that a given deviation from bR is penalized by the same amount for
each parameter. Astimated analogues of ridge regression (b2AST a ) and the lasso
(b1AST a ) can be obtained in this way.
The most general loss function of an astimator results from making the choice
between an `1 and an `2 norm more gradual through α ∈ [0, 1]. The elastic
net combines lasso and ridge regression and is closely associated with a b12a
astimator. A b12c astimator was introduced in equation (8.10) to differentiate
between high and low cross-correlations. I now discuss how the choice of tuning
parameters such as λ, α, and cmin can be made more dependent on the data.

9.3.

Astimating λ Through
Cross-Validation †

Cross-validation is a well known technique for choosing configurations like λ, α,
and cmin . In cross-validation, the sample is split into a training sample and a
validation sample. The model is estimated with a training sample and these
estimates are used to ‘predict’ the outcomes of the validation sample. By varying
the choice of a tuning parameters, one can select the set of configurations that
leads to the best pseudo-out-of-sample forecasts. In 10-fold cross-validation,
the sample is randomly assigned to 10 folds. For each f = 1, 2, . . . , 10, fold
f is subsequently predicted using the other folds, so that each observation is
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predicted once.
One disadvantage of cross-validation is that there could still be quite some
variability (uncertainty) in the data-optimized choice of the tuning parameter,
particularly when the sample size is small. Based on previous experience or some
other reason, a researcher might have good grounds for having a certain degree
of confidence in his reference choice of λR . To come to grips with the uncertainty
of cross-validation, a tuning parameter γ can be introduced to determine how
large a relative increase in accuracy must be to justify a relative deviation from
a researcher’s hyperparameter λR . I use the Mean Squared Forecasting Errors
(‘MSFE’) to measure pseudo prediction accuracy.2 The MSFE computes the
average squared deviation between the fitted ŷn and the observed yn :
M SF E =

N
1 X
(ŷi,n − yn )2 .
N n=1

(9.1)

The loss function for astimating λ through cross-validation is
Lλi =

(λi − λR )2
γ
MSFE(bλi )
.
+
MSFE(bλR ) 1 − γ max{λ2R , (1 − λR )2 }

(9.2)

This function balances relative accuracy and relative simplicity with γ. The
denominator of the relative simplicity term selects the maximum of (0 − λR )2
and (1 − λ2R ) to ensure that it corresponds to the maximum possible deviation
from the reference λR .
I give two examples of how λ can be astimated. First, one can think of the
stylized fact that an equally weighted combination of forecasts is hard to beat
1
(Bates and Granger, 1969, Smith and Wallis, 2009). This means that bR,k = K
is a strong reference parameter in a forecasting combination exercise. Lλi could
then be configured with λR = 1 and γ = 0.5, so that the cross-validated accuracy
only has an influence of 50% relative to the simplicity of λR = 1.
As a second example, it might be expected that the cross-validated choice of λ
becomes more volatile when the sample size is as small as N = 10, say. With such
a small sample size, leaving out a fold of observations can have large effects on
P
the denominator of the relative simplicity term, q1c = l θlk |bOLS,l − bR,l |1 (and
q2c ), which depends on the estimated bOLS and the estimated cross-correlations.
Similar problems may occur for the adaptive lasso, incidentally, where |bk | in the
penalty term is divided by |bOLS,k |. Due to the variations caused be excluding a
2 Since all observations are computed exactly one time in the 10-fold CV procedure above,
I just compute the MSFE in one go, rather than taking an average over the MSFE scores for
each fold.
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fold of observations, deviations from bR can be penalized too severely (Hastie
et al., 2009, pp. 243). Using that irrelevant parameters will be inactivated at
a low λ, one can restrain the size of the cross-validated λ values by defining
λR = 0. The tuning parameter can then be astimated with a great degree of
confidence of γ = 0.9 or 0.99.
To apply cross-validation, one needs to define a candidate set of λ values from
which the optimal one is selected, and this has particularly caused trouble for
`2 based estimators (e.g. ridge regression), where readjustments are frequently
required. Astimators help to solve this issue, because they make it is easier to
anticipate at which values of λ irrelevant regressors will be inactivated. It should
be noted that an `1 norm may activate the first parameter at a λmax that is smaller
(or bigger) than 1.3 The moment that irrelevant parameters are (approximately)
equated to bR = ~0 has been shown to be determined by the diagonal elements
of R⊗ = (X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 . Since an irrelevant regressor with a low
R⊗ will be inactivated at a low λ, the candidate configurations had best grow
exponentially from 0 to λmax .
Accordingly, I define P = 101 candidate λ values with
λcand = mg p − m,

(9.3)

+m 1/(P −1)
where m = 10−4 , g = ( λmax
)
, and p = 0, 1, . . . , P − 1. Note that
m
0
mg − m = 0 and that the choice of g follows from solving mg P −1 − m = λmax .
The smaller m, the smaller the initial increase in candidate λ values. If moments
of (de-)activation are exactly calculated for `1 based astimators, then I include
these in the candidate set of λ values and adjust P in equation (9.3), so that
the set still contains 101 members.
For the original `1 based estimators it is also exploited that λmax can be
computed. Following the Matlab lasso (2016) package, I define



λcand = exp log(λmin : st : log(λmax ) ,
with λmin = mλmax and st = (log(λmax ) − log(λmin ))/(Nλ − 1). The notation
a : st : b means from a to b with steps of st. Once λcand is computed, I replace
the first element of λcand by 0 to ensure that bOLS is one of the candidate
solutions as well. The advantage of equation (9.3) is that it leads to a more
gradual increase from bR = ~0. The optimal λ value for ridge regression is selected
from λ = 10u with u ∈ [−5, 5]. For all techniques I set b = bR when λ = 1.
3 λ̄

12AST,k

in equation (B.9) can be used to locate λmax if α < 1.
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Lastly, the set of candidate cmin values is defined as {0, 0.1, 0.2, . . . , 1}. The
actual number of unique evaluations for cmin is typically smaller, because Θ
might for instance be exactly the same for cmin = 0.4 or 0.7 when there are no
absolute cross-correlation between 0.4 and 0.7 in the sample. The α of b12a and
the elastic net is selected from {0, 0.1, 0.2, . . . , 1}. The b12c astimator requires
one to specify three configurations (λ, α, and cmin ). To reduce computational
costs, I choose α from {0, 0.25, 0.5, 0.75, 1}. Note that cmin and α could also
be astimated through equation (9.2) by specifying the reference parameters
cmin,R = 0.5 and αR = 0.5. One can also increase or decrease αR depending on
whether cross-correlations are high or not.

9.4.

Information Criteria †

An information criterion is a faster method for choosing λ than cross-validation
and it does not depend on the way that observations are assigned to different
folds. A popular Bayesian IC was introduced by Schwarz (1978),
BIC = log

i log N
h1
(y − Xb)0 (y − Xb) +
K.
N
N

Observe that an IC balances the fit of a model with the number of effective
parameters K based on the sample size N . To penalize the inclusion of additional
parameters, one selects the candidate b with the lowest IC value. The main
difficulty is that one has to specify what the effective number of parameters K
is. In this section, I critically discuss the two available methods for measuring
K and propose a convenient alternative.

9.4.1. Counting the Number of Included Parameters
In discrete subset selection procedures, a regressor is either included unrestrictedly or excluded altogether. When an IC is applied to determine the best subset
of regressors, K has typically been measured by simply counting the number
of active parameters KA in the candidate models. KA = 2 if there are two
regressors in the subset, for example. Note that this measure of the effective
number of parameters is only influenced by whether a regressor deviates from bR
(the first AST), while no corrections are made for parameters of highly correlated
regressors being grouped together (second AST).
To compare different ways of measuring K, it is convenient to have a gradual
version of KA that can be applied to shrinkage methods. To this end, one can

140

ASTs and the Selection of Tuning Parameters

calculate what the parameter estimate bλ,k would have been if it were possible
to freely optimize over the data conditional on the other parameters (¬k) being
equal to bλ,¬k for a given value of λ. Treating X¬k bλ,¬k as fixed, we can regress
y − X¬k bλ,¬k on xk to get


b̃rOLS,k = (x0k xk )−1 x0k (y − X¬k bλ,¬k ) .
It follows that parameter k is free conditional on X¬k bλ,¬k if bk = b̃rOLS,k .
The extent to which a given parameter is data-optimized is then given by
|bk −bR,k |
, so that a tentative measure for K becomes
|b̃
−b
|
rOLS,k

R,k

Kˆ1ir =

K
X

|bk − bR,k |
.
|
b̃
− bR,k |
k=1 rOLS,k

(9.4)

The subscript ‘1ir’ says that an `1 norm is used to measure individual deviances
between bR,k and the restricted b̃rOLS,k solutions.
For many estimation procedures, the solution bk will always lie between bR,k
and b̃rOLS,k . The conditions are a special case of those delineating whether a
coordinate descent algorithm will optimize over a loss function, see equation
(B.7) in Appendix B. The first condition is that the accuracy measure must be
defined in terms of the convex and differentiable sum of squared residuals, which
results in OLS solutions.4 The second condition is that the (convex) penalty
term must be separable into a sum of functions of each individual regression
parameter. Of all the estimators and astimators that have been presented in the
previous chapters, only Zellner’s g-prior does not meet the latter requirement.
For the other techniques, the contribution of parameter k to Kˆ1ir always lies
between 0 and 1; and 0 ≤ Kˆ1ir ≤ K.5 If, for example, 3 out of 5 parameters
are equal to their reference parameter and the other two are unpenalized, then
Kˆ1ir = 2 again.

9.4.2. Degrees of Freedom
The Kˆ1ir measure generalizes a common usage of equating K to the discrete
number of included parameters KA , by allowing parameters to be partially
4 This condition can be generalized to any convex and differentiable loss function if b
rOLS
in equation (9.4) is replaced by some brOP T that optimizes over the accuracy of such a loss
function.
5 For the most general of astimators b
12AST c , equation (B.8) shows that b̃k moves from
bR,k to b̃OLS,k if λk were to decrease towards 0.
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included and bR to be different from zero. Nevertheless, it goes against decades
of research which emphasizes that the number of ‘degrees of freedom’ of a
regression model does not equal the number of included parameters when a
data-optimized selection procedure is performed. Although the chosen model of
a discrete subset selection procedure has KA parameters, Hastie et al. (2009, pp.
77) feel that ‘in some sense’ we have used up more than KA degrees of freedom
here.
Accordingly, Mallows (1973) and Stein (1981) already developed a covariance
penalty based on asymptotic reasoning, see Efron (2004) for a discussion. The
basic idea is that the covariance between the estimated ŷ and the observed y
gets larger the harder we fit the data. Ye (1998) went on to define degrees of
freedom as
KDF =

N
1 X
cov(ŷn , yn ),
σ 2 n=1

(9.5)

which equals σ12 tr cov(ŷn , yn ) for i.i.d. errors with finite variance σ 2 (Efron,
1986a).
In OLS, for instance, ŷ = Hy, whereby the hat-matrix H = X(X 0 X)−1 X 0 is
known from outlier-detection. The OLS degrees of freedom is therefore given by
K = tr H and represents the sum of the sensitivities of the fitted values of ŷn
with respect to the observed yn . Ye (1998) showed that the covariance penalty
can be computed for other methods as well through a computationally intensive
parametric bootstrap procedure that measures how sensitive the fitted ŷn is to
adding a random value to an observed yn .
For some methods, closed-form approximations have been derived. Similar
to bOLS , the degrees of freedom for ridge regression is known to be KˆDF,ridge =
tr Hridge with Hridge = X(X 0 X +λIK )−1 X 0 . For a b2c astimator, KˆDF,2c equals
0
tr X(X 0 X + ΛQ−1
2c sR )X , where Q2c is a diagonal matrix with diagonal elements
PK k
of l=1 θl (bOLS,l − bR,l )2 and sR = (y − XbR )0 (y − XbR ). Zou et al. (2007)
proved that an asymptotically (‘∞’) unbiased estimate of the lasso’s degrees of
∞
freedom KˆDF,lasso
for a fixed λ and X is simply given by the number of active
parameters that deviate from bR = ~0. They also showed that the IC only has to
be evaluated at the transition points of when the set of active regressors alters.
When K = 1 and bR = 0, for example, ridge regression and the lasso will
result in the same set of candidate regression coefficients from which an IC
chooses the optimal solution, but KˆDF,ridge will gradually increase from 0 to 1,
∞
while KˆDF,lasso
already equals 1 after the slightest deviation of blasso from 0.
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The degrees of freedom is higher for b1a (the lasso), because its solutions are
directly proportional to R2 accuracy, while for b2a (ridge regression) the influence
of R2 dies out as λ increases. So, once a parameter is activated, the fitted values
of the lasso are far more sensitive to changes in y at a fixed λ. The implication
∞
of setting KˆDF,lasso
= 1 for the active lasso solutions is that the choice will be
between bR and bOLS , since in-sample fit is monotone non-decreasing for λ. One
curious aspect of this result is that it makes it seem as if gradual transitions
from bR to bOLS are irrelevant when the shrinkage estimator is applied to K
equally relevant regressors.
Kaufman and Rosset (2014) and Janson et al. (2015) recently questioned
the validity of KDF . These researchers were disconcerted by the discrepancy
between KDF and measures of model complexity like those of lasso and ridge
regression. If an active regressor is inactivated while λ is decreased, for instance,
∞
KˆDF,lasso
(the number of active regressors) decreases while the lasso’s model
complexity (defined in terms of λ) increases.6 For a best subset selection that
iteratively deletes the worst regressor based on an IC, KˆDF can become larger
than K for a given subset, which is another clear breach of monotonicity. The
title of Janson et al. (2015) summarizes their verdict: ‘Effective Degrees of
Freedom: a Flawed Metaphor.’ It thus appears that we have reached a dead end
in the use of ICs, now that the two customary methods for estimating K are
considered to be inappropriate.
To find a way out of the current predicament concerning the measurement of
K, let us first try to formulate more clearly in what sense subset selection can
take up more than KA parameters. As an example, think of the famous F -test
being used to examine whether some xnew should be added to the model or not.
To specify K in this procedure, the mainstream solution is to count the number
of active parameters KA under H0 : bR,new = 0 and under some alternative
hypothesis. A problem is that a relevant regressor may not have a ‘significant’
contribution to the accuracy of a model when it is moderately correlated to
many other regressors, or highly correlated to a few others. In these situations,
the negligible increase in R2 as a result of adding the new regressor will easily
be outweighed by the penalty for increasing KA by 1.
Failing to include such relevant regressors not only deteriorates forecasting
performance, but will also affect one’s ability to understand and influence how
outcomes are truly generated. Selecting a single parameter from a group of
highly correlated regressors may for that reason well be penalized harder than
6 To ensure such a decrease in K
ˆDF , the authors independently showed how a data set can
be constructed for which a variable is consistently removed around the same λ value.
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a ‘large’ model that groups these parameters together. Where the focus has
often been on the first AST about deviations from bR , it is the second AST of
grouping parameters together that can explain why subsets need to be penalized
more heavily. As I have mentioned before, the grouping of coefficients can even
be seen as a form of dimension reduction, because it amounts to using a single
parameter for multiple regressors (apart from the sign). Although the critique
of Kaufman and Rosset (2014) and Janson et al. (2015) continues to ignore the
second AST, it does underline that the asymptotically justified KDF makes it
difficult to anticipate and influence how model complexity is penalized.
In relation to KA of the previous section, it can be remarked that the degrees
of freedom of ridge regression equals the naive Kˆ1ir under the assumption that
regressors are orthostandard. When y is centered and the orthogonal X are
standardized with Z-scores, that is,
Kˆ1ir,ridge =

K
X
|bridge,k |
k=1

|bOLS,k |

,

N −1
,
λ+N −1
= KˆDF,ridge ,

=K

see C.1. Since bridge equals bZellner when λ = Ng−1 and when regressors are
orthostandard (Section 7.2), bridge just shrinks parameters to zero without
regard for the data, see also Tibshirani jr. (2015).7 No additional penalty for
the uncertainty of a data-optimized subset selection is therefore required, so that
an estimate of KˆDF,ridge may well be equated to the naive Kˆ1ir,ridge , which just
counts to what extent each parameter is included in accordance with the first
AST. Next, I examine how the second AST can be incorporated when measuring
the effective number of parameters.

9.4.3. Relative Simplicity Measures
In the previous section I argued that the important challenge of how to deal
with the uncertainty of subset selection can be conceptualized in an alternative
way than through the covariance between ŷn and yn . The second AST explains
that the risk of ignoring a relevant regressor is reduced if parameters of (highly
correlated) regressors are grouped together. Of all the shrinkage estimators, ridge
regression (and the analogous b2AST a ) best captures simplicity in terms of the
7 Using a different framework, Tibshirani jr. (2015) makes the more general claim that
ridge regression has zero ‘search degrees of freedom’.
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second AST, because it merely groups parameters together without performing
subset selection. It can also be remarked from the previous paragraph that an
astimator’s relative simplicity term is used to measure the effective number of
parameters. Particularly, when regressors are uncorrelated and bR = ~0, Kˆ1ir,ridge
PK |b
|
equals k=1 |bridge,k
, which corresponds to the relative simplicity measure of a
OLS,k |
b1i astimator applied to the solutions of ridge regression.
Having reached the topic of simplicity terms, is it not a bit strange to start
worrying about the uncertainty of subset selection only after an estimator has
been selected? The second AST is what mainly sets different estimators and
their simplicity terms apart, after all. Indeed, if we rescale the simplicity term of
an estimator, a straightforward measure for the effective number of parameters
can be defined which will also be monotonic with respect to an estimator’s
simplicity term.
In ridge regression, for example, simplicity is measured through Kˆridge =
PK
K
2
k=1 (bk − bR,k ) , and this expression can just be premultiplied by Kˆλ=0 so that
it goes from 0 to K as λ goes from ∞ to 0. This amounts to computing
Kˆ2a =

K
X
1
k=1 K

(bk − bR,k )2
P
2
l (bOLS,l − bR,l )

and that exactly equals the relative simplicity measure of b2a , the astimated
analogue of ridge regression. What happens when the relative simplicity term of
an astimator is used as its measure for the effective number of parameters?
As a small thought experiment, imagine a situation where y is regressed on
two variables that are almost perfectly alike (extreme cross-correlation). Take
y = Xβ +  with β = [1 1]0 , bR = [0 0]0 , standard normal X,  ∼ N(0, Σ),
a matrix Σ which has off-diagonal elements that are close to 1, and a sample
of N = 1000, say. With such an extreme cross-correlation between x1 and x2 ,
the fit of b = [1 1]0 with KA = 2 will be almost exactly the same as the fit of
b = [2 0]0 with KA = 1. A discrete subset selection procedure therefore favors
the risky alternative of using a single regressor. Conversely, Kˆ2a equals 2 if
b = [1 1]0 and 4 if b = [2 0]0 . This means that the (rescaled) simplicity term
of ridge regression gives preference to the risk-diversified alternative of including
both correlated regressors.
More specifically, Kˆ2a decreases when both parameters have a similar deviation from their reference parameters. This way of counting the effective
number of parameters also helps to deal with the fact that, when there are
such high cross-correlations, OLS might also have ‘unstable’ estimates such as
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b = [102 − 100]0 , because OLS just chooses whatever set of parameters happens
to minimize the sum of squared residuals. Ridge regression was initially proposed
to tackle this issue. A disadvantage of Kˆ2a is that it is too lenient for irrelevant
P 2
1
ˆ
regressors, since K
l bOLS,l , the denominator of K2a , will be comparatively
large for irrelevant regressors.
Reasons for preferring one measure of the effective number of parameters
over another are the same as those for preferring one astimator over another.
As is shown in Table 9.1, the relative simplicity of a b2c astimator is given by
Kˆ2c =

K
X

P
k=1

(bk − bR,k )2
.
k
2
l θl (bOLS,l − bR,l )

When Kˆ2c with cmin = 0.5 is used as a measure of K in the experiment above,
it gives an equally large penalty as ridge regression to the risky alternative of
b = [2 0]0 . Unlike ridge regression, it is quite strict on the inclusion of irrelevant
regressors, because b2c uses a 2i type penalty when regressors are not highly
correlated. I should note that Kˆ2c can easily lead to extreme values when applied
to bridge for that reason.8 When Kˆ2c is used with b2c , such nonmonotonicities
will not occur. In general, Kˆ12c values might differ from K when λ = 0 and
α ∈ [0, 1], which is why I premultiply Kˆ12c by Kˆ K
. Note that the data
12c (λ=0)
should be standardized when a relative simplicity term is used to measure K.
Of all the relative simplicity measures, Kˆ1i of the adaptive lasso corresponds
most closely to the gradual version of KA called Kˆ1ir , although it does compensate for cross-correlations to some extent. Grouping is promoted more strongly
by Kˆ2i . In the example with two nearly identical regressors, the lasso type Kˆ1a
measure clearly compensates for cross-correlations because it equals 2 for both
b = [2 0]0 and b = [1 1]0 . Since Kˆ1a makes no distinction between high and low
cross-correlations in stimulating grouping, it can also be too strict for relevant
regressors and too lenient for the irrelevant ones. This problem is alleviated
when the relative simplicity term Kˆ1c is applied on b1c .
So, perhaps if we have found an astimator that enables a researcher to
handle the two ASTs, we have also found a measure for the effective number of
parameters that does the same.

8 Ridge regression can move b
ridge,k outside of [bR,k , bOLS,k ] to make the nominal deviance
from bR,k more similar to those of others. This can create extremely high Kˆ1c when xk is
irrelevant and bOLS,k is close to zero.
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9.5.

Hypotheses
Table 9.2: Hypotheses

Subset
0

Correlations
0

Bayes/ridge

0
+
+

+
+

2ASTa
2ASTi
2ASTc

lasso
adaptive lasso
subset selection

+
+
+
+

0
0

1ASTa
1ASTi

+
+

+
+

12ASTa
12ASTc

Zellner

elastic net

AST alternative

1ASTc

This table presents the hypothesized performance of different methods with respect to two aspects. The
column ‘Subset’ is about the ability to select a relevant subset of regressors. The column ‘Correlations’
refers to the ability to deal with highly correlated regressors. Hypothesized scores: better (+), equal (0),
or worse (-) w.r.t. OLS.

Now that I have discussed how tuning parameters can be selected, Table 9.5
gives an overview of the hypothesized performance of the different estimators
and astimators. It shows whether the techniques are expected to improve the
forecasting performance of OLS when only a subset of regressors is relevant
(‘Subset’) or when there are high cross-correlations among regressors (‘Correlations’). A method’s accuracy will be measured in terms of Mean Squared
Forecasting Errors,
V
1 X
M SF E =
(ŷv − yv )2 ,
V v=1
for v ∈ [1, V ] out-of-sample observations.
For the Bayesian estimator, I use the natural conjugate reference distribution of Raiffa and Schlaifer (1961) with p(β|σ 2 ) ∼ N(bR , σ 2 BR ) and
p(σ 2 ) ∼ IG(αR /2, δR /2). This Bayesian estimator is expected to do well when
there are correlated regressors, since it is equal to ridge regression for BR = Ik /λ
and standardized data. Continuing with Zellner’s g-prior,
bZellner =

1
g
bR +
bOLS ,
1+g
1+g
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it is not evident that it will help to improve upon OLS in the stipulated situations,
because it just shrinks OLS solutions to bR with no regard for a regressor’s
relevance, nor for its correlation with other regressors.
Given that the lasso and the adaptive lasso are famous for performing exact
subset selection, I presume that they outperform OLS in a subset selection
exercise. I have argued in the previous chapter that the lasso can be expected to
have the edge on the adaptive lasso when regressors are correlated. Measuring
the effective number of parameters with the simplicity term of the adaptive lasso
comes closest to the naive method of counting the active number of parameters.
The subset selection technique minimizes BIC with KA by iteratively deleting
the worst regressor from the model and applying OLS (an intercept is always
included). It is expected to perform well in a subset selection exercise and
poorly when regressors are highly correlated due to the instability of OLS under
multicollinearity. The elastic net combines ridge regression and the lasso and is
designed to have accurate forecasts in all situations.
Since none of the Bayesian and frequentist estimators differentiate between
high and low cross-correlations, I expect that subset selection and grouping can
be performed more effectively. Of the astimators that have been developed, I am
particularly interested in the performances of b2c , b1c , and b12c , because these
astimators were designed to deal with each of the situations described in Table
9.5. The optimal choice of α could also depend on cross-correlations. If they
are low, an α closer to 0 can be used to quickly get rid of irrelevant regressors
with b1c . An α around 1 might group parameters together more effectively when
regressors are highly correlated.
With regard to the selection of tuning parameters, and λ in particular,
the current best practice is to apply cross-validation. Consequently, the H0
hypothesis is that this procedure outperforms the use of information criteria.
Before evaluating forecasting accuracies of each method, I first illustrate the
differences between various measures of the effective number of parameters.
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Simulation Studies

9.6.1. Illustrating the Influence of K
Above, I have discussed how λ can be selected with the help of an information
criterion which penalizes a model harder the more parameters it includes. If
only one out of two regression parameters is allowed to deviate from zero, the
intuition might be that the estimated number of parameters in that model should
at most be equal to Kˆ = 2; but that intuition is wrong. A model with fewer
regressors may need to be penalized harder by increasing Kˆ in order to avoid
relevant regressors with high cross-correlations from being arbitrarily excluded.
To further illustrate this point, I return to the simulated data set of the
previous chapters with two relevant and highly correlated regressors and two
irrelevant and uncorrelated regressors. The data are simulated according to
yn = 2xn,1 + 2xn,2 + 0xn,3 + 0xn,4 + n .
In the sample of twenty observations, the cross-correlation between x1 and x2
is 0.94, while the other cross-correlations are quite small. Figure 9.1 presents
different measures for the effective number of parameters that are associated
with the solutions of the b1i astimator.
The upper panel of Figure 9.1 shows how the b1AST i solutions change as
λ decreases towards 0. As I have demonstrated in the previous chapter, this
adaptive lasso type astimator focuses on a single regressor out of a group of
⊗
correlated regressors. In the current data set, b1 is activated at λ = R1,1
= 0.56
and moves in the direction of 4. After all, in terms of in-sample accuracy, it
makes little difference whether b1 = 4 and b2 = 0 or whether both parameters
are equal to 2, because the two regressors are so highly correlated. Since b1AST i
barely stimulates the diversification of estimation uncertainty among highly
correlated regressors, parameter b2 is only added to the active set at λ = 0.07.
From that point onwards, both parameters move in the direction of 2. The
irrelevant regressors b3 and b4 are activated at the very end.
The middle panel of Figure 9.1 presents four measures of the effective number
of parameters K with an `1 norm. The lowest line represents Kˆ1ir , which only
counts the degree to which each parameter has been included in terms of its
deviance from bR (the first AST). Consequently, Kˆ1ir moves towards 1 when
only the first parameter is allowed to deviate from bR ; and it heavily penalizes
the addition of the second parameter by quickly increasing in the direction of
2. When the relative simplicity measure of the adaptive lasso type astimator
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Figure 9.1: Measures of K for b1AST i

i. Solutions of 1ASTi

4
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b4
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0.4

0.3

0.2
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0
λ
ii. Effective Number of Parameters of 1ASTi: ℓ1 Norm

4

K̂1a
K̂

3
2

K̂1c

1

K̂1i
K̂1ir

0
0.6
6
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0.4

0.3

λ

0.2

0.1

0

iii. Effective Number of Parameters of 1ASTi: ℓ2 Norm

K̂2a

4
K̂

K̂2c
2

K̂2i
0
0.6
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0.3

λ

0.2

0.1

0

Panel i gives solutions of the adaptive lasso type b1i astimator. Panel ii presents the
effective number of parameters of b1i when Kˆ is computed with the relative simplicity
measures of astimators with an `1 norm. When only b1 is activated, for example, Kˆ1ir in
equation (9.4) exactly matches the degree to which b1 has been included unrestrictedly,
P|bk −bR,k |
while Kˆ1a =
heavily penalizes the exclusion of the other regressors.
1
K

l

|bOLS,l −bR,l |

Panel iii applies Kˆ with an `2 norm to the solutions of b1i . Regarding the data generating
process, N = 20 data points are simulated with y = Xβ + , β = [2 2 0 0]0 ,  ∼ N(0, 1),
X ∼ N(0, Σ), and Σ = I except for Σ{2,1},{1,2} = 0.9. I use bR = [0 0 0 0]0 and
cmin = 0.5.
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(Kˆ1i ) is used to measure the effective number of parameters, then grouping is
promoted to some degree. The measure already exceeds 1 before b2 is added.
Still, the activation of the second parameter at λ = 0.07 results in a bigger
acceleration of Kˆ1i for a given decrease in λ.
Kˆ1c is almost indifferent about whether b2 is added to the active set or not.
Even before the second parameter is activated, Kˆ1c moves towards 2 in an almost
linear fashion. No additional penalty is given for the exclusion of the irrelevant
regressors, because they are barely correlated with x1 and x2 . By contrast, Kˆ1a
does not discriminate between high and low cross-correlations at all. To penalize
the adaptive lasso for singling out regressors, Kˆ1a keeps on moving towards
K = 4 even if only the two highly correlated regressors are included in the model
while the others are not.
Next, I turn to the lower panel of Figure 9.1, where estimates of K with
an `2 norm are depicted. In comparison to Kˆ1i , Kˆ2i promotes grouping more
vehemently, because it decreases once b2 is activated. From the moment that
the degree of shrinkage of b1 and b2 becomes more similar, Kˆ2i quickly lowers
in the direction of 2. The grouping effect is stronger for Kˆ2c , which has already
reached a value of 2.8 before b2 has been added to the active set. The relative
simplicity measure of the rescaled version of ridge regression, b2a , excessively
penalizes the lack of grouping of the adaptive lasso type astimator, acting as if
all regressors in X are perfectly correlated.
One thing to take away from Figure 9.1 is that risky solutions that only focus
on a single correlated regressor can be discouraged by applying a measure of
K that does not increase monotonically as λ decreases. A still more sensible
strategy is to adjust the choice of astimator along with K, so that they both
perform subset selection and grouping effectively.

9.6.2. Out-of-Sample Performance
To asses the out-of-sample performance of estimators and astimators, I generate
data with y = Xβ +  for X ∼ N(0, Σ),  ∼ N(0, 1), and evaluate sample
sizes of N = 20, 30, and 60. I estimate the intercept and the parameters of K
regressors. The intercept is always simulated to be zero. To generate forecasts
with the shrinkage techniques, I standardize the data, obtain the estimates, and
retransform the estimates. Reference coefficients are equated to bR,k = 0 for all
k = 1, . . . , K.
As Table 9.3 shows, the first simulation exercise is about selecting four out
of eight relevant regressors. Cross-correlations are simulated to be zero. As I
have detailed in the previous chapters, when the sample size is small relative to
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Table 9.3: Overview Data Generating Processes
name
subset
corr.
subset & corr.

k = 1, 2, 3, 4
βk = 2
βk = 2
βk = 2

k = 5, 6, 7, 8
βk = 0
βk = 0

cross-correlations
0
c = 0.9 for all k
c = 0.9 for k ≤ 4, 0 otherwise

This table gives an overview of three simulation exercises called ‘subset’, ‘corr’, and ‘subset & corr.’ The
expression ‘c = 0.9 for k ≤ 4, 0 otherwise’ means that cross-correlations among the first four regressors are
0.9 and that all other cross-correlations are simulated to be 0.

the number of regressors, the cross-correlations within the sample can still be
quite high even when they are specified to be 0 in the simulation model. The
second task focuses on estimating a model containing four regressors with crosscorrelations of 0.9. The third exercise combines subset selection and grouping
by including four relevant and highly correlated regressors and four irrelevant
and uncorrelated regressors.
Each simulation study is repeated 10,000 times. In every iteration, five
thousand out-of-sample predictions are generated for each technique to compute
the MSFEs. I report the MSFE of the estimators and astimators relative to the
MSFE of OLS. Even though b1AST a is a rescaled version of the lasso, I present
this and other benchmark methods separately. The primary reason is that the
scaling of b1AST a can affect the quality of cross-validation, because the scaling
changes with each fold that is excluded. For the information criteria, solutions
of the estimator and its astimated analogue are exactly the same, so they are
only presented for the latter. In the reference setup of b12AST c , referred to as
‘12ASTc (CV)’, I apply 10-fold cross-validation to select the tuning parameters.
The indented ‘Kˆ12c (BIC)’ below the reference setup means that λ is not selected
with cross-validation, but with BIC using Kˆ12c . If BIC is used, cmin and α are
manually specified to be 0.5.
Table 9.4 presents the MSFEs relative to those of bOLS for the three simulation
studies. Zellner’s g-prior always has scores of 1.00 or higher, which means that
it is unable to beat bOLS in any of the exercises. Turning to methods with an
`2 norm, it can be remarked that b2AST a (ridge/Bayes) is good at dealing with
highly correlated regressors (‘corr.’). When the sample size is twenty, b2AST a
has a score of 0.92, for example, which means that it outperforms OLS by 8%.
As expected, b2AST i has competitive results in the subset selection exercise with
small cross-correlations. The b2AST c technique performs grouping as well as
b2AST a , subset selection as well as b2AST i , and has the best scores in general
when it comes to a situation in which both subset selection and grouping are
required.
Regarding the `1 based techniques, it is remarkable that the lasso (b1AST a ),
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Table 9.4: Relative MSFEs of Three Simulation Studies
subset
30
60
1.00 1.00

20
1.01

corr.
30
1.00

60
1.00

subset & corr.
20
30
60
1.01 1.00 1.00

1.00
1.00
1.01
1.00
.96
.95
.95
.96
1.00
.96
.95
.95

.92
.93
.93
.92
1.01
1.09
1.17
.94
.93
.93
.93
.92

.95
.96
.96
.95
1.00
1.06
1.13
.96
.96
.96
.96
.95

.98
.98
.99
.99
1.00
1.02
1.07
.99
.98
.98
.99
.99

.87
.88
.86
.86
.97
.92
.94
.76
.83
.74
.78
.74

.93
.93
.93
.93
.97
.94
.98
.85
.90
.83
.85
.83

.98
.98
.98
.98
.97
.96
1.00
.93
.96
.92
.93
.92

.97
.97
.96
.97
.91
.91
.89
.97
.91
.91
.91
.89

.99
.99
.98
.99
.95
.95
.94
.99
.96
.95
.95
.94

1.00
1.00
1.00
1.00
1.02
1.02
1.10
1.00
1.09
1.14
1.03
1.00

1.00
1.00
1.00
1.00
1.00
1.01
1.05
1.00
1.03
1.05
1.01
1.00

1.00
1.00
1.00
1.00
1.00
1.00
1.01
1.00
1.01
1.00
1.00
1.00

.86
.87
.91
.87
.99
1.00
.92
.96
.94
1.01
.84
.84

.92
.93
.95
.92
.97
.98
.93
.98
.94
.96
.90
.89

.97
.97
.98
.96
.97
.97
.95
.99
.96
.95
.95
.94

.97
.97
.98
.92
.90

.99
.99
.99
.95
.94

.93
.93
.98
.95
.97

.96
.96
.99
.97
.98

.98
.98
1.00
.99
.99

.83
.84
.90
.78
.81

.91
.91
.95
.86
.87

.96
.97
.99
.93
.94

N
Zellner (CV)

20
1.02

ridge/Bayes (CV)
2ASTa (CV)
Kˆ2a (BIC)
DF (BIC)
2ASTi (CV)
Kˆ2i (BIC)
DF (BIC)
2ASTc (CV)
cmin =0 (CV)
cmin = 21 (CV)
Kˆ2c (BIC)
DF (BIC)

1.01
1.02
1.02
.99
.89
.86
.87
.91
1.02
.91
.88
.89

1.00
1.01
1.02
1.00
.92
.90
.91
.93
1.00
.93
.91
.91

lasso (CV)
1ASTa (CV)
Kˆ1a (BIC)
DF (BIC)
adap. lasso (CV)
1ASTi (CV)
Kˆ1i (BIC)
Kˆ1c (BIC)
Kˆ1ir (BIC)
subset select.
1ASTc (CV)
Kˆ1c (BIC)

.94
.95
.93
.95
.87
.87
.85
.95
.88
.89
.87
.85

elastic net (CV)
12ASTa (CV)
Kˆ12a (BIC)
12ASTc (CV)
Kˆ12c (BIC)

.95
.96
.96
.88
.86

•

This table reports the MSFE of estimators and astimators relative to the MSFE of OLS for samples sizes
of N = 20, 30, and 60. Simulations are repeated 10, 000 times, with ‘subset’: 4 out of 8 regressors relevant,
no cross-correlations, ‘corr.’: 4 relevant and highly correlated regressors, ‘subset & corr.’: 4 relevant and
highly correlated regressors and 4 irrelevant and uncorrelated regressors. See Table 9.3 for specifications
of data generating processes.

•

In the reference setup, all of the shrinkage methods use 10-fold cross-validation (cv) to select the tuning
ˆ
parameters, unless the indented specification below a bold method states otherwise. The indented ‘K
12c
ˆ
(BIC)’ below 12ASTc, for example, means that λ is selected with BIC using K
12c ; while cmin = α = 0.5.
1
(CV)’ below ‘2ASTc (cv)’ means that cross-validation is applied to select λ
Lastly, the indented ‘cmin =
2
and that cmin is not cross-validated, but prespecified to be cmin = 0.5.
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which is well known for performing subset selection, improves bOLS only by
a small margin in the first exercise. The adaptive lasso type b1AST i solutions
result in quite similar scores as b2AST i and b2AST c when selecting four out of
eight uncorrelated regressors. The technique starts to get into trouble once
cross-correlations increase in the second and third task. The same goes for
the subset selection method, which gives no compensation for risk-diversified
solutions in deciding whether correlated regressors are incorporated or not. In
the group of astimators with an `1 norm, the solutions of b1AST c with Kˆ1c are
the most optimal for each task.
Third, I discus the computationally intensive methods that combine `1 and `2
norms. The elastic net procedure is ineffective when dealing with the two tasks
where subset selection is required, scoring notably worse than the closed-form
solutions of b2AST c . In relation to b12AST c , it can be remarked that an α lower
than 1 only appears to be preferable in terms of forecasting accuracy when
regressors are uncorrelated, in which case b1AST c slightly outperforms b2AST c .
On the selection of tuning parameters, it should be remarked that a cmin ∈
[0.4, 0.8] produces highly similar results in these simulation studies, since crosscorrelations are either simulated to be 0 or 0.9. Nevertheless, the cross-validated
choice of cmin can vary substantially. In the third exercise with N = 20, for
example, the selected cmin for b2AST c is 0 in five percent of the cases and 0.90 in
thirty percent of the cases. This explains why forecasts are occasionally improved
by setting ‘cmin = 12 ’, where cross-validation is applied to select λ while cmin is
fixed to be 12 . To reduce uncertainty in the cross-validated choice of cmin , the
parameter can be astimated with a reference cmin,R of around 0.5.
Turning to the selection of λ, it is interesting to observe that the more
time-consuming method of cross-validation rarely beats BIC. What is more, the
straightforward measure of the effective number of parameters K in terms of an
astimator’s relative simplicity term is highly competitive to the more opaque
degrees of freedom approach, for which closed-form expressions are only available
in a few instances. With respect to the risky solutions of b1AST i (which tends to
focus on a single correlated regressor instead of spreading risks among the entire
group of correlated regressors), Table 9.4 can be used to compare Kˆ1i to Kˆ1ir
and Kˆ1c . The latter leads to more conservative choices among candidate b1AST i
solutions, with λ values closer to 0 (resulting in more grouping). In the second
exercise about correlated regressors with N = 20, for example, the average λ
value is 0.0003 with Kˆ1c and 0.0011 with Kˆ1i , resulting in more moderate losses
and gains relative to bOLS for Kˆ1c .
Next, I illustrate how λ can be astimated with λR = 0 and γ = 0.9 or
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Table 9.5: Relative MSFEs of Simulation Studies with N = 10

ridge/Bayes (CV)
2ASTa (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ2a (BIC)
DF (BIC)
2ASTi (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ2i (BIC)
DF (BIC)
2ASTc (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ2c (BIC)
DF (BIC)

s.
.93
1.11
.84
.79
.84
.92
1.47
.78
.73
.85
.89
1.10
.79
.76
.84
.90

c.
.81
.83
.82
.80
.83
.82
1.09
1.08
1.05
1.08
1.15
.88
.87
.84
.84
.82

s.&c.
.56
.86
.56
.54
.72
.84
.96
.60
.59
.79
.85
.65
.45
.46
.70
.80

elastic net (CV)
12ASTa (CV)
γ=.9 (CV)
γ=.99 (CV)
12ASTc (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ12c (BIC)

.91
.97
.80
.77
.97
.76
.73
.85

.83
.85
.84
.82
.91
1.07
1.03
.90

.51
.62
.52
.54
.55
.52
.53
.73

lasso (CV)
1ASTa (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ1a (BIC)
DF (BIC)
adaptive lasso (CV)
1ASTi (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ1i (BIC)
subset select.
1ASTc (CV)
γ=.9 (CV)
γ=.99 (CV)
Kˆ1c (BIC)

s.
.93
.97
.80
.76
.85
.92
1.27
1.28
.83
.76
.86
.98
.97
.76
.73
.86

c.
.99
1.00
1.00
.98
.96
.97
1.10
1.14
1.13
1.10
1.13
1.23
1.11
1.10
1.06
.96

s.&c.
.52
.62
.54
.55
.77
.84
.77
.82
.68
.66
.82
.97
.58
.52
.53
.76

Zellner (CV)

2.26

1.07

5.60

•

This table reports the MSFE of estimators and astimators relative to the MSFE of OLS for a samples
size of N = 10. Simulations are repeated 10, 000 times, with ‘subset’: 4 out of 8 regressors relevant, no
cross-correlations, ‘corr.’: 4 relevant and highly correlated regressors, ‘subset & corr.’: 4 relevant and highly
correlated regressors and 4 irrelevant and uncorrelated regressors. See Table 9.3 for specifications of data
generating processes.

•

All of the shrinkage methods use 10-fold cross-validation to select the tuning parameters, unless the inˆ
dented specification below a bold-faced method states otherwise. The indented ‘K
12c (BIC)’ below 12ASTc,
ˆ
for example, means that λ is selected with BIC using K
12c ; while cmin = α = 0.5. The indented ‘γ=.9
(CV)’ means that λ is astimated through cross-validation with λR = 0 and γ = 0.9.
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0.99. For the results in Table 9.4, it does not matter whether γ = 0.99 or 0.
This changes when the sample size is N = 10, which causes great variations
in the estimated cross-correlations and bOLS . Table 9.5 confirms that plain
cross-validation then leads to relatively poor results for astimators and the
adaptive lasso because the penalty term λ becomes too high. Ridge regression is
better than bOLS in the subset selection exercise, for example, while its astimated
version ‘2ASTa’ is worse than bOLS . Once deviations from λR = 0 are penalized
with ‘γ=0.9’, the out-of-sample performance of bOLS is considerably improved
once more. It can also be observed again that BIC with a relative simplicity
measure for Kˆ has promising results in comparison to the degrees of freedom
approach and to plain cross-validation.
So, there are three overall conclusions about the simulation studies. First,
controlling for correlations through cmin leads to excellent results in terms of
forecasting accuracy relative to the benchmark methods. Second, the results of
BIC are highly competitive to those of cross-validation. Third, an astimator’s
relative simplicity term can be used as a straightforward measure for the effective
number of parameters in an IC. Next, I turn to an empirical case study.

9.7.

(Questionable) Empirical
Application

The techniques are now employed to predict the level of prostate specific antigen
(PSA) of 97 patients based on a constant and eight clinical measures, see Section
7.4.2 for an overview of this data. To compare the quality of the methods, it can
be examined how well one part of the sample (which is left out when estimating
model parameters) can be predicted by another part of the sample. It is standard
in the literature to randomly divide the prostate patients into a training sample
of 67 patients for estimating parameters and a validation sample of 30 patients
for assessing the predictive performance of different methods. In the following, I
use the random division of patients by Hastie et al. (2009).
Table 9.6 presents the out-of-sample performances in terms of MSFEs relative
to the MSFE of bOLS . The first column shows the techniques for choosing the
regression coefficients b. The first row indicates how the penalty term λ was
selected. ‘CV’ indicates that 10-fold cross-validation was applied. The results
for CV are averaged over 10,000 repetitions because they are sensitive to the
choice of folds, as Figure 9.2 demonstrates for the lasso. ‘BIC (DF)’ denotes that
degrees of freedom were used when applying the Bayesian information criterion.
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Table 9.6: MSFE Accuracy for Prostate Data (Compare With Table 10.2)

CV
1.01

BIC (DF)

BIC (RS)

ridge/Bayes
2ASTa
2ASTi
2ASTc

.96
.96
.97
.94

.94
.94
.86
.85

.94
.94
.87
.86

lasso
1ASTa
adaptive lasso
1ASTi
subset select.
1ASTc

.96
.95
.97
.97

.88
.88

.96

.88
.88
.85
.85
.94
.83

elastic net
12ASTa
12ASTc

.95
.95
.94

.89
.90
.85

Method
Zellner

Note: I used the random division of patients into a training and validation set by Hastie et al. (2009). The
MSFE of the validation set is made relative to MSFE(OLS). To select tuning parameters I use cross-validation
(‘CV’) or I set α = cmin = 0.5 and select λ with the Bayesian information criterion. ‘BIC (DF)’ means that
degrees of freedom is used to measure the effective number of parameters K, and ‘BIC (RS)’ that an astimator’s
relative simplicity measure is employed. The method called ‘subset select.’ either includes regressors or not and
just counts a model’s number of active parameters to measure K. The results for CV are averaged over 10,000
repetitions because they are sensitive to the choice of folds.
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‘BIC (RS)’ signifies that a relative simplicity term (‘RS’) was used to count
parameters in BIC.
Figure 9.2: Lasso and CV: Prostate Data

relative frequency

0.14
0.12
0.1
0.08
0.06
0.04
0.02
0
0.86

0.88

0.9

0.92

0.94

0.96

0.98

1

MSFE lasso relative to MSFE OLS
Note: This histogram shows which results were obtained by the lasso in the prostate data
set when 10-fold cross-validation is repeated 10,000 times. I used the random division
of patients into a training and validation set by Hastie et al. (2009). The MSFE of the
validation set is made relative to the MSFE of OLS.

The results are relative to those of the data-optimized OLS solutions, so a
score of 0.96 means that OLS was outperformed by 4%. One remarkable aspect
of these outcomes is that the relatively slow method of cross-validation only leads
to improvements of around 5% while BIC beats OLS by up to 17%. Observe
also that BIC results in nearly the same scores whether it is computed with
degrees of freedom or with the newly proposed relative simplicity term (‘RS’).
The latter is easier to interpret and compute. Another striking feature is that
b2AST c , b1AST c , and b12AST c are again among the best techniques for a given `
norm. In Section 10.2, I compare these results to the ones that are reported in
the literature and discuss what is questionable about this standard procedure
for evaluating methods with the prostate data set.

9.8.

Discusion †

At the expense of in-sample accuracy, the flexibility of OLS can be restricted by
stimulating parameters to be close to a reference parameters bR or close to each
other via grouping. Astimators that effectively control both ASTs have been
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shown to outperform other techniques in terms of out-of-sample performance in
various circumstances. The ASTs are also of relevance when selecting tuning
parameters. Astimators make it easier to define a set of candidate λ. It was
also illustrated that cross-validation can lead to volatile choices of λ and that
λ can itself be astimated. The hyperparameter λR could also be based on an
information criterion. The use of ICs has become somewhat controversial due to
the measurement of the effective number of parameters (K). I argued that the
problem of subset selection uncertainty should be conceptualized in terms of the
second AST. Subsequently, it was shown that an estimator’s relative simplicity
term can be used as its measure of K.
Building on the latter result, an exciting area of future research is to treat
an astimator as an information criterion. One would succeed in doing so by
directly defining a closed-form heuristic choice of λ. This would help to define
λR when astimating the tuning parameter, and it would circumvent the trouble
of having to optimize over another IC, in which case a large set of candidate λ
values need to be evaluated. Note that BIC can already be rewritten as
i
h
i log N h
Relative Simplicity ,
BIC ∝ log Relative Accuracy +
N
which closely resembles the loss function of astimators. The logic behind the
adjusted R̄2 criterion of Theil (1961,1971) could be another good starting point
for bringing astimators and information criteria closer, since it is defined in terms
of (1 − R2 ), which equals relative accuracy; K, which equals relative simplicity;
and the sample size N .
A second direction that might be explored is to improve best subset selection
techniques which either select a regressor unrestrictedly or exclude it altogether
by iteratively adding (or deleting) a new regressor. Currently, such a method
may only be feasible for 30 to 40 regressors (Hastie et al., 2009, pp. 57). With
the help of a correlation-adjusted R⊗ matrix, one can try to focus on a subset
of possibly relevant regressors in each step, so that the search can be performed
more efficiently. What is more, a K1c(r) type measure of the effective number
of parameters might be employed to stimulate highly correlated and relevant
regressors to be included as a group. Lastly, I expect that the relative simplicity
measure can also be used for counting the number of parameters when shrinkage
estimators are applied in other settings, such as the generalized linear model.

10
Discussion Part II
In Section 10.1 of this discussion I present what difficulties I encountered in
describing my research about linear regression astimators under the current
norms of science and I introduce an interlocutor to help me express those
difficulties. Such dialogues are common in philosophy (think of Plato, Nietzsche,
and Wittgenstein), but may not be familiar to researchers from other domains.
In Section 10.2, I subsequently analyze what went wrong with reproduction
studies of the prostate data set in the statistics literature.

10.1.

Deviations From the Scientific
Method

— ‘Astimation. Would you care to explain why you chose this term?’
‘Firstly, the ‘b2c astimator’ is a compact summary of many distinguishing
features. Secondly, I wish to emphasize that there is no attempt to ‘estimate’
an underlying structure. When someone is asked to estimate, say, the distance
between Barcelona and Rome, the assumption is often that a single true distance
is thereby approximated. Is the true but unknown distance the same when a
person intends to cycle from Barcelona to Rome as when the aim is to dig a
tunnel between those two cities? Is it appropriate to express the true distance
in kilometers, centimeters, or days of travel (Wittgenstein, 1953, PI 88)? Should
the idea of the true distance also be supplemented with altitude, plate tectonics,
a traveler’s physique and finances, or the possibility of a herd of sheep blocking
the way, or is all of that just ‘random noise’ obscuring the true picture? Is
estimating a distance the same as estimating the likelihood that a person sitting
opposite you is going to be angry? Are there the same criteria of success? Is
there the same feeling of apprehension? Do we need to specify what the word
‘estimate’ really means or can we just use it and correct each other if that proves
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necessary in a given situation?’
— ‘This might be a nice topic for a journal in philosophy, but could you
please stick to concrete consequences within the field of statistics?’
‘Certainly. Due to a definition of probability as the true mathematical limit
of a relative frequency in nature, characteristics of frequentist estimators are
typically evaluated by studying what happens ‘asymptotically’; that is, when the
sample size goes to infinity. Accordingly, an estimator known as the adaptive
lasso is recommended based on its ‘oracle’ properties, which entail that, when
the sample size goes to infinity, it performs just as well in selecting relevant
regressors as when the ‘true’ underlying model is given in advance. Yet, in a finite
sample, as demonstrated in Section 8.4 above, the adaptive lasso can be expected
to arbitrarily delete relevant regressors and give poor predictions, because it
barely accounts for cross-correlations. To give one other example, I turn to the
‘degrees of freedom’ measure that counts the number of model parameters. In
Chapter 9, I showed that basic finite sample behavior of the degrees of freedom
approach has only recently come to light; and, in the introduction of Part III,
I discuss how these characteristics have in turn been misinterpreted because
of truth-oriented reasoning. This does not mean that asymptotic analyses are
irrelevant. Convenient heuristics for model selection and tools for performing
simulation exercises may well be derived from analyzing large sample properties.
I am questioning the need to predefine a goal in terms of estimating a fixed
unknown truth.’
— ‘So, rather than showing that no essential definition of ‘estimation’ needs
to be assumed when applying the term across contexts, you propose to use a novel
term and contrast it to ‘classical estimators’. Underlying goals, no underlying
goals: a quick glance at the formulae will show you that the estimators and
‘astimators’ are more alike than they are different. Even your assessment criteria
share resemblances with the antiquated techniques. Don’t other papers also
evaluate methods based on out-of-sample forecasting performances or the time
it takes for a method to run?’
‘Yes. You are right. It was also silly of me to refer to ‘astimators’, ‘classical’
estimators’ and the ‘traditional’ formulation of the linear regression model.
Having said that, I should stress that the influence of predefining an underlying
goal in statistical research is quite pervasive. It also comes with a set of rules
which I, for one, find difficult to follow.’
— ‘Please explain what you mean by that.’
‘The chapters were written according to the scientific method but do not
describe how I arrived at my research decisions. After I had been trying out
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different ways of making estimators more interpretable, I suddenly realized that
the accuracy-simplicity tradeoff that I was using in Part III could be applied
to the linear regression model as well. I used (what I now think is) the correct
formulation of an AST estimator straight-away and produced solution paths
for a single parameter which looked neat. Subsequently, I simulated multiple
uncorrelated predictors, created plots, and thought (mistakenly) that they looked
wrong. I played around with AST estimators by altering the function of λ, the
tuning parameter that regulates the influence of the hypothesized bR values. I
ended up premultiplying λ by the total number of parameters K. At that point,
I had not yet made the connection with R2 .
Meanwhile, I observed that AST estimators with an `1 norm, which shrink
parameters piecewise linearly towards bR , need not have reached the hypothesized
bR value if λ equals 1. However, I desired that λ would be defined between 0
and 1. Consequently, I enforced that all parameters would be equated to bR
once λ reached the value of 1. For the AST scaled adaptive lasso, for example,
this meant that parameters would abruptly be equated to bR if they had not yet
reached bR at λ = 1. Although I was uncomfortable with this, I actually wrote
that ‘[t]he discontinuity at [λ = 1] appears to me to be in line with the general
behavior of [an AST scaled adaptive lasso].’ That would have been a marvelous
piece of bad ad hoc reasoning.’
— ‘That would indeed have been rather embarrassing. Fortunately, no harm
has yet been done. We can still publish the polished paper.’
‘It does not end here. Once I had formulated the first AST estimator, which
was b2i that only focused on subset selection, I applied it on the prostate data
set while using cross-validation to select λ. I first noticed that b2i performed
worse than ridge regression and, not long after, I saw that there was something
wrong with the data set (see below). In response to the poor performance of b2i ,
I analyzed simulation studies in which regressors were highly correlated. That is
how the b2c method came about. In a similar vein, I developed a technique for
estimating λ with an AST after noticing that linear regression estimators can
perform poorly when the sample size is as small as 10. I selected the Bayesian
information criterion (BIC) for choosing λ instead of the Akaike information
criterion (AIC) or the adjusted R̄2 because its overall performance was best.
This is shown for b2c in Table 10.1, where the results with BIC lead to the
largest improvements relative to the data-optimized OLS results. I present three
different simulation exercises (labeled as ‘subset’, ‘corr.’, and ‘subset & corr’),
three different sample sizes (N = 20, 30, 60), and two different methods for
measuring the effective number of parameters in an information criterion (the
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Table 10.1: Relative MSFEs of Three Simulation Studies: Information Criteria

N

20

subset
30
60

20

corr.
30

60

subset & corr.
20
30
60

(Kˆ2c ) 2ASTc
(DF) 2ASTc

0.88
0.89

0.91
0.91

0.95
0.95

0.93
0.92

BIC
0.96
0.95

0.99
0.99

0.78
0.74

0.85
0.83

0.93
0.92

(Kˆ2c ) 2ASTc
(DF) 2ASTc

0.89
0.89

0.91
0.92

0.95
0.95

0.95
0.92

AIC
0.97
0.95

0.99
0.98

0.81
0.78

0.88
0.85

0.95
0.93

0.96
0.96

Adjusted R̃2
0.96 0.98 1.00
0.94 0.96 0.99

0.90
0.82

0.93
0.89

0.96
0.95

(Kˆ2c ) 2ASTc
(DF) 2ASTc

0.93
0.91

0.93
0.93

This table reports the MSFE of the b2AST c estimator relative to the MSFE of OLS for samples sizes of
ˆ ) 2ASTc’ means
N = 20, 30, and 60. The three information criteria are BIC, AIC, and Adjusted R̃2 . ‘(K
2c
that the relative simplicity measure of b2AST c is used to count the effective number of parameters in an
IC, and ‘(DF) 2ASTc’ indicates that degrees of freedom are used instead. Simulations are repeated 10, 000
times. The label ‘subset’ means that 4 out of 8 regressors relevant while cross-correlations are small; ‘corr.’
investigates a situations with 4 relevant and highly correlated regressors; and ‘subset & corr.’ studies data
with 4 relevant and highly correlated regressors and 4 irrelevant and barely correlated regressors.

relative simplicity term Kˆ2c and the degrees of freedom DF). A value of 0.88
means that a method is 12% more accurate than OLS. BIC performs slightly
better than AIC and considerably better than the adjusted R̃2 .
— ‘Excuse my impertinence, but have you no shame? Making nice plots?
Implementing ad hoc alterations of a method after having studied the data
already? Is that what you call science?’
‘Without such ad hoc adjustments I would not have developed the AST
estimator called b2c . There will be less discomfort for all concerned if I could
just describe how and why I made these research decisions.’
— ‘I am afraid that there is no space for such details. You can quantify
your uncertainty with a prior specification of λ, which is the tuning parameter
that penalizes deviations from the hypothesized referenced parameters bR . The
more certain you are about your hypothesis, the higher the penalty. You have
already demonstrated how results are affected by different choices of λ, so that
other researchers can find out what solutions are associated with a prior value
of λ that they would have selected. As Edward Leamer (1978) explained, the
message is in the mapping.’
‘Please reconsider. In certain applications, the value of λ might have some
bearing on a researcher’s confidence in bR relative to the data-optimized bOLS ,
but it hardly describes difficulties in the overall research process, and there is
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nothing prior about my selection of λ. To make descriptions of my research
process concise, I can focus on the sloppiest aspects. Of course, the conclusions
will become less convincing, but that makes it all the more relevant for others
to publish their findings about the assumptions and results presented here.’

10.2.

Reproduction Studies Analyzed:
Prostate Data

On the topic of replication studies, I now discuss a case study whereby different
researchers present different outcomes, even though they use the same the model,
methods, and data set. The failure to replicate results is not my prime concern,
though. What worries me, is that the scientists do not report that they have
different outcomes than the studies they refer to (1); and that the researchers
have been reproducing an obvious flaw for more than a decade (2).
The case study is about the prostate data set. In Subsection 7.4.2, I have used
this data set to illustrate how regression parameters are estimated by different
methods. Some papers, like the lasso-article by Tibshirani (1996), merely employ
the prostate data in this way. Frequently, the data set is also used to assess
the forecasting performance of methods, as I have done in Section 9.7. Below, I
compare my findings about the forecasting performance to those in the literature
and show that all of the outcomes, including the ones I presented above, are
wrong.
To assess how well each method would forecast the PSA of future patients,
the developers of a technique called the ‘elastic net’ explained that the available
data ‘were divided into two parts’: a training set of 67 observations and a
validation set of size 30 (Zou and Hastie, 2005, pp. 311). The training data
are used for selecting model parameters. The estimated model is subsequently
employed to predict the observations in the validation set. By evaluating the
accuracy with which one part of the sample can be predicted by another part of
the sample, we can get a sense of how well a method is able to predict the PSA
of patients that are not in the current data set.
To assess the forecasting accuracy of the different methods, the authors
present a table with mean squared forecasting errors (MSFE) and standard
errors which ‘clearly shows that the elastic net is the winner among all the
competitors in terms of both prediction accuracy and sparsity. OLS is the worst
method’ (ibid., pp. 311). Compared to OLS, the MSFE of the ridge is 3.4%
better, that of the lasso is 14.9% better, and that of the elastic net is 35.0%
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better.
The prostate data set was also used in a textbook titled The Elements of
Statistical Learning by Hastie, Tibshirani sr., and Friedman (2009), who are
professors in statistics at Stanford University. The authors devote an entire
section to ‘The Wrong and Right Way to Do Cross-Validation’, where they
explain that one cannot use the entire data set first to select relevant regressors
and subsequently to divide the data into a training and validation sample in
order to estimate and evaluate model parameters. Otherwise, ‘these regressors
‘have already seen’ the left out [validation sample]’ (2009, pp. 245). They also
explain that the division of observations into a training and validation sample
must be performed randomly.
Regarding the prostate data set, the textbook authors write that they
‘randomly split the data set into a training set of size 67 and a [validation] set of
size 30’ (Hastie et al., 2009, pp. 50). They note that ‘ridge regression reduces
the [validation] error of the full least squares estimates by a small amount’ (ibid.,
pp. 68). The authors make a similar observation about the lasso, where they
add that ‘the standard errors of the [validation] error estimates are fairly large’
(ibid., pp. 69). The reported MSFE improvements relative to bOLS are 5.6%
and 8.1%, respectively.1
Aside from comparing methods based on pseudo forecasting accuracy, the
elastic net article of Zou and Hastie (2005) and the textbook of Hastie et al.
(2009) also used cross-validation to select a method’s tuning parameters such
as λ. As I illustrated in Figure 9.2 above, cross-validation is a volatile method
(particularly if λ is not estimated with an AST), so this might explain some of
the differences in their results.
The prostate data set is popular for comparing a newly proposed technique
to existing techniques in terms of forecasting performance. In the published
articles and textbooks I found on the internet, some use the division of patients
of Hastie et al. (2009), whereas others follow suit in splitting the data into two
groups of 67 and 30 patients themselves. See, for example, Yuan (2007), Kyung
et al. (2010), Li et al. (2010), Zeng and Xie (2012), Mallick and Yi (2014) and
Aghamohammadi and Meshkani (2015). None of the authors discuss how their
outcomes compare to those of other authors. All of the methods outperform the
1 There is some confusion about the OLS results of Hastie et al. (2009) on page 50.
Weatherwax and Epstein (2013), who wrote a solution manual for the textbook, cannot
reproduce the OLS estimates. The results of Hastie et al. can be obtained if X and Y are
standardized using both the training and validation samples. It is strange to use the validation
sample in scaling the data because this information is supposed to be unknown. This was just
a minor mistake. The reported MSFE score of the OLS method is correct.
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unrestricted OLS solutions.
Table 10.2: MSFE Accuracy for Prostate Data: Repeating Patient Allocation

CV
1.00 (1.01)

BIC: DF

BIC: RS

ridge/Bayes
2ASTa
2ASTi
2ASTc

1.00
1.00
1.03
1.02

(.96)
(.96)
(.97)
(.94)

1.03
1.03
1.02
1.03

(.94)
(.94)
(.86)
(.85)

1.03
1.03
1.00
1.01

(.94)
(.94)
(.87)
(.86)

lasso
1ASTa
adaptive lasso
1ASTi
subset select.
1ASTc

1.01
1.02
1.03
1.04

(.96)
(.95)
(.97)
(.97)

1.03 (.88)
1.03 (.88)

1.03 (.96)

1.00
1.00
1.02
1.02
1.05
1.01

(.88)
(.88)
(.85)
(.85)
(.94)
(.83)

elastic net
12ASTa
12ASTc

1.01 (.95)
1.02 (.95)
1.02 (.94)

.99 (.89)
1.01 (.90)
1.01 (.85)

Method
Zellner

Note: this table about the prostate case study averages the results that were obtained by repeating the random
allocation of patients into a training (67) and validation (30) group 10,000 times. The original MSFE results
relative to MSFE(OLS) of Table 9.6 are presented in brackets. CV means that λ is selected through 10-fold crossvalidation, ‘BIC: DF’ that the degrees of freedom is used to measure K, and ‘BIC: RS’ that an AST estimator’s
Relative Simplicity measure is employed.

How sensitive are the results to the division of patients into a training and
a validation sample? To address this question, we can repeat the random
allocation of patients into a training group of 67 members and a validation group
of 30 members 10,000 times and compute the average performance for each
method. A similar procedure of repeating the random allocation of patients was
independently proposed in the dissertation of Boot (2017). My results, which
are presented in Table 10.2, are compared to the results of Boot below. When
cross-validation is employed to select a tuning parameter, none of the benchmark
methods I presented above, nor the AST estimators, are able to beat the OLS
solutions on average. The only time that a technique is able to beat OLS by a
negligible one percent on average is when the elastic net is applied with a BIC
whereby a relative simplicity measure counts the effective number of parameters
(‘BIC: RS’). In other words, the methods in the literature were only able to
outperform OLS in the prostate data set because of the way that patients were
divided into a training and a validation sample.
— ‘That is curious. I hope for your sake that you have not made computa-
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tional errors.’
I replicated the outcome that the cross-validated lasso is one percent worse
than OLS, for example, by running Matlab packages (see Appendix B.4 for the
complete code), but I also make all sorts of mistakes in generating and presenting
results. The authors of the textbook did well to publicly provide materials (e.g.
free textbook, data sets, tutorials) to allow others to examine their research
choices and that is what I have done. That should not be spectacular. What is
remarkable, is that the published textbooks and articles did not raise questions
about the random allocation of patients for so many years. Did the established
norms function properly? Does it make a difference whether some researchers
kept the available data set fixed while others did not?
As I mentioned above, Boot (2017) can be credited for repeating the random
allocation of patients (a 1,000 times) in his dissertation, where he compares
his proposed method to the lasso. I have two remarks, though. Firstly, in his
dissertation, Boot reports that his proposed method performs similarly as OLS
with a relative MSFE of 0.994; while the lasso with 5-fold cross-validation is
said to score ten percent worse than OLS on average. This contradicts with my
findings, which demonstrate that the lasso is not ten but only one percent worse
than OLS on average. My results are the same for 5- and 10-fold cross-validation
and are also the same when the experiment is repeated a 1,000 times instead of
10,000 times. I cannot account for the differences between our outcomes on the
basis of Boot’s dissertation. Secondly, the results that Boot reported imply that
previously published findings are invalid. However, Boot does not describe the
manner in which the data was used by the literature he refers to, nor does he
specify the results that other researchers published.
To further examine what makes it difficult for scientists to exchange ideas
about how research is conducted, I now continue to evaluate the influence of
scientific rules about how to treat data and auxiliary assumptions.

Part III

On Keeping Data and All
Else Fixed
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11
Introduction Part III
In Parts I and II, I indicated that sloppy aspects of research might not be
discussed publicly when researchers are expected to follow the norms of science.
To analyze what norms might further prevent scientists from discussing ‘questionable’ research practices, I now consider how scientists are expected to behave
when there is a sudden but persistent break in the forecasting performance of a
method.
Let me remind the reader that in Bayesian statistics, parameters represent
an agent’s degree of belief in the occurrence of an event. Bayes’ rule is used to
update those beliefs conditionally on data, and the data points are considered
to be fixed once observed. This appears to make it easier for Bayesians to
gradually change parameter estimates as new information becomes available,
but it prevents them from reanalyzing data in the case of aberrant observations.1
Consequently, if there is a break in the forecasting performance, Bayesians will
just have to let Bayes’ rule run its course. Frequentists are more lenient in this
regard, though they are also wary of ad hoc adjustments that are designed to
prevent a hypothesis from being falsified.
The body of Part III directly addresses this issue, since Chapter 12 studies
methods for dealing with breaks in forecasts and Chapter 13 presents a tool
that can be used to analyze the effects of auxiliary assumptions. In Chapter 14,
which is the Discussion of Part III, I examine another dialogue where opposite
outcomes are presented by different scientists even though the same methods
and data are used. This time, I also investigate how papers were altered during
the review process. The current introduction is in the form of an essay that sets
the scene for these chapters.
1 One reason why I write that Bayesianism ‘appears to make it easier’ to gradually adjust
parameters is that it is difficult to anticipate how the prior variance will influence the tradeoff
between the hypothesis and the data-optimized solution. This is a problem that the AST
estimators of Part II aimed to solve.
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My point of departure is Edward Leamer’s (1978) book about Bayesian
statistics, which was refreshing to me because he describes various types of
specification searches that economists employ to arrive at a final model or data
set. Although he prefers Bayesian statistics to other statistical approaches,
he does question whether researchers (in economics) should be interested in
statistical inferences at all. Referring to Sherlock Holmes, he remarks that
the Bayesian straitjacket of assigning prior probabilities to models may cause
researchers to ignore important evidence (ibid., pp. 16). In his introduction,
he states that his readers ‘are strongly urged not to conclude either that real
learning processes could be fully mathematized and therefore trivialized, or that
actual learning should be altered to meet fully the mechanical features of any
mathematical model’ (ibid., pp. 14). The question that then arises is how ‘fully’
readers should approximate these mechanics.
Please consider the following passage, which appears much later in Leamer’s
book.
[I]n the rejection of outliers, a researcher is implicitly rejecting the
assumption of normality; he is opting for a distribution with fatter
tails than a normal distribution. Just as it is undesirable to choose
a prior or a model after having seen the data, it is also undesirable
to choose an implicit data density in this way. First of all, the
inferences that are thus gathered are not fully legitimate. Second,
the rejection of outliers tends to ignore the fact that it may be quite
important to know the probability laws according to which the outliers
are generated.
Edward E. Leamer, 1978, pp. 265
I analyze these two points in the next two sections and subsequently return
to Leamer’s Bayesian/Holmesian distinction.

11.1.

Point 1: Legitimate Inferences

With regard to legitimate inferences, I now discuss a predicament discussed by
Clark Glymour (1980), which is that the Bayesian approach cannot account for a
new theory being confirmed by old evidence. To define the problem, assume that
evidence E is known before theory H is introduced at time t. Since observations
are fixed once observed, we get that probability Pt (E) = 1. The probability of
E given H is in turn Pt (E|H) = 1, therefore:
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Pt (H) × Pt (E|H)
= Pt (H).
Pt (E)

Note that the probability of H conditional on E is not larger than the prior,
but equal to it: Pt (H|E) = Pt (H). The Bayesian conclusion must therefore be
that old evidence cannot help to confirm a new theory, although in practice it
often does. As Glymour (1980, pp. 84) explains, it was regarded as remarkable
in 1915 that Einstein was able to use his gravitational field equations to explain
the anomalous advance of the perihelion of Mercury, which had been established
half a century earlier.2 The ideal Bayesian never faces a new theory, which
just shows, according to Glymour, that such a representation of a scientist is
incompatible with what we observe in practice (ibid.).
How can a practicing Bayesian evaluate a new theory based on old evidence?
Bayesians could prescribe that the researcher should act as if she (or he) were
unaware of the existing evidence when she formulates her ‘prior’ beliefs. In
response to this suggestion, Glymour begins by indicating that a single counterfactual degree of belief in the evidence may not be available. Returning to
Einstein’s gravitational equations, there is not a single event that makes the
perihelion anomaly virtually certain (ibid., pp. 88). The first calculation of
the anomaly in the mid-nineteenth century varied substantially from a second
attempt that was presented around 1890, and both of these efforts rested on conjectural approximations of an infinite series (ibid.). In 1912, new computations
were performed without such an assumption, and those calculations were shown
to be close to the second attempt once an error in that second attempt had
been discovered in the 1920s (ibid.).3 So, in historical cases — rather than in
coin-flipping examples — belief in evidence often grows gradually and can even
decline at times. Consequently, there is often no straightforward counterfactual
degree of belief that can be used in conditionalizing by Bayes’ rule.
Turning to another issue of specifying a prior belief counterfactually, in
Chapter 2, I highlighted difficulties that arise when one attempts to express
a postulated belief held at the current time. Now imagine someone having to
specify what her personal beliefs would have been had she lived in some distant
past. How far back in time, asks Glymour, should a twentieth-century physicist
go in order to confirm Einstein’s general theory of relativity when applying
Bayes’ rule? If the researcher returned to the nineteenth century, then she would
2 The perihelion is the point in the orbit of a planet, asteroid or comet at which it is closest
to the Sun.
3 Attempt 1: Leverrier. Attempt 2: Newcomb. Attempt 3: Doolittle. Attempt 4:
Grossmann.
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have to somehow relate her hypothetical beliefs to theoretical prejudices of that
time (ibid.). Gravitational deflection of light could have appeared to be quite
probable back then (ibid.). And why should the researcher stop at the nineteenth
century in tracing back her hypothetical prior beliefs?
One response to the problem of old evidence is to tinker with aspects of
classical Bayesianism — such as the assumption of logical omniscience (Garber,
1983) — and thereby threaten to block derivations of most of its epistemological
results (Talbott, 2016). Another strategy in dealing with this ‘nasty problem’ is
to observe that Glymour’s objections to using a counterfactual approach seem
‘easily answered’ (Howson, 1991). ‘It may take some exercise of the imagination
to evaluate what your degree of belief in H would be were you, counterfactually,
not to know E, but there is no reason in principle to think that it can’t be done’
(ibid., pp. 548). Irrespective of whether this evaluation can be performed in
principle, Glymour already asked whether we should condemn the great mass of
scientists who have not detailed how their beliefs would have evolved throughout
the history of science (1980, pp. 91). A third strategy that is explored by
Glymour is to reject Bayesianism and to propose another theory, which others
then say is in fact Bayesian (Rosenkrantz, 1983).

11.2.

Point 2: Probability Laws
Generating Outliers

Having indicated that Bayesian inferences may not be fully legitimate in light of
old data giving credence to new theories, I now turn to Leamer’s second point,
about probability laws that are believed to generate outliers. This brings us
closer to the approach of frequentists like Perron, who writes that ‘[t]he purpose
is to estimate the unknown regression coefficients together with the break points
[...]’ (2006, pp. 7). Theories reveal the ‘consistency’ of the estimated break date,
and ‘limit distributions’ are derived (ibid., pp. 10).
In Parts I and II, I discussed various problems relating to the statistical
project of verifying, falsifying, or updating hypotheses regarding a fixed unknown constant. In addition to these difficulties, a researcher who is patiently
approximating the results of an infinite series may observe drastic changes in her
parameter estimates. As we learned in the previous paragraph, such changes are
taken to signify that the hidden structure might not be fixed but time-variant. I
find these hidden structures increasingly confusing, although in everyday life I
have no difficulties in using words like ‘underlying cause’ and ‘truth’ in various
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contexts.
I now turn to a clear textbook exposition on the subject and concentrate
on how simulation studies are used to justify claims about underlying truths in
economics (Heij et al., 2004). Under the heading ‘The helpful fiction of a ‘true
model’ in statistical analysis’, this book states that the combined economic and
measurement process is commonly referred to as the ‘data generating process’
(DGP) (ibid., pp. 87). The aim of an econometric model is said to approximate
the DGP, and the book explains that less relevant aspects of the data are typically
disregarded to obtain a better understanding of the DGP’s main aspects. (ibid.).
This implies that, in practice, an econometric model will never provide
a completely accurate description of the data generating process.
Therefore, if taken literally, the concept of a ‘true model’ does not
make much practical sense. Still, in discussing statistical properties,
we sometimes use the notion of a ‘true model’. This reflects an
idealized situation that allows us to obtain mathematically exact
results. The idea is that similar results hold approximately true if the
model is a reasonably accurate approximation of the data generating
process.
Heij et al., 2004 , pp. 87
If I understand this correctly, the concept of a ‘true model’ only fails to
make practical sense insofar as the model does not give a ‘completely’ accurate
description of the DGP. But how do we know how accurately our model approximates this true but unknown DGP? One strategy is to start by postulating
the existence of a true parameter and to prove that, under certain conditions,
an estimate converges to that parameter as the sample size goes to infinity. As
explained in Chapter 2, this mathematical setting is only distantly related to a
statistical analysis of a finite dataset.4
Alternatively, ‘we can imitate the situation by means of a computer program
that satisfies the assumptions of the model,’ in which case ‘the model is indeed
true’ (Heij et al., 2004, pp. 88). In particular, the parameters (β) used in
simulating the data can now be compared to the ‘estimates’ of those parameters
(b) that are based on the simulated data.
4 Exact distributional properties of estimators and tests depend on assumptions regarding
the unknown DGP (Heij et al., 2004, pp. 188). To study these properties, we can ‘pretend
that we can obtain a limitless number of observations’ (ibid.). How large should a sample size
be for such an asymptotic analysis to be appropriate in practice? The answer to that question
unfortunately depends on the underlying distribution (Wooldridge, 2015, pp. 755).
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Even when performing a simulation analysis, we can be led astray by focusing
on a fixed truth, as I now briefly illustrate by returning to the work of Janson
et al. (2015), which was discussed in Chapter 9. An information criterion selects
a model by minimizing the effective number of parameters K while maximizing
over in-sample accuracy. If all K parameters are included, K = K. If a
submodel with fewer than K regressors is selected, then Janson et al. claim that
the effective number of parameters (K) should be less than K. They show that
this restriction can be violated by the ‘degrees of freedom’ (DF) approach to
measuring K, which is why they refer to DF as a ‘flawed metaphor’ in the title
of their article.
The ‘motivating example’ of Janson et al. (2015) is a simulation study with
N = 50 observations and K = 15 regressors (ibid., pp. 479-480). The independent and identically distributed regressors are generated with a standard normal
distribution N(0, 1), which means that the regressors are uncorrelated in the true
data generating process. Nevertheless, sample correlations between regressors
can be expected to be quite high if the number of simulated observations is
small compared to the number of regressors.5 These sample correlations between
regressors are key to understanding why the effective number of parameters of a
submodel may exceed K, but they were ignored due to a focus on the true data
generating process instead of the simulated data at hand.
This example illustrates, at the very least, that too much focus on the true
model can be obstructive. As indicated in Part II above, simulation studies
can also be employed to examine characteristics of a method without thereby
comparing simulated and estimated parameters. What is more, in empirical
case studies it is not possible to contrast ‘the unknown β’ with the solutions
b. Nevertheless, we can think of applied sciences as imitating the mimesis of
simulation studies. Let us now ask whether we must do so with the following
example.
A father has hidden some candy in the garden for his daughter to find. After
an exciting four minutes of running to and fro, moving shovels, and peering
behind fences, all the daughter spots is a soccer ball, which the neighbors must
have lost some time ago. Just as the child starts losing her patience, her father
glances meaningfully in the direction of an oak tree, whereupon she rushes off
to discover a chocolate bar hidden under a nearby garden gnome. Forgetting
to thank her father for the gift, she hurries to the living room and continues
5 Again, for y = Xβ +  with K uncorrelated and standardized regressors, β = ~
0, centered y,
and  ∼ N(0, σ 2 IK ), the expected value of R2 under the true β = ~0 is given by E(R2 ) = NK
,
−1

since R2 ∼ Beta( K
, N −K−1
). This implies, on average, that the smaller N is relative to K,
2
2
the larger the (squared) correlations among regressors will be.
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to display the same kind of erratic search behavior, until she yells excitedly:
‘Daddy, daddy, I’ve found a living unicorn hiding behind the couch!’
Is every finding the same? Must we think of the girl as inwardly carrying
around some picture of candy with which she compares various objects in the
garden (Wittgenstein, 1953, PI 604)? Did she find what underlies the chocolate
bar, figuratively speaking? A strange question. Is it sufficient to display search
behavior when claiming to have (approximately) found a fictional object? Is it
necessary to do so? Is there not a difference between finding something that was
hidden in a simulated game and finding something that one has somehow lost, or
finding something that one did not even know was lost? Must we demarcate what
fundamental goals and laws legitimately apply whenever a scientist attempts to
find something?

11.3.

Bayesian/Holmesian Distinction

This last question brings me back to the choice presented by Leamer (1978)
between Bayesian statistical inferences on the one hand, and a Holmesian
scientist on the other hand. The former approach starts with formulating a prior
belief which is then updated with data, whereas the latter places the researcher
behind a veil of ignorance regarding her personal motivations, prejudices, and
historical/institutional context. Responding to John Watson’s question as to
the likely perpetrator, Sherlock says: ‘No data yet... It is a capital mistake to
theorize before you have all the evidence. It biases the judgment’ (in Leamer,
1978, pp. 11). One of the problems with this strategy, is that it can easily be
turned against itself.
For several decades starting in the mid-1920s, a tactic of ‘show me the data’
was effectively employed by toxicologist and occupational health scientist Robert
Kehoe in defending the automobile business against claims of exposing the public
to the risk of lead poisoning (Nriagu, 1998). Kehoe was a professor of industrial
medicine, a key consultant for the lead industry, and a fellow of the American
Medical Association. He helped to instigate ‘self-regulation’ by the lead industry
so that they could control the facts and offered a ‘natural’ threshold of lead
absorption with which to assess those facts.
His opponent Clair Patterson, a geochemical scientist, argued in 1965 that
a toxic threshold cannot be used to diagnose lead poisoning, because there are
degrees of lead poisoning. He also collected data with which he calculated that
oceanic lead levels had greatly increased after leaded gasoline had entered the
market. These findings were scornfully rejected by Kehoe. In a 1966 government
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hearing, Patterson stated: ‘You can use the data to justify your purposes. If
your purpose is to sell lead alkyls, then you look at these data one way. If your
purpose is to guard public health, you will look at this data in another way, and
you will reach different conclusions’ (ibid., pp. 77).
Importantly, as indicated by Patterson, neither he nor Kehoe were disinterested parties. I may also remark that if prior and posterior probabilities had
been recorded in accordance with the Bayesian approach, this would hardly have
constituted an ideal summary of the controversy. A more complete description
would include how Patterson kept finding traces of lead whenever he tried to
decontaminate his laboratory in the process of determining the age of the world,
how his research was initially financed by the oil industry, how that financing
abruptly ended following his 1965 publication on lead pollution, how failed
attempts were made to bribe him, and how, for example, public health agencies
colluded with industries in the investigation of whether public health was at risk
due to lead contamination. Note, that I am not advancing a theory about the
necessary conditions for experiencing or understanding. I merely point out that
by bringing these peripheral aspects of scientific research to the foreground, we
may better respond to their influence.
In the following, I do not make it seem as if I theorized first and analyzed data
second while keeping all else fixed. Instead, I describe how simulation studies
and empirical applications were employed to examine what peripheral aspects
of previous methods might be improved through ad hoc adjustments. One of
my aims is to demonstrate that statistics can also be used to determine what is
questionable, rather than as a detached mechanism for answering questions. This
touches upon an essay about hermeneutics and science of Hans-Georg Gadamer
(1977).
In Chapter 12, I attempt to improve on the ‘best starting point’ (SPB)
method, which was designed to respond to a break in forecasting accuracy. In
my ad hoc analysis of SPB, I use a tool that quantifies the in-sample relevance
of statistical decisions. This measure is subsequently used to develop a more
automated procedure for selecting good statistical settings, in Chapter 13. In the
discussion of Part III, I examine another case study in which researchers make
opposing recommendations, even though they use the same model, methods,
and data set. I subsequently revisit this case study in the General Discussion to
summarize the three parts of this book.

12
Accuracy-Simplicity Tradeoffs and the Weighing of
Observations
12.1.

Introduction 1

To deal with a sudden deterioration in a model’s forecasting performance, one
strategy is to test for structural breaks and use post-break data (Andrews, 1993,
Brown et al., 1975, Chow, 1960, Quandt, 1960). Pesaran and Timmermann
(2007) explained, however, that even if one has correctly pinpointed the timing
of a break, it might be more optimal in terms of mean squared forecasting errors
to include pre-break data if there are only a few observations available after the
break.
As an alternative, they proposed estimating the timing of the starting point
via cross-validation. The idea is to divide the estimation sample into a validation
set of recent observations and a training set of older observations, and to use the
training set to ‘predict’ the validation set while varying the starting point of the
data. In their ‘best starting point’ method (‘SPB’), the starting point with the
best pseudo-predictions is subsequently selected. One of the main advantages of
SPB is that it is easy to apply to a variety of estimation methods. SPB does
have some serious drawbacks, which I address in this chapter.
One problem with SPB is that it can be slow to respond to a new break,
because it can take a long time before there are sufficient post-break observations
in the validation set. Having considered such difficulties in estimating the timing
of break points, Pesaran, Pick, and Pranovich (2013, pp. 149) concluded that it
was better to use their ‘robust optimal weights,’ which progressively increase as
observations become more recent. Although their type of ‘exponential’ weights
1 Chapter 5 of my PhD thesis called A Tradeoff in Econometrics is an alternative version
of this chapter.
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can indeed be employed when there has been a recent break or when there are
breaks continuously, in situations where the timing of break points has become
sufficiently clear, older data need not be wasted so immoderately. After all, data
of the distant past could be of relevance in the near future, and an estimation of
the timing of break points could be important in trying to understand why the
forecasting performance has changed. My proposal is therefore to look for ways
in which exponential and discrete weights can be combined.
A second concern is that SPB may ignore large portions of the data based
on the smallest of improvements in the accuracy of the validation sample. Such
volatility in the selection of a configuration (i.e. the best starting point) is a
general issue of cross-validation. This uncertainty can be reduced by introducing
a tuning parameter λ ∈ [0, 1], which allows the researcher to specify how large
the relative improvement in pseudo-accuracy must be for a relative deviation
from a reference setup to be allowed. This accuracy-simplicity tradeoff (‘AST’)
is similar to those we have seen in Part II about linear regression parameters.
In the current context, it means that λ determines to what degree deviations
from equal weights are penalized. In this chapter, I compare an `2 norm to an
`1 norm in counting the total amount of deviation from equal weights, and I
develop measures for the effective number of parameters that can be employed
in information criteria.
A third problem with SPB is that it always gives weights of zero to data
before the starting point, whereas individual weights could be assigned to all
periods. One advantage of giving each period its proper due is that it will
no longer be necessary then to adjust the timing of a break point in order to
include pre-break data. Pesaran, Pick, and Pranovich (2013) derived closed-form
expressions for weighing individual periods of observations in the context of a
linear regression model with one-step-ahead forecasts. At the expense of analytic
tractability, I present a procedure that is more generally applicable. In doing so,
I also use a technique developed by Bai and Perron (1998, 2003) for estimating
the timing of multiple breaks. One disadvantage of this algorithm is that it can
be rather slow for large data sets. Therefore, as an aside, I compare Bai and
Perron’s method to a few simple alternatives.
In short, the goal of this chapter is to improve SPB by making it respond to
a new break more quickly, by discarding old data less quickly, and by assigning
individual weights to multiple periods. I incorporate these three changes in a
‘multiple breaks and shrinkage’ (MB-S) algorithm.
The question of how to deal with breaks is currently an important topic
in climate research. In 2013, the Intergovernmental Panel on Climate Change
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(IPCC) spoke of a ‘hiatus’ in global warming in the period 1998-2012, because
they observed a slowdown in the upward trend of global temperature data
(Stocker et al., 2013). The supposed hiatus became a controversial issue. I apply
the MB-S procedure to evaluate IPCC’s claim that there was a slowdown in global
warming with the help of a simple trend model using global temperatures data
(1880-2015). I show that forecasting accuracy over the entire time period nearly
doubles by dynamically weighing observations. Furthermore, when forecasting
observations between 1998 and 2012, the discrete weights select a period in the
past (1912-1953) which has a lower choice of trend than the period after 1954.
Does this lead to the conclusion that there was a slowdown in global warming?
The organization is as follows. In Section 12.2, I illustrate the SPB method
and the newly proposed algorithm. In Section 12.3, I show how the original SPB
method was altered by analyzing its peripheral aspects. In Section 12.4, I apply
the methods to the case study on global warming and discuss the outcomes in
Section 12.5.

12.2.

Illustration of Weights Being
A ssigned to Observations

To give a preview of the results, say one has to predict the next observation of a
variable yt by taking a weighted average of previous observations, where the time
t = 1, 2, . . . , T . The weighted average is given by ŷT +1 = w1 y1 +w2 y2 +· · ·+wT yT
and the weights wt sum to 1. To make the exercise more concrete, I simulate 20
data points whereby the average yt changes from 3 to 5 at t = 50 and back to 3
at t = 90. The two simulated break dates can be used to name three periods
(1, . . . , 49; 50, . . . , 89; and 90, . . . , 120). Figure 12.1 gives an example of data that
were simulated in this way. The question is: if you were confronted with these
data, how would you assign weights to observations in predicting yT +1 ?
From Figure 12.1, it seems obvious that all available observations should
receive about an equal weight in averaging over y when a prediction is made
at time T = 40. If a researcher is still using equal weights at observation 60,
however, then she (or he) will have been confronted with comparatively large
errors in the most recent predictions. In response, she could assign exponentially
higher weights to more recent data and focus on post-break data once there
are enough observations after the break. Note that during the second period,
observations of the first period need not be discarded altogether, because they
can be of relevance in the future. In the present case, such an approach would
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Figure 12.1: Example of Simulated Data with Two Breaks in Mean
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Note: This figure presents an example of simulated outcomes when data is generated
with yt = µt + t , where µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1).

reduce the forecast error at observation 90, when y jumps back from around 5
to 3. For the prediction of y120 , the second period appears less valuable and
could get a lower weight, whereas the first period might be more emphasized.
Figure 12.2 shows how the original SPB method and the MB-S algorithm
assign weights to observations for different forecasts of yT +1 over time. The
darker a dot, the higher a weight. In the upper panel, SPB original starts with
assigning equal weights to all observations. That is, the column of ‘Observations’
from row 1 to row 30 has the same color at ‘T+1’ equals 31. As the colorbar
indicates, the observations receive a weight of 1/30 ≈ .03. It can be observed
that the original SPF method already ignores data before the first break point
has occurred at T + 1 = 50. From T + 1 = 80 to 89, the starting point moves
from 47 to 57. In response to the poor predictions after the second break at
T + 1 = 90, the number of included observations slowly increases until the entire
estimation sample is used. From T + 1 = 117 onwards, the smallest possible
sample size is selected, which means that the first period (when yt is also around
3) is ignored as well.
The lower panel presents weights that are assigned by MB-S. At T + 1 = 40,
all eligible data receive an equal weight. At y60 , there are few observations after
the first break, which is why more recent data are more emphasized through
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Figure 12.2: Heatmap of Weights Across Time: Two Breaks in Mean
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• These heatmaps show how predictions were made regarding yT +1 (horizontal
axis) by taking a weighted average of the previous observations (vertical axis).
PT
The prediction model is given by ŷT +1 = t=1 wt yt . Panel i shows the selection
of weights by SPB original and panel ii shows the selection of weights by the
MB-S algorithm. Simulation model: yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and
t ∼ N(0, 1). Figure 12.1 shows the realizations that were used.
• If this simulation exercise is repeated multiple times, it can take less time for SPB
original to respond to the second break; and MB-S often uses exponential weights
throughout the second period. Figure 12.3 shows the average performances for
T + 1 = 31, 32, . . . , 120 when the simulation study is repeated 10,000 times.
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exponential weights. As new post-break data become available, discrete weights
become more pronounced. Observations in the first period are not entirely
discarded in the second period, which reduces the prediction error once the mean
jumps back from 5 to 3 at T + 1 = 90. In the wake of the forecasting inaccuracy
at the second break, equal weights are quickly emphasized in the third period
until it appears safe to downweigh the second period.
This illustrates how MB-S responds to a new break more quickly, discards
old information less quickly, and allows for multiple periods to receive individual
weights. Note, however, that these plots can change substantially if they are
generated with new realizations of the same simulation model. When this exercise
is repeated, the response time to the second break of SPB can be shorter, MB-S
often chooses to use exponential weights throughout the second period, and there
might be more uncertainty about the timing of the breaks when MB-S is applied.
Regarding the current simulated data set, it might be noted that the first break
is estimated to be at t = 51 rather than at the simulated t = 50. In the next
section, I give a stylized summary of how the MB-S algorithm was created and
present average results for 10,000 repetitions of this simulation exercise.

12.3.

Methods for Weighing
Ob servations †

I now describe how the MB-S algorithm was developed by making ad hoc
adjustments to the best starting point method. After introducing the benchmark
approaches, their performances are immediately assessed on the basis of the
aforementioned simulation exercise.
A forecasting deviance measure is used to evaluate the impact of auxiliary
assumptions on predictions. This tool computes the mean absolute difference
between forecasts of a reference setup ŷref,t and an alternative setup ŷalt,t in
the following way
T
X
1
FD =
|ŷalt,t − ŷref,t |,
T − T0
t=T0

where t = T0 , T0 + 1, . . . , T . When all of the predictions of ŷalt,t are the same
as ŷref,t , the forecasting deviance is F D = 0. In that case, the adjustment of
the reference setup which resulted in ŷalt,t is irrelevant for the given sample,
which means that there is presently no occasion to study it further. An F D of
0.3 means that the average absolute deviance between the predictions of ŷalt,t
and ŷref,t is 0.3 points. I typically focus on auxiliary assumptions that have a
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relatively large F D.
The weighing of observations is performed by premultiplying the data by a
PT
vector of weights w that sums to t=1 wt = 1. Assigning an equal weight to all
observations in the estimation sample amounts to setting wtEQ = 1/T . If a starting
point of 2 is selected, only the first observation is left out and the remaining
observations receive an equal weight, so that w = [0 1/T −1 ... 1/T −1]0 .
The procedure that I develop below can be applied to a variety of methods,
but I focus on the linear regression model. If a weighing procedure is employed
in the context of the linear regression model, one can define the matrix W 1/2 =
√
diag( w), so that the weights are assigned to the data through y w = W 1/2 y
and X w = W 1/2 X. The weighted least squares estimator then becomes bW LS =
(X 0 W X)−1 X 0 W y. Consequently, if y is regressed on a constant with weights wt ,
PT
the solution is bW LS = t=1 wt yt , which corresponds to the weighted average
of y.
I now continue by presenting the three benchmark methods for weighing
observations.

12.3.1. Benchmark Methods
The main benchmark to be considered is the best starting point method. This
is called ‘SPB original’, because adjustments are proposed below. To select the
optimal starting point through cross-validation, the estimation sample that runs
from 1 to T is split up into two samples. Observations 1 to T − V constitute the
training sample, and the last V observations the validation sample. The training
sample is used by SPB original to compute h-period-ahead pseudo forecasts
regarding the validation sample, whereby the starting point of the training
sample is varied. The selected starting point is the one with the best predictions
of the validation set. To forecast ŷT +h , a sample running from the chosen
starting point to T can be employed to estimate the regression coefficients.
Regarding the measurement of a starting point’s pseudo-out-of-sample prediction accuracy, I denote an h-step-ahead forecast made with a set of weights
wi as ŷi,v,h , where v ∈ [T − V + 1, T ] refers to an observation in the validation
set. The associated prediction error is then given by ei,v,h = ŷi,v,h − yv , so that
the Mean Squared Forecasting Errors can be defined as
M SF Eti =

1
V

T
X

e2i,v,h .

v=T −V +1

The second benchmark method is also based on cross-validation but takes a
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weighted average of the starting points’ predictions. It is called ‘SPW original’.
The inverse MSFE weight that is assigned to the forecasts of starting point i is
(M SF Eti )−1
given by PJ
j −1 , provided that there are J eligible starting points. The
j=1

(M SF Et )

technique is based on the forecasting combination literature and is an attempt to
diversify risks among starting points. Pesaran and Timmermann (2007) remark
that it is likely to work well when there are small breaks.
When applying the SP methods, researchers have to decide upon the minimum
length of the training set (minT ) and the size of the validation window V . A
large minT prevents recent starting points from being selected and a small
minT can result in poor estimates of model parameters. The bigger V , the
longer it takes for postbreak observations to dominate the validation sample, so
the longer it takes for a new break to be identified. When V is too small, on the
other hand, ‘the ranking of forecasting methods will be too noisy and affected
too greatly by random variations’ (Pesaran and Timmermann, 2007, pp. 145).
To examine the influence of such peripheral choices, I define a reference setup
and evaluate the effect of altering that reference setup. In the reference setups
of the SP methods, the minimum number of observations in the training sample
is equated to minT = 15, and the validation sample is also specified to have a
size of V = 15. As I have just explained, the optimal choice of V and minT
may depend on the application. To evaluate these manually defined settings
below, I study what happens when these sample sizes are allowed to be higher
(minT = 20, V = 20) or lower (minT = 10, V = 10) than in the reference setup.
The third benchmark is the ‘robust optimal weight’ of Pesaran, Pick, and
Pranovich (2013, ‘PPP’). Under the assumption that the break date is uniformly
distributed from 1 to T, the break date is integrated over the entire estimation
sample to give,
(
− log(1−t/T )
if 1 ≤ t ≤ T − 1
∗
T −1
wt =
log(T )
if t = T,
T −1
and these weights are normalized to add up to one,
w∗
wtEXP = PT t
t−1

wt∗

.

(12.1)

As it stands, EXP does not require tuning parameters to be cross-validated.
This technique is referred as ‘EXP’ because PPP have shown it to be closely
associated with exponential weights.
It should be noted that PPP have introduced a number of variants of their
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robust optimal weights. One such variant is designed to deal with two breaks in
a linear regression model conditional on the size of the breaks being known. ‘In
practice,’ write PPP in their conclusion, ‘dates and sizes of breaks are unknown
and their estimates can be unreliable’ (ibid., pp. 149). PPP therefore recommend
the robust optimal weights wtEXP of equation (12.1), since it does not require
a priori knowledge of break dates or their sizes (ibid.). PPP use simulation
studies with a single break or with continuous breaks to evaluate the forecasting
performance of their methods. The authors also illustrate how their techniques
assign weights to observations in a situation with multiple discrete breaks, but
they do not use a simulation study with multiple discrete breaks to analyze the
forecasting performance of the methods they propose.
To evaluate the impact of the peripheral research choices enlisted above, I
now return to the simulation study with multiple discrete breaks of the previous
section. Remember, if you please, that the simulated mean goes from 3 to 5
at t = 50 and reverts back to 3 and t = 90. The total number of observations
equals 120. The simulation study was developed such that various aspects of
the methods could be assessed in as few observations as possible. To measure
forecasting performances in Table 12.1, the simulation study was repeated 10,000
times. I averaged over a method’s MSFE relative to the MSFE of using equal
weights (EQ).
A short walk-through is now given of the results of the bold SPB original.
For the one-period ahead prediction regarding the observation at t = 55, the
relative MSFE of SPB original is 0.88, which means that it improves EQ by 12%.
To compare, PPP’s exponential approach (‘EXP’) is already about 30% better
than EQ at this stage. Once more post-break data has become available, at
t = 89, SPB original gets an excellent score by ignoring old parts of the data. As
a consequence, SPB original is no less than 2.67 times worse than EQ when the
yt value goes back from 5 to 3 on average at t = 90. At the fifth forecast after
the second break (t = 95), EQ still outperforms SPB by a large amount. In the
period before the first break (‘P1’), SPB original has about the same forecasting
accuracy as EQ, in the second period it outperforms EQ by 34%, and in the
third period it is 23% worse than EQ on average. Column ‘All’ shows that the
overall MSFE score relative to EQ is 0.84. My main conclusions are that SPB
original can be too slow in adapting to breaks in forecasting performances and
that it can be too quick in ignoring old information.
The reference setup of each method is printed in bold, and the indented
rows directly below indicate how that reference setup is altered. Accordingly,
the four rows directly below the bold SPB original allow us to analyze how
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Table 12.1: Relative MSFE for Two Breaks in Drift: Benchmark methods

SPB original
minT=20 V=20
minT=20 V=10
minT=10 V=20
minT=10 V=10
SPW original
minT=20 V=20
minT=20 V=10
minT=10 V=20
minT=10 V=10
EXP

t=55

t=89

t=90

t=95

P1

P2

P3

All

.88
.94
.88
.89
.79
.95
.97
.95
.95
.91
.69

.46
.46
.47
.46
.47
.54
.61
.55
.54
.52
.52

2.67
2.64
2.62
2.70
2.68
1.92
1.68
1.90
1.94
2.05
2.00

1.63
1.88
1.25
1.88
1.25
1.57
1.52
1.51
1.62
1.56
1.48

1.01
1.00
1.01
1.01
1.02
1.00
1.00
1.00
1.00
1.01
1.02

.66
.76
.65
.68
.57
.79
.86
.78
.79
.70
.60

1.23
1.36
1.14
1.33
1.07
1.38
1.37
1.36
1.40
1.32
1.24

.84
.93
.81
.87
.74
.96
1.00
.95
.96
.89
.80

FD
.18
.06
.06
.23
.08
.01
.01
.10

Note: the table reports MSFEs relative to those of the equal weighted prediction, MSFEi /MSFEEQ , where
MSFEi is the MSFE of forecasting method i in the first column. The header ‘t=55’ refers to the one-period
ahead prediction regarding t = 55. The reference setup for each method is bold. For example, in the
reference setup, the minimum number of observations in the training data is minT =15, and the validation
consists of V=15 observations. Variations to a reference setup, like ‘minT=20 V=20’, are presented below
the boldfaced method. Simulated model: yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1).
Prediction model: ŷT +1 = µ̂T . Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50:89. P3: obs.
90:12. All: obs. 31:12.

forecasts change when the reference setup of SPB original is altered in terms of
the minimum number of observations in the training (minT ) and validation (V )
samples. The average absolute deviation in forecasts (‘FD’) that results from
decreasing them from fifteen to ten (‘minT=10 V=10’) is comparatively large.
The general performance of SPB does improve with such small sample sizes,
because it quickens the response to large (and small) variations in the mean of y.
By averaging over starting points, SPW original becomes less sensitive to
changes in minT and V , as the F D measure shows. The overall MSFE scores
are substantially worse than SPB original. Despite the fact that the errors of
SPW original are smaller shortly after the second break, the method performs
poorly in the third period. If one wishes to guard against SPB original’s risk
of wrongfully downweighing certain observations, a more direct approach is to
penalize deviations from equal weights and to allow pre-break data to receive
an individual weight. It should also be remarked that the weighing of starting
points causes more recent observations to be included more often, which means
that more recent observations will have a greater influence in the estimation of
model parameters than more distant observations. SPW original is similar to
EXP in that sense.
The third benchmark methods, EXP, was introduced to see how SPB original
could be improved. Observe that EXP responds admirably to the first break
at t = 50. Its forecasting error at t = 90 is quite a bit smaller than the other
benchmark methods, and yet EXP remains substantially less accurate than EQ
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in the third period. This is a first indication that PPP’s exponential weights
are not robust to varying break processes. Next to the fact that old information
is too easily discarded at times, another disadvantage is that EXP does not
inform us when a statistical application suddenly benefits from using different
configurations.
In the following, I analyze which ad hoc alterations can be made to improve
upon SPB original. Exponential weights are incorporated to quicken the response
time in Subsection 12.3.2. To avoid discarding observations too easily, deviations
from equal weights are penalized in Subsection 12.3.3. Multiple periods are
allowed to receive individual weights in Subsection 12.3.4. As I present in
Subsection 12.3.5, the MB-S algorithm is obtained by making the choice between
equal, discrete, and exponential weights more dependent on the data. Alternative
simulation exercises are evaluated in Subsection 12.3.6.

12.3.2. Improving the Response Time
Instead of shortening V and minT to swiftly adapt after a break, one can achieve
the same effect by using exponential weights in two unremarkable ways.
First, SPB original uses the predictions errors of the validation sample to
select a starting point. These prediction errors (‘PE’) can be premultiplied
by expontial weights to quicken the response to a recently poor performance.
Accordingly, the accuracy measure is defined as
EXP
M SF ETi (wPE
)=

1
V

T
X

wvEXP · e2i,v,h .

v=T −V +1

Weighing the prediction errors in this way is equivalent to weighing the observed
√
yv and predicted ŷi,v,h with wv in weighted least squares. Note further that
EXP
EXP
wPE
is computed for t = 1 to T and that wPE
uses the last V of those weights
after normalizing them to sum to one.
Second, it can be remarked that the original SP methods assign equal weights
to the observations of the validation sample when the selected starting point
is used to estimate a method with which to forecast yT +h . Another simple
adjustment to quicken the response to new information is to ascribe exponential
weights to the validation window with wVEXP . When the last V observations
receive the last V weights of wVEXP , then the weights of the training sample do
have to be rescaled so that the weights of the entire estimation sample sum to
unity.
As described above, a greater emphasis on recent observations could result
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in overly flexible choices of model parameters, so I now look for a way to curtail
the influence of cross-validation in weighing observations.

12.3.3. Penalizing Deviations From Equal Weights
In SPB original, the tiniest of differences in MSFE can result in much data being
excluded, because the MSFE criterion does not penalize deviations from equal
weights. One might translate this remark into an Accuracy-Simplicity Tradeoff
(‘AST’). A method with a good MSFE is defined as being more accurate, and a
method that barely deviates from a reference setup of equal weights is defined
as more simple. Simplicity can be achieved at the cost of MSFE accuracy. The
question is whether it is possible for a researcher to obtain an intuitive control
over this AST, so that she (or he) can specify how influential the cross-validated
weights may be relative to equal weights (EQ).
In accordance with the previous chapters, one can begin by observing that
a relative accuracy term can be obtained by dividing the MSFE of wi by that
of EQ. To measure relative simplicity, a deviance measure D(wi ) can be used
to quantify how much wi differs from EQ. For the SP methods, deviances are
defined in terms of the proportion of observations in the training sample
D01 (wi ) =

M − N (wi )
,
M

(12.2)

where N (wi ) is the sample size associated with weights wi and M = T − V
is the maximum number of observations in the training sample. ‘01’ in D01
signifies that individual observations are either ignored (0) or included (1). D01
equals 0.75 when three quarters of the sample are included, for example. The
maximum deviance from equal weights occurs when the minimum amount of
observations (minT ) is used. D01 (wi ) can be divided by D01 (wminT ) = M −minT
M
to make the simplicity measure relative to the largest permissible deviance from
equal weights.
In terms of a general D (other deviance measures are defined below), the
resulting AST loss function becomes
EXP
LAST (wi , wPE
, λ, D) = (1−λ)

EXP
M SF E i (wPE
)
+ λ
EQ
EXP
M SF E (wPE
)
|
{z
}

Relative accuracy

D(wi )
D(wminT )
| {z }

. (12.3)

Relative simplicity

The researcher can determine through λ ∈ [0, 1] how much influence EQ has
relative to cross-validation in weighing observations. EQ is used when λ = 1,
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and the cross-validated weights are used when λ = 0. A λ of 1/3 means that
weights are based for 67% on the accuracy of pseudo forecasts and for 33% on
the simplicity of equal weights. The data-optimized solutions might also favor
equal weights, of course.
By monotonically transforming equation (12.3) in the following way,
EXP
EXP
LAST (wi , wPE
, λ, D) ∝ M SF E i (wPE
)+

D(wi )
λ
EXP
M SF E EQ (wPE
)
.
1−λ
D(wminT )
|
{z
}
Penalty term

it becomes clear that the M SF E i of a given set of weights wi is penalized with
the second term on the right hand side. Estimation procedures that can adjust
many configurations in order to optimize over the validation sample could be
penalized harder to avoid overfitting the validation sample. Another reason for
increasing λ could be that the validation window is rather small and therefore
less reliable.
EXP
Observe that the penalty is proportional to the M SF E EQ (wPE
) score of equal
i
weights. When the minimum amount of observations is selected (w = wminT ), the
λ
M SF E i score has to be at least 1−λ
times as good as EQ to be preferred to EQ.
This penalty term in conjunction with exponentially weighing forecasting errors
reinforces the application of equal weights in the situation that the weighted
forecasts suddenly perform poorly relative to equal weights.
Methods that exponentially weigh prediction errors and the validation window
on the one hand and that penalize deviations from EQ on the other hand are
called ‘SPB’ and ‘SPW’. In their reference setups, the AST tuning parameter is
set to λ = 1/3, so that cross-validation has twice as much influence in weighing
observations as the reference setup of equal weights.
Table 12.2 shows that SPB is slightly worse than EQ in the first period
because it exponentially weighs the validation sample. Compared to the original
SPB procedure, the method adjusts the mean more quickly after the first break.
Due to a quick recovery after the second break, SPB manages to avoid worsening
EQ in the third period on average. The rows directly below the bold SPB again
show what happens when certain configurations are altered in the reference setup.
If the prediction errors are not weighed exponentially but equally (‘wP E =EQ’),
the response to the second break gets worse at t = 95. The row labeled ‘wV =EQ’
clearly shows that exponentially weighing the validation sample has a large
positive effect on overall forecasting accuracy. Note that alterations of the
training and validation samples (minT and V ) have a smaller effect than in
SPB original.
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Table 12.2: Relative MSFE for Two Breaks in Drift: SPB and SPW

Method

t=55

t=89

t=90

t=95

P1

P2

P3

All

SPB original
SPW original
EXP
SPB
wP E =EQ
wV =EQ
wP E =EQ, wV =EQ
minT=20 V=20
minT=20 V=10
minT=10 V=20
minT=10 V=10
λ=0
λ=1/2
λ=2/3
SPW

.88
.95
.69
.69
.69
.99
1.00
.69
.69
.69
.68
.66
.69
.69
.69

.46
.54
.52
.48
.47
.49
.48
.48
.50
.47
.49
.46
.65
.68
.52

2.67
1.92
2.00
2.48
2.49
2.40
2.42
2.49
2.40
2.55
2.44
2.66
1.61
1.49
2.02

1.63
1.57
1.48
1.08
1.17
1.03
1.16
1.16
.98
1.17
.99
1.18
1.06
1.06
1.39

1.01
1.00
1.02
1.02
1.02
1.00
1.00
1.02
1.02
1.02
1.02
1.03
1.02
1.02
1.02

.66
.79
.60
.58
.58
.81
.81
.60
.60
.58
.55
.55
.64
.65
.60

1.23
1.38
1.24
1.00
1.05
1.09
1.16
1.03
.98
1.04
.97
1.04
.94
.94
1.18

.84
.96
.80
.73
.74
.90
.91
.75
.74
.74
.70
.72
.76
.76
.79

FD

.02
.22
.24
.09
.07
.05
.13
.07
.12
.12

Note: the table reports MSFEs relative to those of the equal weighted prediction, MSFEi /MSFEEQ , where
MSFEi is the MSFE of forecasting method i in the first column. The reference setup for each method is
bold. Variations to a reference setup, like ‘minT=20 V=20’, are presented directly below it. Simulated
model: yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1). Prediction model: ŷT +1 = µ̂T .
Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50-89. P3: obs. 90-12. All: obs. 31-12.

Next, it can be observed that penalizing deviations from equal weights with
λAST helps to achieve more conservative deviations from EQ. Setting ‘λ=0’
instead of 1/3 results in a good overall MSFE, but a poorer MSFE during the
break at t = 90. At the expense of a slightly worse overall score, the forecasting
performance of SPB becomes even less volatile when λ = 2/3. SPW is improved
considerably by using exponential weights, but its predictions during the third
period remain poor.

12.3.4. Multiple Break Points
In the previous section we have seen that penalizing deviations from equal weights
can help to avoid ignoring information that might be of relevance in the future.
To further explore the possibility that observations in the distant past could be
more relevant for the current prediction than more recent ones, I now develop
a procedure that incorporates multiple break points (‘MB’) instead of single
starting points. To this end, a method needs to be introduced for estimating
the timing of breaks and for assigning weights to the resulting periods. The
deviance measure D01 in LAST will also have to be adjusted, because individual
weights are then allowed to vary among observations that are included.
The method of Bai and Perron (‘BP’) can be used to find break points. In
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this procedure, break dates are selected by minimizing the in-sample sum of
squared residuals. BP discuss various techniques that choose the number of
breaks by penalizing the added parameters caused by including break points.
The Bayesian Information Criterion (‘BIC’) is known to select too many breaks
when there is serial correlation in the errors (Bai and Perron, 2003, pp. 15).
By contrast, the modified Schwarz criterion (‘LWZ’) developed by Liu et al.
(1997) tends to be too restrictive in the number of break points it chooses. I
use BIC in the reference setup because deviations from equal weights are also
penalized with LAST when weights are assigned to the resulting periods (as I
explain below).
The BP method is known to be rather slow, particularly when the sample
size and the maximum number of break points are large. I therefore specified
that the maximum number of break points that is allowed equals four, but the
optimal choice may depend on the application. A simple alternative that I
consider is that of equally distributing break points over the training sample
(‘EB’), whereby a researcher can specify the minimum number of observations
per period (minT ). To compare this method with BP, the maximum number of
break points are also set to four when EB is used. I also select the single best
break point (‘BPB’) through cross-validation. The main difference between BPB
and SPB is that the former allows for weights to be assigned to pre-break data.
To weigh multiple periods, all possible combinations of including some periods
while excluding others are evaluated through cross-validation. The best option
is subsequently selected. The included periods are either assigned equal weights
or individual LAST based weights. In the latter case, LAST scores are computed
for each individual period with equation (12.3). Each observation then receives
the LAST score of the period it is part of and these weights are subsequently
LAST ,t
normalized to sum to one (wt = PT −V
). Included periods that have fewer
t=1

LAST ,t

than minT observations receive the average LAST based score of all the included
periods. Remember that minT also controls the minimum size of the training
sample. As before, minT is specified to be 15 in the reference setup. Below, I
compare this reference setup to minT = 10 and minT = 20.
Table 12.3 gives an example for when there are candidate break dates at
t = 21 and 81 in a training sample of size 85. The training sample is divided
into three periods; P1 (observations 1 to 20), P2 (21 to 80), and P3 (81 to 85).
The above strategy leads to a total of eight unique ways in which periods of
observations can receive weights. In the column labeled 4, the observations of
the third period are ignored while the others receive an equal weight of 1/80.
From columns 5 and 6 the individual LAST scores of the first two periods can
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Table 12.3: Example of Assigning Discrete Weights

Per.
P1
P2
P3

Obs.
1:20
21:80
81:85

1
EQ
EQ
EQ

2
0
EQ
EQ

3
EQ
0
EQ

4
EQ
EQ
0

5
EQ
0
0

6
0
EQ
0

7
AST
AST
AVE

8
AST
AST
0

Note: this table gives an example of the possible weights that can be assigned
to periods P1, P2, and P3 when there are breaks at t = 21 and 81 for a training
sample of size 85. EQ stands for equal weights, AST for LAST based weights,
and AVE is the average of the AST weights of the other periods. Among the 8
alternatives, the one with the best LAST score is selected.

be obtained, since the validation sample is ‘predicted’ with either the first or
the second period, respectively. An individual score is not determined for the
third period. The reason is that it only contains five observations, which is
less than the required minT = 15. When the third period is combined with
the other periods on the bases of LAST in column 7, it therefore receives the
average LAST score of the first two periods. Of the eight options, the one with
the lowest LAST score is selected.
Now that observations can receive individual weights, the deviance measure
(w)
D01 (w) = M −N
must be refined in the LAST loss function. After all, D01 (w)
M
just measures the fraction of observations included without differentiating between the individual weights of the included observations. A deviance measure
with an `2 norm can be formulated as follows
Ds (w) = PM

1

m=1

2
wm

X
1 2
(wm −
) ,
M
m

(12.4)

PM
given that m=1 wm = 1. Small derivations are provided in Appendix D. The
sum of squared deviations is premultiplied by PM 1 2 to ensure that Ds (w)
m=1

wm

can be seen as the fraction of observations included. When discrete weights of
(w)
SPB original are used, for example, Ds (w) = M −N
and so it also holds that
M
0 ≤ Ds (w) ≤ 1.
To assess the quality of this proposal, Ds is compared below to a measure
with absolute deviations from equal weights, which is defined as
Da (w) =

M
1
1 X
|wm −
|.
2 m=1
M

(12.5)

Premultiplication by a half ensures that Da (w) can also be interpreted as the
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(w)
fraction of included observations (Da (w) = M −N
for SPB original). This also
M
implies that 0 ≤ Da (w) ≤ 1.
Although I was initially prejudiced against an `2 norm, my preference goes
out to Ds (w).2 An equal weighted average of the two deviance measures might
also be considered. Larger individual deviations from EQ are more heavily
penalized by the `2 norm, as a result of which observations are stimulated
to receive similar weights. Conversely, Da (w) is indifferent to the individual
composition of weights, and this makes it is easier for a few observation to receive
extremely high weights. Failing to diversify risks among observations could make
Da (w) too flexible in the selection of model parameters. On the other hand,
Ds (w) barely counts tiny deviations from equal weights. A brief discussion about
such differences between Ds (w) and Da (w) is provided in Appendix D.
In the same Appendix, a useful corollary is derived, which shows that the
deviance measures can be used to obtain heuristics for the ‘effective’ sample size.
This comes in handy for researchers who employ a technique that requires them
to specify a sample size while individual weights are assigned to observations, like
the often applied BIC information criterion. If the researcher uses exponential
weights with T = M = 100 observations, for example, a heuristic for the
1
effective number of observations is P(wEXP
= 51 under quadratic deviances
)2

and (1 − Da (wEXP ))M = 63 under absolute deviances.
The method that assigns weights to multiple periods is called ‘MB’. In
Table 12.4 it is compared to the previous techniques. As desired, MB performs
particularly well in the third period. A striking result is that, in terms of
forecasting accuracy, one might as well equally distribute breaks (‘EB’) across
the training sample instead of employing more sophisticated techniques. In MB,
I have used Bai and Perron’s procedure with a BIC criterion for determining the
number of breaks included. Changing BIC into LWZ does not affect forecasts in
this simulation study (F D = 0.00). Selecting the single best break point (‘BPB’)
through cross-validation while allowing for pre-break data to receive individual
weights leads to results that are more closely akin to MB than to SPB. We might
tentatively conclude that the manner in which weights are assigned to periods
of observations has a larger influence on the results than the manner in which
break dates are identified. Furthermore, exponentially weighing the validation
sample in MB has the same large influence on forecasting accuracies as in SPB.
2 My inappropriate bias stems from before I developed linear regression estimators with
an AST. When optimizing over an accuracy measure to select parameters, the use of squared
rather than absolute errors makes the influence of outliers stronger. Squared deviations of the
accuracy term therefore lead to more volatile solutions. For simplicity terms, it is the other
way around.
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Table 12.4: Relative MSFE for Two Breaks in Drift: MB
Method

t=55

t=89

t=90

t=95

P1

P2

P3

All

FD

SPB original
SPW original
EXP
SPB
SPW
MB
wP E =EQ
wV =EQ
wP E =EQ, wV =EQ
minT=20 V=20
minT=20 V=10
minT=10 V=20
minT=10 V=10
λ=0
λ=1/2
λ=2/3
Da (w)
BP-LWZ
EB
BPB

.88
.95
.69
.69
.69
.69
.69
1.00
1.00
.69
.69
.69
.68
.68
.69
.69
.69
.69
.69
.68

.46
.54
.52
.48
.52
.53
.53
.58
.58
.61
.54
.51
.53
.47
.59
.64
.52
.53
.52
.52

2.67
1.92
2.00
2.48
2.02
2.23
2.21
2.05
2.04
2.07
2.12
2.37
2.24
2.63
1.74
1.59
2.29
2.23
2.22
2.24

1.63
1.57
1.48
1.08
1.39
1.07
1.16
1.01
1.15
1.16
.92
1.16
.92
1.07
1.07
1.07
1.08
1.07
1.07
1.09

1.01
1.00
1.02
1.02
1.02
1.02
1.02
1.00
1.00
1.02
1.02
1.02
1.02
1.02
1.02
1.02
1.02
1.02
1.02
1.02

.66
.79
.60
.58
.60
.62
.62
.91
.91
.62
.65
.60
.60
.60
.63
.64
.62
.62
.60
.59

1.23
1.38
1.24
1.00
1.18
.90
.93
.87
.94
.94
.85
.95
.85
.93
.89
.94
.91
.90
.91
.91

.84
.96
.80
.73
.79
.73
.74
.91
.93
.74
.74
.73
.71
.73
.74
.75
.73
.73
.72
.71

.03
.23
.26
.10
.09
.07
.13
.06
.07
.13
.01
.00
.06
.06

Note: the table reports MSFEs relative to those of the equal weighted prediction, MSFEi /MSFEEQ , where
MSFEi is the MSFE of forecasting method i in the first column. The reference setup for each method is
bold. Variations to a reference setup, like ‘minT=20 V=20’, are presented directly below it. Simulated
model: yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1). Prediction model: ŷT +1 = µ̂T .
Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50-89. P3: obs. 90-120. All: obs. 31-120.

Methods for Weighing Observations†

195

The row labeled ‘wP E =EQ’ shows that when the pseudo prediction errors are
weighed equally instead of exponentially, the response to the second break is
markedly slower (t = 95).

12.3.5. Shrinking MB to EXP and EQ
So far, I have developed an algorithm that starts by finding candidate break
points in the first step. In the second step, it assigns discrete weights to the
resulting periods of the training sample. During this second step, the prediction
errors and the validation sample receive exponential weights; and deviations
from equal weights are penalized with λAST . This method was called MB.
When there are breaks continuously or when the timing and size of the
break points are unclear, MB may not be preferable. A better option could
be to shrink the entire estimation sample towards exponential weights. In a
situation with much variability but no breaks, the flexibility of MB to exclude
some periods while including others might actually worsen forecasts, in which
case equal weights could be more appropriate. As a last step, I therefore try to
refine the first aspect of combining discrete and exponential weights by making
such a choice adaptive to changes across time and across applications.
If a sufficient amount of predictions has been produced by MB, EXP, and EQ,
then one can choose among them based on an LAST measure. As an example, if
one has been producing forecasts since T = 30 and the current time is T = 60,
then the last V = 15 predictions of each technique can be used to select the best
one. To allow for a more gradual transition from MB towards either EQ or EXP,
I introduce the indicator function 1EQ which specifies whether discrete weights
are shrunk towards equal (1) or exponential weights (0). For a shrinkage rate
φ ∈ [0, 1], the shrinkage model is then given by
MB-S

wT

(1EQ , φ) =

(

(1 − φ)ŵTMB + φwTEQ
(1 − φ)ŵTMB + φwTEXP

if
if

1EQ = 1,
1EQ = 0,

(12.6)

The specifications of φ and 1EQ are obtained by varying φ ∈ {0 : 0.1 : 1} and
1EQ ∈ {0, 1} and selecting the settings that minimize the LAST loss function.
The method that results from shrinking MB is called ‘MB-S’. If not enough
forecasts of MB are yet available in real-time, a shrinkage of φ = 0.5 towards
equal weights is used. Next to MB-S, I also evaluate ‘SPB-S’, whereby SPB is
shrunk towards EXP or EQ through equation (12.6).
As a final alternative, I examine ‘EXP-S’, which shrinks wTEXP to wTEQ based
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Table 12.5: Relative MSFE for Two Breaks in Drift: SPB-S, MB-S, and EXP-S
Method

t=55

t=89

t=90

t=95

P1

P2

P3

All

FD

SPB original
EXP
SPB
SPW
MB
SPB-S
MB-S
wP E =EQ
wV =EQ
wP E =EQ, wV =EQ
minT=20 V=20
minT=20 V=10
minT=10 V=20
minT=10 V=10
λ=0
λ=1/2
λ=2/3
Da (w)
BP-LWZ
EB
BPB
shrink MB to EQ
EXP-S
wP E =EQ
V=20
V=10
λ=0
λ=2/3
Da (w)

.88
.69
.69
.69
.69
.94
.94
.97
.94
.97
.95
.93
.94
.88
.69
.97
.99
.93
.94
.94
.94
.94
.89
.94
.92
.86
.70
.98
.98

.46
.52
.48
.52
.53
.52
.53
.52
.53
.53
.54
.55
.52
.54
.49
.64
.91
.52
.53
.53
.54
.57
.53
.53
.53
.54
.52
.80
.54

2.67
2.00
2.48
2.02
2.23
2.23
2.07
2.04
1.99
1.97
1.96
2.01
2.16
2.08
2.42
1.73
1.10
2.08
2.07
2.07
2.09
2.06
1.96
1.98
1.97
1.94
1.99
1.25
1.93

1.63
1.48
1.08
1.39
1.07
1.03
1.04
1.13
1.02
1.17
1.06
1.00
1.06
1.00
1.07
1.02
1.01
1.05
1.04
1.04
1.04
1.03
1.09
1.28
1.12
1.05
1.18
1.03
1.05

1.01
1.02
1.02
1.02
1.02
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00

.66
.60
.58
.60
.62
.67
.68
.71
.68
.71
.72
.67
.68
.65
.60
.82
.94
.65
.68
.68
.67
.70
.65
.67
.66
.64
.61
.89
.68

1.23
1.24
1.00
1.18
.90
1.05
.97
1.03
.93
1.03
1.02
.94
1.01
.93
.97
1.00
1.00
.97
.97
.98
.98
.96
1.11
1.15
1.11
1.09
1.13
1.03
1.10

.84
.80
.73
.79
.73
.80
.78
.82
.78
.82
.82
.77
.80
.75
.73
.88
.96
.77
.78
.79
.78
.80
.80
.82
.81
.79
.78
.94
.82

.07
.05
.08
.07
.05
.05
.09
.11
.16
.28
.05
.00
.03
.04
.05
.03
.01
.01
.03
.20
.02

Note: the table reports MSFEs relative to those of the equal weighted prediction, MSFEi /MSFEEQ , where
MSFEi is the MSFE of forecasting method i in the first column. The reference setup for each method is
bold. Variations to a reference setup, like ‘minT=20 V=20’, are presented directly below it. Simulated
model: yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1). Prediction model: ŷT +1 = µ̂T .
Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50-89. P3: obs. 90-120. All: obs. 31-120.
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on the LAST loss function like so,
wtEXP (φ) = (1 − φ)wtEXP + φwtEQ .
The advantage of this shrinkage model over exponential smoothing is that there
is no dependency on the first observation in determining the rate of decay, since
PPP’s exponential weights are not defined recursively.
Table 12.5 allows us to see what happens when the weights of SPB, MB,
and EXP are shrunk towards equal or exponential weights based on their latest
V = 15 predictions. The shrinkage step decreases forecasting errors of the three
procedures at the second break (t = 90). Observe that for MB-S, the largest
forecasting deviations result from altering the tuning parameter λ, which allows
the user to balance between cross-validated accuracy and the simplicity of EQ.
Can we leave out discrete weights altogether here and simply optimize over
the extent to which exponential weights are used? EXP-S shows that the addition
of discrete weights helps to improve forecasts. Particularly in the third period is
it clear that break points or starting points should be estimated before weights
are shrunk towards EQ or EXP. Note further that ‘EXP-S’ has a similar overall
score as the EXP benchmark. The use of LAST in shrinking EXP towards EQ
does make EXP-S less volatile than EXP.
By now, I have presented how MB-S was developed by making ad hoc
adjustments to the original SPB method. Table 12.6 gives an overview of
the methods that were developed and the tuning parameters that were used.
Only four distinct moments in time were presented above to analyze the MSFE
results. Figure 12.3 shows the methods’ average performances for predictions at
T + 1 = 31, 32, . . . , 120. As the colorbar indicates, a dark blue rectangle signifies
that a method outperformed the use of equal weights, a white rectangle means
that the MSFEs are similar on average, and the darker red a rectangle becomes,
the worse a method performs relative to equal weights. The periods (P1, P2,
P3, and All) represent the same relative MSFE values as the ones presented in
Table 12.5.
Figure 12.3 further illustrates the main impressions we have gotten so far.
In the first period, SPB original performs the same as EQ (white rectangles
between T + 1 = 31 to 49). Subsequently, it is slow to take an advantage over EQ
after the first break (rectangles take long to become dark blue). This might be
explained as a cautionary strategy when the choice is to shorten the sample after
a recent number of aberrant observations. Yet, once a second break is introduced,
the return to the full sample also takes a long time (dark red rectangles after
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Table 12.6: Overview Methods and Tuning Parameters
1. Benchmark methods
SPB original
SPW original
EXP

Select best starting point (with minT , V )
Take weighted average of starting points (with minT , V )
Use PPP’s robust optimal weights

2. Exponential weights and penalizations
Select best starting point with ξP E,V , λAST (and minT ,
V ).
Take weighted average of starting points with ξP E,V and
λAST
Select best break point with ξP E,V and λAST through
cross-validation.
Select multiple break points with ξP E,V , λAST , BP-BIC,
and select 4 break point at max.

SPB
SPW
BPB
MB

3. Shrink weights to EXP or EQ
SPB-S
MB-S
EXP-S

Shrink SPB to EXP or EQ with ξP E and λAST
Shrink MB to EXP or EQ with ξP E and λAST
Shrink wTEXP (0.5) to wTEXP (0) or wTEXP (1) with ξP E and
λAST

Tuning parameters (choice in reference setup is the middle of three values)
minT
V
ξP E
ξV
λAST

∈ {10, 15, 20}
∈ {10, 15, 20}
∈ {0, 0.5, 1}
∈ {0, 0.5, 1}
∈ {0, 0.5, 1}

Minimum size of the training sample
Size of the validation sample
Weigh prediction errors exponentially
Weigh validation sample exponentially
Specify the AST tradeoff to penalize deviations from EQ

Note: ‘BP-BIC ’: Bai and Perron procedure with a BIC criterion for selecting the number of breaks. An
alternative to BIC is LWZ and an alternative to estimating the timing of breaks through BP is by equally
distributing breaks (EB).

Methods for Weighing Observations†

199

Figure 12.3: Heatmap: Relative MSFE for Two Breaks in Drift

BREAK
SPB original
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EXP
SPB
SPW
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SPB-S
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1
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3
4
5
6
7
8
9
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24
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BPB
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1.01 .66 1.23 .84
1.00 .79 1.38 .96
1.02 .60 1.24 .80
1.02 .58 1.00 .73
1.02 .60 1.18 .79
1.02 .62 .90 .73
1.00 .67 1.05 .80
1.00 .68 .97 .78
1.00 .71 1.03 .82
1.00 .68 .93 .78
1.00 .71 1.03 .82
1.00 .72 1.02 .82
1.00 .67 .94 .77
1.00 .68 1.01 .80
1.00 .65 .93 .75
1.00 .60 .97 .73
1.00 .82 1.00 .88
1.00 .94 1.00 .96
1.00 .65 .97 .77
1.00 .68 .97 .78
1.00 .68 .98 .79
1.00 .67 .98 .78
1.00 .70 .96 .80
1.00 .65 1.11 .80

P1 P2 P3 All

Colorbar: MSFE(M) / MSFE(EQ)
[0.35, 0.40]
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1.00

1.20

1.40

[1.60, 2.70]

Note: the figure reports MSFEs relative to those of the equal weighted prediction,
MSFEi /MSFEEQ , where MSFEi is the MSFE of forecasting method i in the first
column. The more blue/white/red a rectangle, the better/more equal/worse a method
performs relative to EQ. The reference setup for each method is bold. Variations to a
reference setup, like ‘minT=20 V=20’, are presented directly below it. Simulated model:
yt = µt + t , with µt = 3 + 2 · 150≤t≤89 and t ∼ N(0, 1). Prediction model: ŷT +1 = µ̂T .
Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50-89. P3: obs. 90-120. All: obs.
31-120.
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T + 1 = 90). Exponential weights respond quickly to new information, but
respond poorly to the second break. The SPB, MB, or MB-S algorithms are less
volatile than EXP and SPB original in this forecasting exercise. By comparing
SPB(-S) to MB(-S), it is clear that assigning positive weights to multiple periods
of observations eventually leads to larger improvements in forecasting accuracy
in the third period.
Before moving on to the next section, I should emphasize how stylized the
above representation is of my research. It may first be noted that I have tried
to improve the SPB method before by taking a weighted average of a selected
number of best-ranked starting points (Hoornweg and Franses, 2013). This
approach only dealt with some issues of SPB and the resulting weights were
not as easy to interpret as the techniques presented above. Moreover, although
I did analyze the impact of peripheral choices of SPB original, I did not stick
to a particular order in doing so. For instance, I reconfigured much of the
MB-S algorithm quite recently upon spotting the consequences of an utterly
trivial mistake of mine. The mistake was that I had premultiplied observations
√
by wt rather than wt when estimating the linear regression model. This is
problematic for estimators that are sensitive to the scale, as I finally realized
when I combined MB-S with AST estimators in the General Discussion. In the
following subsection, I present more global results of other simulation studies
that I also examined in developing MB-S.

12.3.6. Alternative Simulation Exercises
Having analyzed one simulation study in-depth, I now present less detailed
results of other simulation models. Table 12.7 gives an overview of the exercises.
With ‘MEAN-1’, the mean in the exercise of the previous section has a simulated
break of size 1 instead of 2. The exercise labeled ‘X-2’ replaces the mean by a
regressor with a standard normal distribution while the break is of size 2. The
Table 12.7: Overview Alternative Simulation Exercises

MEAN-1
X-2
AR
RW

Simulation model

Specify

Prediction model

yt
yt
yt
yt

µt = 3 + 150≤t≤89
β1,t = 3 + 2 · 150≤t≤89
φ1,t = 0.3 + 0.2 · 150≤t≤89
µt = µt−1 + vt

ŷt
ŷt
ŷt
ŷt

= µt + t
= β1,t Xt + t
= φ1,t yt−1 + t
= µt + t

= µ̂t
= β̂1,t Xt
= µ̂t + φ̂1,t yt−1
= µ̂t

Xt , vt , t ∼ N (0, 1), t = 1, 2, . . . , 120, forecasting horizon h = 1.
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Table 12.8: Relative MSFE for Alternative Simulation Exercises

SPB original
SPW original
EXP
SPB
SPW
MB
(EB) MB
BPB
SPB-S
MB-S
EXP-S

P1
1.01
1.00
1.02
1.02
1.02
1.02
1.02
1.02
1.00
1.00
1.00

i. MEAN-1
P2 P3
.83 1.09
.90 1.14
.80 1.09
.81 1.00
.80 1.08
.82 .98
.81 .98
.81 .98
.90 1.02
.90 1.01
.88 1.03

All
.94
.99
.92
.90
.92
.90
.90
.90
.95
.95
.94

P1
1.01
1.00
1.02
1.02
1.02
1.02
1.02
1.02
1.00
1.00
1.00

ii. X-2
P2 P3
.61 1.34
.74 1.55
.54 1.36
.51 1.04
.54 1.27
.56 .86
.53 .88
.51 .89
.61 1.09
.62 .96
.60 1.18

All
.80
.94
.76
.66
.74
.65
.64
.63
.74
.72
.75

SPB original
SPW original
EXP
SPB
SPW
MB
(EB) MB
BPB
SPB-S
MB-S
EXP-S

P1
1.01
1.00
1.05
1.05
1.05
1.05
1.05
1.05
1.00
1.00
1.00

iii.
P2
.99
.99
.98
.98
.98
.98
.98
.98
.99
.99
.99

All
1.01
1.00
1.01
1.01
1.01
1.01
1.01
1.01
1.00
1.00
1.00

P1
.79
.88
.47
.48
.48
.48
.48
.48
.90
.90
.90

iv. RW
P2 P3
.46 .30
.64 .49
.44 .42
.37 .29
.44 .40
.37 .28
.39 .31
.36 .27
.40 .30
.39 .29
.44 .42

All
.43
.60
.43
.34
.43
.34
.36
.33
.41
.40
.48

AR
P3
1.05
1.03
1.04
1.02
1.04
1.02
1.02
1.02
1.00
1.00
1.01

Note: the table reports MSFEs relative to those of the equal weighted prediction, MSFEi /MSFEEQ , where
MSFEi is the MSFE of forecasting method i in the first column. The title of each panel refers to the
simulation exercise defined in Table 12.7. Repetitions: 10, 000 times. P1: obs. 31-49. P2: obs. 50-89. P3:
obs. 90-12. All: obs. 31-12.
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‘AR’ task is loosely inspired by Pesaran and Timmermann (2005), who showed
that the use of post-break data can lead to poor forecasts with autoregressive
models, which is why it is interesting to see whether the weighing schemes are
robust when the AR coefficient becomes less or more persistent. The fourth
simulation exercise analyses the continuous break process of a standard random
walk model.
Table 12.8 reports forecasting performances across the three periods, which
are defined by breaks at t = 50 and t = 90. Panel i shows that when the average
of y is simulated to jump from 3 to 4 to 3 instead of from 3 to 5 to 3, the overall
performance of the three benchmark methods (SPB original, SPW original, and
EXP) are more volatile than MB and MB-S. The same holds for panel ii. with
the ‘X-2’ exercise. Methods like BPB and MB outperform the others in the
third period, because they assign individual weights to pre-break observations.
The lower left panel of Table 12.8 indicates that when a break is simulated
in an autoregressive parameter, it is best to weigh observations equally. Consequently, PPP’s exponential weights have much difficulties here. When weights
are shrunk towards EQ or EXP based on LAST scores, equal weights are often
used, which is why SPB-S, MB-S, and EXP-S perform about as well as EQ.
These methods also produce good forecasts for the continuous break process
of the random walk model (panel iv), particularly once a sufficient number of
forecasts is available to combine discrete weights with EXP.
MB and MB-S were partly developed on the basis of these simulation exercises
and they indeed have a good overall performance here. It is also noteworthy that
assigning individual weights to pre-break data with BPB often improves SPB.
In terms of forecasting accuracy, it makes little difference in all of the exercises
whether breaks are distributed equally across the training sample, ‘(EB) MB’,
or whether the Bai and Perron procedure is used for selecting the timing and
number of breaks.
I now mention a few results that are not presented in Table 12.8. When MB-S
is applied to the X-2 exercise, the absolute deviance measure Da has a slightly
smaller forecasting error on average (relative MSFE: 2.56) than the squared
deviance measure Ds (relative MSFE: 2.58) at the second break (t = 90). This
finding is not consistent with the Mean X-2 results of the previous section. At
t = 95, the prediction errors of Da is larger than Ds again in the X-2 task. For
the Mean-1 exercise, the prediction error of EXP is larger (1.39) than MB (1.30)
and MB-S (1.24) at t = 90, which also contradicts findings of the previous section.
These nuances highlight that we should be careful in generalizing the results that
are presented here. Next, I turn to a case study about global warming, which I
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first analyzed once I had finished my first version of the MB-S algorithm.

12.4.

A ‘Hiatus’ in Global Warming?

The Intergovernmental Panel on Climate Change (IPCC) stated in 2013 that
there was a ‘hiatus’ in global warming (Stocker et al., 2013). On the basis of
their analysis of global surface temperatures, they concluded that there was a
slowdown in the upward trend when the periods 1951-2012 and 1998-2012 were
compared. The IPCC suggested various causes for the observed hiatus, such as
an over-estimation of greenhouse-gas concentration on global warming and a
strong 1998 El Niño.
Trenberth and Fasullo (2013) replied that global warming did not stop, but
that it manifested itself in other ways than surface temperature, such as heating
of oceans and melting of sea and land ice. By adjusting for measurement errors,
Karl et al. (2015) claim that there was not even a slowdown in the increase in
global surface temperature. They also indicate how sensitive results are to the
choice of periods that are compared. In a Dutch newspaper article, Oldenborgh
adds that a period of fifteen years is too short to speak of a hiatus in global
warming, but he also thinks that Karl et al’s conclusion that there is no slowdown
in global warming is too strong (2015). Even when measurement errors are
taken into account, trend estimates over the last decade deviate considerably
when compared to the period 1979-2012 (ibid.). Some climate scientists go as
far as to blog that Karl et al’s data adjustments were guaranteed to create
a warming trend (Michaels et al., 2015) in order to meet the demands of the
Obama administration rather than science (Curry, 2015).
To study the development of global warming, I look at how global land
and ocean temperature anomalies ( ◦ F ) developed between 1880 and 2015.3
Temperature anomalies are with respect to the 20th century average and they
are modeled through
temperature anomaly = b0 + b1 × trend,
where b0 is a constant and the trend is given by t = 1, 2, . . . , T . Weights
are assigned to observations with the MB-S algorithm, which improves the
forecasting accuracy (MSFE) of one-step ahead forecasts by 44% relative to
using equal weights.
Figure 12.4 shows how observations were weighed by the MB-S algorithm. As
3 Downloaded

from National oceanic and atmospheric administration, date: 10-06-2015.
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Figure 12.4: Heatmap of MB-S Weights Across Time: Global Warming
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Note: this figure shows the weights that were assigned to observations of global warming
across time (1880-2015). The model is given by: temperature_anomaly = b0 + b1 × trend.
The darker a rectangle, the higher the weight.

A ‘Hiatus’ in Global Warming?

205

Figure 12.5: Global temperatures across time
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Note: this figure plots global land and ocean temperature anomalies over time. Anomalies
are with respect to the 20th century average. The blue vertical lines indicate three periods
(1880 to 1911; 1912 to 1953; 1954 to 1997), and the black solid and dashed lines represent
the in- and out-of-sample predictions of those periods. Predictions are based on the
model Temperature_anomaly = b0 + b1 × trend. The green dots are the MB-S forecasts.

206

ASTs and the Weighing of Observations
Figure 12.6: Dynamic Accuracy Heatmap: Global Warming
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Note: this figure shows forecasting accuracies (colorbar) per method for each individual
forecast of global temperatures. See Table 12.6 for an overview of the reference setup of
each method for weighing observations. The column labeled ‘All’ presents the overall
MSFE results. FD measures the average absolute deviation between forecasts of a bold
reference method and forecasts of an alternative method. For ease of display, I defined
FD∗ = 1 + 10 · FD.

]
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a reminder, the MB-S procedure assigns individual weights to different periods
and it subsequently shrinks these weights to either equal or exponential ones.
Until around 2000, equal weights were applied half of the time. When different
periods do receive different weights, observations after 1910 were frequently
highlighted. From 2001 to 2013, the discrete weights identified three periods in
the training sample (1880 to 1911; 1912 to 1953; 1954 to T − v). The first period
has a negative trend of -0.011, the second period a positive trend of 0.010, and
the third period has an even higher trend of 0.013. Out of the three periods, the
second period (with a lower upward trend than the third period) was selected in
step 2 of MB-S.
Before one concludes that there was a hiatus in the upward trend of global
warming, one may consider Figure 12.5, which shows the MB-S forecasts of global
temperatures across time. The vertical lines indicate the above-mentioned break
points at 1912, 1954, and 1998; and the dashed lines represent the out-of-sample
predictions of the resulting periods. The green dots are the MB-S forecasts.
Note that although the second period has a lower estimated trend than the
third period, forecasts from the third period are higher, because the intercept
is higher. So, in response to the huge underprediction of global temperatures
in 1998, the second period in the training sample was emphasized in order to
slightly increase the forecasted temperatures above the level predicted by the
third period (1954-1997). In the third step of the MB-S algorithm, exponentially
larger weights are assigned to recent observations after the large forecasting
error at 1998. For this reason, the final trend estimates of MB-S are higher after
1998.
In other words, one can report that there was a decrease in the trend after the
El Ninõ of 1998 and argue that global warming decreased, one can acknowledge
that the estimated trend decreased and still claim that global warming increased
due to the change in the intercept; and one can also use the data in a third way
to conclude that trend estimates increased in the 1998-2012 era.
Next, if we think of climate as referring to average weather conditions over a
long period of time, say thirty years, this would suggest that the reference setup
used for assigning weights to observations should have a larger validation window
than V = 15 years, a larger penalty for excluding observations than λ = 1/3, and
no shrinkage towards exponential weights. Figure 12.6 helps in analyzing the
effects of such auxiliary assumptions on forecasts. In terms of overall forecasting
accuracy, all methods outperform EQ by around the same amount. Where ‘SPB
original’ generally ignores about as much observations as possible, MB-S aims
to only deviate from equal weights if the cross-validated accuracy sufficiently
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increases. MB-S is more conservative after the poor predictions around 1947, for
example. Note, finally, that in the reference setup of MB-S, the BP procedure is
used for estimating the timing of break points. In terms of prediction accuracy,
the break dates could just as well be distributed equally across the training
sample (‘EB’).

12.5.

Discussion

Was there a hiatus in the upward trend of global warming between 1998 and
2012? One proposal to deal with this question is to formulate prior hypotheses
independent of global temperatures data and to apply statistical rules in order to
infer what to believe about the underlying chance mechanism. I have discussed
two difficulties with this approach. Starting with the first challenge of having
to determine what probability one would have associated with a hypothesis if
one had not seen the data, De Finetti writes that it ‘poses practical problems of
self-discipline which seem open to further development’ (1972, pp. 146).
If only it were just a problem of self-discipline. I used to go ice-skating on
Dutch lakes when I was a kid, but the winters have rarely been cold enough
for the lakes to freeze since then. Although it might be interesting to report
and investigate such an assertion, it is unclear to me how I should discount this
experience in terms of my prior beliefs about global warming. Historical framing
is often important, but the determination of what one’s quantified beliefs would
have been in some period before 1880 is another matter. Did people already
speak of ‘global warming’ at the time and did they all think the same way?4
Can I, in this counterfactual examination, even treat the observations as fixed
now? What of the measurement errors regarding temperatures data that have
recently been identified? Should I have anticipated those too?
‘Bayesian inference is hard in the sense that thinking is hard’ (quoted in
Sims, 2007). What happens when scientists are not only recommended to keep
data fixed, but are also expected to so? Are they motivated to study and report
potential problems surrounding a data set, or are they driven to stop thinking
and keep things as they are? How does the Bayesian scientist behave when her
research was not a clean application of Bayes’ rule? Will she describe the course
of events and face derision for her stupidity and lack of self-discipline, or will
she alter aspects of the article to make the research(er) look more ‘ideal’?
The above paragraph brings us to the second difficulty of postulating and
4 For earlier discussions of global temperatures and the influence of carbon acid, see Fourier
(1827) and Arrhenius and Holden (1897).

Discussion

209

approximating some fixed entity. As I have pointed out before, it is unduly
divisive to speak of ‘the’ Bayesian scientist here. Such rigidity does not have to
be required when pointing to potential drawbacks of a scientific law. It neglects
that a researcher can behave in many ways. For example, in his textbook
about Bayesian statistics, Greenberg (2012) appears to advocate a slightly more
practical approach towards quantifying one’s confidence in prior hypotheses.
‘When results seem rather sensitive to the prior, the researcher should attempt
to justify the choice for this value by referring to the relevant literature’ (ibid.,
my emphasis).
Similarly, when statistics is employed as an objective tool to boil a plot of
global temperatures data down to the underlying structure, it runs the risk
of impoverishing rather than enriching discussions of global warming. The
small exercise above demonstrated how malleable trend and break estimates
are concerning a few years of global temperatures.5 Fortunately, the global
warming discussion does not hinge upon such parameter values, but on a wealth
of studies about global temperatures data, the anthropogenic greenhouse effect,
CO2 emissions, solar heating, volcanic eruptions, and about the communication
and funding of oil companies.6
This is not to say that the statistical analysis of IPCC was irrelevant. The
debate ensuing from IPCC’s statistical claim about a hiatus in global warming shows that estimates of trends and breaks can help scientists to further
explore aspects of research that were previously held fixed. In Section 12.4, it
was observed that global warming was given a less restrictive definition, that
measurement errors came to light, and that discussions among scientists took
place in more public forums.
Somewhat similarly, I tried in this chapter to improve the best starting point
method by analyzing the impact of altering statistical choices. As a consequence,
exponential weights were used to shorten the response time after a recent
forecasting error, a tuning parameter was introduced to penalize deviations from
equal weights, and pre-break periods received individual weights in recognizing
that relatively old observations could be of relevance in the future. Also, the
5 Parameter estimates may be less dependent on auxiliary hypotheses in other applications,
of course.
6 On the basis of a content analysis of 187 communications, Supran and Oreskes (2017)
argued that the more publicly available a document of oil company ExxonMobile is, the more
doubt it raises about whether climate change is real, human-caused, serious, and solvable.
To give an example of the funding of oil companies, Greenpeace and others showed that Dr.
Soon of Harvard-Smithsonian Center (who also testified before US Congress) published articles
which emphasize the influence of solar heating on global warming without disclosing the large
sums of money he had received from oil-related parties.
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evaluation criterion changed from tabulating an MSFE for some observation
after a simulated break to displaying these MSFEs before, between, and after
the breaks.
Still, many assumptions have remained unaltered. Moreover, in dealing with
influential choices, new configurations are usually added. To name a few, it
appears that I have a prejudice towards selecting a single configuration instead
of taking an average over multiple settings. Examples are window sizes and sets
of break dates. Furthermore, I have dealt with added complexity by penalizing
deviations from equal weights with the help of an accuracy-simplicity tradeoff,
but one might also penalize deviations from other aspects of a reference setup.
For example, one can estimate the timing of break points with an AST by defining
a reference setup with breaks that are equally distributed across the space. Novel
methods could also be devised to increase the speed with which candidate break
points are selected. I had begun with this undertaking, but concluded at some
point that the chapter is full enough as it is. Next, I downloaded NOAA’s
data on global temperatures while many of the scientists that contested IPCC’s
hiatus-claim are part of NOAA (Karl et al., 2015). The simulated forecasting
exercises are also pervaded with ad hoc decisions about the size and timing of
the simulated breaks, functional form, sample size, and so.
It may be overwhelming to recognize that such a large number of research
decisions may influence results. There could also be all kinds of restrictions,
such as finances and time, which prevent one from evaluating the influence of
potentially relevant research choices. When it comes to statistical decisions, it is
often feasible in a practical sense to concentrate on choices which have a large
effect on the outcomes. In this chapter, I have used an FD measure to focus on
statistical decisions with a large impact on forecasts and an MSFE measure to
select a good option for a given decision. In the next chapter, I use the FD and
MSFE measures to develop a tool for automating configuration searches.

13
Towards a Quick and Accurate Configuration
Search†
13.1.

Introduction 1

In the statistical analyses above, we came across many user-specified decisions
that might have a large influence on results, such as the tuning parameter of a
shrinkage estimator or the starting point of a data set. One popular procedure
that is used for the selection of configurations is cross-validation. The data is
first split into a training and a validation set. Various configurations are then
used to produce pseudo forecasts with the training set about the observations
of the validation set. The configuration with the best pseudo predictions is
subsequently selected for out-of-sample forecasts.
When a single configuration such as the starting point of the sample is
selected through cross-validation, it might already take a long time to evaluate
all candidate configurations. As more statistical choices are cross-validated,
algorithms will become even bigger and slower. That is why tools are needed
that identify for which range of configurations it is worthwhile to investigate
many candidate configurations; and which areas do not have to be studied in
close detail.
For example, when using a tuning parameter c ∈ [0, 1] in an estimation procedure, one might generate pseudo predictions for the grid c = 0, 0.01, 0.02, . . . , 1
and select the best one. With this strategy, an area of configurations that
produces highly similar forecasts receives just as much attention as an area
where forecasts greatly vary among neighboring configurations. A simple way to
choose configurations more effectively goes as follows. Say that we have only
1 Chapter 6 of my PhD thesis called A Tradeoff in Econometrics is an alternative version
of this chapter.
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generated pseudo predictions of the validation sample for c = 0, 0.5, and 1. If
the forecasts of the first two configurations (c = 0 and 0.5) are nearly the same
on average, while the forecasts of the last two configurations (c = 0.5 and 1)
strongly deviate, then it appears more sensible to select c = 0.75 rather than 0.25
as the next configuration to be evaluated. So, one approach towards expanding
the configuration set is to iteratively find out where the average forecasting
deviance (‘F D’) between two consecutive configurations is largest and add the
point that lies in the middle.
As more settings are thus globally spread over the configuration space, the
user might become more interested in focusing on local areas with accurate
pseudo predictions. In the latter case, a candidate c is added that lies between
two consecutive configurations which have on average the best pseudo forecasting
accuracy (‘F A’) according to some loss function.
By giving the user an intuitive control over a gradual transition from a
selection based on forecasting deviance towards a selection based on forecasting
accuracy, configuration searches might be performed more efficiently. The new
‘FAD’ (Forecasting Accuracy Deviance) that I aspire to introduce, is a global to
local strategy. A choice that is based on data-optimization is referred to as an
‘item’. The items may be discrete or continuous and there may be multiple items.
FAD can also be applied when information criteria like AIC or BIC are used to
select configurations, or when cross-validation is employed with multiple folds.2
The main requirement for an FD search is that neighboring configurations
(c = 0 and c = 0.25) produce more similar forecasts on average than configurations that are further apart (c = 0 and c = 0.5). FD is unaffected by further
conditions such as the convexity of the accuracy measure. An FA search is barely
troubled by forecasts of contiguous configurations being more similar or not, but
does require the optimization problem to be convex. By combining FD and FA
in FAD, the global and local search techniques help to overcome each other’s
liabilities, so that FAD can find multiple (local) minima.
Widely used methods for selecting trial configurations are grid and random
searches (Bergstra and Bengio, 2012). With a grid search, the user manually
chooses candidate configurations for each item and subsequently evaluates every
possible combination among those configurations. For a single item, the grid
search is often computationally efficient. This is particularly the case if it is
easy to anticipate how forecasts are affected by the choice of a configuration
and if many configurations can be evaluated in the blink of an eye. When
2 In g-fold cross-validation, the estimation sample is split into g folds and each fold is
predicted with the other folds precisely one time.
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multiple statistical decisions are optimized over, the grid search suffers from the
curse of dimensionality, which means that the number of permutations grows
exponentially as more items are added. A practitioner could iteratively adjust
the set of configurations to be examined by hand, but this can be a cumbersome
exercise in practice.
In a random search, configurations are independently drawn from a uniform
density with the same manually defined configuration space as the one spanned
by a regular grid (Bergstra and Bengio, 2012). In the example with configuration
c, the random search selects candidate configurations from U(0, 1). When there
are many items, the random search may find a better set of configurations than a
grid search for a given number of runs. The reason is that the random search has
the same efficiency in the relevant set of dimensions as a search algorithm that is
only applied to those relevant dimensions, because many unique configurations
are evaluated per item. A disadvantage could be that the entire estimation
procedure needs to be rerun for each unique set of configurations, which might
slow the program down.
As a third benchmark method, I consider a more sophisticated search algorithm which starts with a random search and continues by iteratively predicting
which set of configurations will lead to the largest Expected Improvement (‘EI’)
(Bartz-Beielstein et al., 2005, Hutter et al., 2011, Jones et al., 1998). The
assumption of EI is that configurations that are closer together have a more
similar predictive performance. Extending the random search with EI is known
to improve in-sample accuracy for a given number of runs. The time required for
estimating expected improvements with a stochastic model might be much larger,
though. Bergstra and Bengio (2012) write that ‘of course, random search can
probably be improved by automating what manual search does, i.e., a sequential
optimization, but this is left to future work’ (pp. 283).
To show how a sequential procedure for finding the optimal configuration
could be more automated with a FAD search, I start by considering problems
with a single statistical decision in Section 13.2. In Section 13.3, the search
techniques are evaluated with three types of applications: one application where
forecasts barely differ for large parts of the sample space, one application where
the change in forecasts is proportional to the change in configurations, and one
application where forecasts deviate strongly in large parts of the sample space. In
Section 13.4, a FAD procedure is developed for a case study with multiple items.
The case study relates to various choices that can be made when combining expert
forecasts. In Section 13.5, FAD is challenged further by studying a situation
whereby the pseudo predictions of configurations that are closer together need
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not be more alike than the pseudo predictions of configurations that are further
apart. For this special case, a global to local algorithm is developed that also
takes account of the distance between configurations in the global search. Section
13.6 concludes with a discussion.

13.2.

Search Methods for a Single Item

In this section, I use the choice of the penalty term in ridge regression to illustrate
search techniques for a single item. The primary objective here is to develop a
method that finds a good configuration after evaluating a small set of candidate
configurations. In the section that follows, I assess the performance of the
different search procedures in terms of the accuracy of the selected configuration
and computation time.
To introduce some notation, the linear regression model that is used for
simulating data is defined as
y = Xβ + ,
(13.1)
with an N × 1 dependent variable y, an N × K matrix of standard normally
distributed regressors X, an N × 1 vector of standard normal errors , and a
K × 1 vector of parameters β. Furthermore, an observation is denoted with
n = 1, 2, . . . , N and k = 1, 2, . . . , K is used in referring to regressor xk . The
estimated values of y are given by Xb and the parameters b need to be chosen.
In ridge regression, the loss function for selecting b is given by
Lridge = (y − Xb)0 (y − Xb) + λb0 b,
so that the size of bOLS = (X 0 X)−1 X 0 y is restrained by penalizing large b0 b.
Solving the first-order condition for b leads to the following solution
bridge = (X 0 X + λIK )−1 (X 0 y).
The penalty term can be any positive number, λ > 0, which makes it difficult to
anticipate which configurations are good candidates.
Cross-validation is frequently applied to select the penalty term for these
type of methods, and oftentimes, a grid of the form λ = 10z is used for a hundred
equally distributed values of z (Zou and Hastie, 2005), whereby the range of the
grid may change per application (Friedman et al., 2010, pp. 17). In Part II, I
solved this problem in defining the grid by scaling ridge regression with an AST,
incidentally. The original ridge regression still serves my goal of assessing the
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ability of search techniques to locate a good configuration. In this section, I first
describe how the FAD search was developed in an attempt to improve upon the
grid and random searches. Subsequently, the EI approach is introduced.

13.2.1. Grid and Random Search
I start straight-away with an illustration of how the grid search equally distributes
configurations across a space and how the random search selects configurations
from a uniform distribution. To do so, I use a single predictor x in equation (13.1)
and simulate the column vectors x and  with a standard normal distribution.
A sample of N = 30 observations is split halfway into a training set used for
estimating bTridge and a validation set. The simulated coefficient in the training
sample is set at β T = 4 and in the validation sample at a fraction q ∈ [0, 1]
of this parameter, so that β V = q · β T . The goal is to find the right penalty λ
for shrinking the regression parameter of the training sample (bTridge ) towards
the optimal regression parameter of the validation sample (bVOLS ). The tuning
parameter λ is selected via z in λ = 10z .
Let ŷi denote predictions that are generated with a set of configurations
ci regarding the observations in the validation sample v = 1, 2, . . . , V . As an
accuracy measure, I use the root mean squared forecasting error,
v
u
V
u1 X
(ŷi,v − yv )2 .
RM SF E(ŷi ) = t
V v=1

(13.2)

Each procedure is allowed to perform R = 20 runs. To avoid excluding
relevant values of z, the initial bounds on z were made as large as [−10, 10].
For the grid and random procedures, this space was made twice as small to
facilitate more instructive comparisons. In the grid approach, the R candidate
configurations are equally distributed over z ∈ [−5, 5] and in the random search,
they are drawn from a uniform distribution U(−5, 5).
Figure 13.1 gives an example of how these benchmark techniques selected
configurations. The data-optimized value is bTOLS = 3.73 in the training set and
bVOLS = 1.17 in the validation set. The panels to the left show that candidate
configurations (z) were equally distributed in the grid search and randomly
selected from a uniform distribution in the random search. The panels to the
right indicate which bTridge was selected based on z. A value of z = −5 (first bar
in upper left panel) leads to a bTridge of 3.73 (rank 1 in upper right panel). A
value of z = −4.5 (second bar in upper left panel) also leads to a bTridge of 3.73
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Figure 13.1: Ridge regression: Grid and Random Searches
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This figure illustrates how the grid and random searches select configurations for the ridge
exercise. Panels to the left show which values of configuration z ∈ λ = 10z were selected.
The panels to the right show the resulting values bT
ridge (λ(z)) for sorted z(rank) . The
lowest z in the left panel has a rank of 1 in the right panel, the second lowest z in the left
panel has a rank of 2 in the right panel, and so on. The first row of panels corresponds
to the grid search, and the second row to the random search. Data is simulated with:
y = Xβ + , where X,  ∼ N(0, 1), N = 30, and the validation sample is of size V = 15.
In the generated data set, the optimal solution for the 15 points of the training data
V
is given by bT
OLS = 3.73. The optimal solution for the validation data is bOLS = 1.17
(dashed line). The maximum number of runs is R = 20.
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(rank 2 in upper right panel). In this example, it so happens that one of the
configurations of the grid search is at the optimal value (dashed line), while the
random search is far removed from this optimal value.
In both procedures, many choices of z amount to values of bTridge that are
either close to bTOLS or 0. Rather than equally distributing z in one way or
another, one can also choose z such that the resulting forecasts, xV bTridge , are
more equally distributed. Once there is a sufficient number of z to avoid getting
stuck at a local minimum, a practitioner might also want to focus on subsets of
z with a good forecasting accuracy.

13.2.2. A Global to Local Search: FAD
A forecasting deviance measure was introduced in the previous chapter as a
means to evaluate the relevance of statistical choices in terms of their influence
on forecasts. An average absolute deviance measure between the forecasts of
two sets of configurations labeled i and j can be given by
F Da (ŷi , ŷj ) =

V
1 X
|ŷi,v − ŷj,v |.
V v=1

(13.3)

A value of F Da = 0.1 means that the average absolute deviation among the
predictions of ci and cj is 0.1. When the F Da between the highest and lowest
configurations of a statistical choice is zero, this means that the two forecasts
are exactly the same for all v ∈ [1, V ]. It could then make little sense to study
such a decision in further detail. Conversely, if the average forecasting deviance
is relatively large between two extremes of a statistical decision, then it might
be interesting to analyze more of its configurations. Since I am optimizing over
squared errors (RMSFE), I consider squared deviances,
v
u
V
u1 X
F Ds (ŷi , ŷj ) = t
(ŷi,v − ŷj,v )2 .
V v=1

(13.4)

An F D measure can be used to develop an automated procedure for selecting
candidate configurations. In searching for the optimal z ∈ [−10, 10], one can
start by comparing the pseudo predictions of the extremes z = −10 and z = 10.
If the forecasting deviance is not zero, a candidate weight is added that is halfway
between -10 and 10; namely, z = 0. Subsequently, the pseudo predictions of
z = 0 can be compared to those of z = −10 and 10 to determine whether z = −5
or 5 should be examined. The next configuration that is added is the one where
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the forecasting deviance between two contiguous configurations is largest.
Note that a focus on forecasting deviances does not imply that the distance
between configurations is irrelevant. After all, forecasting deviances are only
evaluated between configurations that are closest neighbors. In fact, the main
assumption is that predictions of neighbouring configurations i and i + 1 are
more alike on average than those of i and i + 2. An accuracy measure plays no
role here, so assumptions regarding convexity do not apply. Possible stopping
criteria are a minimum amount of forecasting deviance, a maximum number of
runs, and/or a maximum amount of computation time.
The upper panels of Figure 13.2 present the selection of configurations for
the FD search. Panel i indicates that FD unevenly distributes values of z in
the area [−10, 10]. Most of the configurations are between z = 0 and 3. Panel
ii shows that the resulting forecasts xV bTridge are quite evenly spread across the
space, since bTridge is generally shrunk in a linear fashion from around bTOLS = 3.73
to 0. There are also a couple of configurations that lead to similar forecasts.
The four lowest values of z all lead to bTridge values close to 3.73, for example.
The number of such superfluous cases is often less when the simulation exercise
is repeated.
New configurations can also be selected based on forecasting accuracy. If
RMSFEs are used, the average pseudo forecasting accuracy between two consecutive configurations can be given by
F As (ŷi , ŷi ) =

h1
2

i−1
RMSFE(ŷi ) + RMSFE(ŷj )
,

where an inverse is used to ensure that F A is high when the average accuracy
is high. To avoid extreme values, I add the rule that if the lowest average
between RSMFEs is ξ less than 0.001, then ξ is added to all RMSFEs before
F As is computed.3 A high average forecasting accuracy between two neighboring
configurations suggests that the accuracy of the configuration that lies in the
middle might be high as well.
So, a sequential procedure to find an optimal configuration could be to
iteratively select the middle of two configurations whose F As is largest. The
second row of Figure 13.2 presents the selection of candidate z for F As . The FA
search does not converge to bVOLS = 1.17 but sticks to around zero instead. The
reason is that for a zrank in panel ii, F As (ŷz2 , ŷz3 ) < F As (ŷz3 , ŷz4 ). Combining
F A with F D helps to solve this problem, because the forecasting deviance


inverse is taken over the average 12 RMSFE(ŷi,t ) + RMSFE(ŷj,t ) instead of the
individual RMSFEs because the average is less prone to extreme values.
3 The
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Figure 13.2: Ridge Regression: F Ds , F As , and F ADs
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This figure illustrates the selection of configurations for FD, FA, and FAD for the ridge
example with z ∈ [−10, 10]. Panels to the left show the frequency with which certain
values of z were selected. The panels to the right show the resulting values bT
ridge (λ(z))
for sorted z(rank) . The lowest z has a rank of 1, the second lowest z a rank of 2, and so on.
In the first row configurations are selected based on forecasting deviances (F Ds ); in the
second row based on forecasting accuracy (F As ); and in the third row based on F ADs
with Ru = 10. Data is simulated with: y = Xβ + , where X,  ∼ N(0, 1), N = 30, and
the validation sample is of size V = 15. In the generated data set, the optimal solution
for the 15 points of the training data is given by bT
OLS = 3.73. The optimal solution
for the validation data is bV
OLS = 1.17 (dashed line). The maximum number of runs is
R = 20.
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between ŷz2 and ŷz3 is relatively large, whereas F D(ŷz3 , ŷz4 ) is close to zero.
My recommendation is to start the procedure with an FD search and to
gradually turn to an FA search as more configurations are effectively spread
across the space. With a tuning parameter φ ∈ [0, 1], a user can specify how
important the relative F D scores are compared to the relative F A scores in the
following weighted average
Relative accuracy

Relative deviance

z
F AD(yi , yj ) = (1 − φ) log

}| {
F Aij
max(F A)

}| {
F Dij
,
max(F D)

z
+ φ log

(13.5)

where max(F A) is the maximum value of all the F A’s. F AD(yi , yj ) is high
when the average deviance between forecasts of two consecutive configurations
is high and/or when their average forecasting accuracy is high. The log is
taken to mitigate the influence of extreme dissimilarities in forecasts.4 A new
configuration is added between the two consecutive configurations that have the
highest FAD. I use the rule that if the maximum forecasting deviance is zero,
configurations will be added based on FA.
A user can choose φ by specifying after how many runs (Ru ) she wants to
u
focus more on F A than F D by defining φ = RR
, where r is the number of
u +r
runs at a given time. This means that configurations are first (r < Ru ) mostly
selected based on F D and that F A becomes more important as the number of
runs increases (r > Ru ). In the reference setup, I set Ru = 12 R and, in Section
13.2, I compare this specification to others.5 The lower panels of Figure 13.2
illustrate how FAD selects configurations for Ru = 12 R = 10. Note that F A
helps F D so that there are no redundant configurations at the start, and F D
helps F A to find the minimum at bVOLS = 1.17.
Figure 13.3 presents in what sequence configurations are added for R = 200
and Ru = 100. At the start of this global to local procedure, FAD chooses
configurations in such a way that the resulting forecasts xV bTridge are evenly spread.
As more configurations are added, the walls around the optimal value start to
close. Observe that, rather than adding more configurations redundantly close
to the best configuration observed so far, FAD keeps on looking for alternative
u
local minima in a systematic fashion. The tuning parameter φ = RR
specifies
u +r
the influence of FD and thereby determines what ‘redundantly close’ is.
α log β = log β α , it is clear that relative differences between F D values decrease as
φ ∈ [0, 1] decreases.
5 One could also define φ in terms of the computation time θ ∈ [0, Θ], by choosing after
.
which amount of time, Θu = 12 Θ, F A should be as important as F D in φ = ΘΘu
+θ
4 Since

u
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Figure 13.3: Ridge Regression: Sequence of Configurations Added by F AD
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This figure illustrates the sequence with which configurations are selected by FAD in
the ridge exercise with z ∈ [−10, 10], if the total amount of runs equals R = 200. A
th configuration that was added. Data is
dot represents the bT
ridge (λ(z)) value of the r
simulated with: y = Xβ + , where X,  ∼ N(0, 1), N = 30, and the validation sample is
of size V = 15. In the generated data set, the optimal solution for the 15 points of the
training data is given by bT
OLS = 3.73. The optimal solution for the validation data is
bV
OLS = 1.17 (dashed line).
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13.2.3. Expected Improvement
Having shown how the FAD procedure was developed based on the grid and
random searches, the Expected Improvement (‘EI’) approach is now introduced
as another benchmark model. An EI procedure is initialized with a random
search and subsequently adds configurations based on their expected performance.
The performance of configuration c is measured with a score function f (c) that
is typically based on the accuracy of the model. The measure is defined in
such a way that a lower score is better than a higher one, such as the root
mean squared forecast error (RMSFE). After running an estimation procedure
with a number of randomly drawn configurations, one has obtained a data set
consisting of those initial configurations and their associated scores. The relation
between the scores and the configurations can then be estimated with this
data set, and these estimates can subsequently be used to predict the unknown
scores of configurations that have not been evaluated yet. EI iteratively adds
configurations whose expected improvement in the score is largest.
A set of configurations with M items is summarized in the M -vector c. In
case the vector has not been evaluated yet, it is denoted as c∗ . Given the best
score that has been observed so far (fmin ), the expected improvement of an
unknown vector of configurations c∗ is given by
h
i
E[I(c∗ )] := E max{0, fmin − f (c∗ )} .
To predict scores of unknown configurations, one can regress
f (ci ) = µ + i ,

(13.6)

where µ is an unknown constant, ci is a set of configurations for which the
scores have been computed, and i is the error term. The trick is to note that
configurations that are closer together may be expected to have a more similar
error (i ) from the mean score µ.
To capture these correlations, the distribution of i is given by N(0, σ 2 ) with
covariance V (ci , cj ) = σ 2 A(θ, (ci ), (cj )). The Gaussian correlation function A
is formulated as
A(θ, (ci ), (cj )) =

M
Y

m 2
exp(−θm (cm
i − cj ) ),

(13.7)

m=1
2
where cm
i refers to item m of a set of configurations i. The parameters µ, σ , and
θm can be estimated by applying maximum likelihood on the data of sampled
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configurations and scores (Jones et al., 1998, pp. 460). Note that the errors of
ci and cj are indeed more closely related in A when ci and cj are closer to each
other. The parameter θm can be regarded as a measure of importance of item
m (ibid., pp. 459).6 The stochastic model defined by equations (13.6) and (13.7)
is called ‘DACE’ (‘Design and Analysis of Computer Experiments’) following
Sacks et al. (1989).
If r = 1, 2, . . . , R is the number of runs that has been performed so far (the
number of configurations for which scores have been computed), the DACE
predictor of the unknown score of configuration c∗ is given by
fˆ(c∗ ) = µ̂ + a0 A−1 (f (c) − 1µ̂),
where 1 is an r-vector of ones and a is an r-vector with correlations between
the error terms of c∗ and the previously sampled points ci . The mean squared
error of the predictor is
h
(1 − 1A−1 a)2 i
s2 (c∗ ) = σ 2 1 − a0 A−1 a +
,
10 A−1 1
which is larger the less it is correlated to the sampled points and which is zero at
the sampled points, because a0 A−1 a will then be 1 (Jones et al., 1998, pp. 462).
To arrive at the expected improvement E[I(c)], one can now define u :=
fmin −fˆ(c∗ )
s

and compute
h
i
E[I(c)] = s · u · Φ(u) + φ(u) ,

for standard normal pdf (φ) and cdf (Φ). The expected improvement of configurations c∗ is large when it is far removed from a set of configurations whose
score is known (through s) and when the expected score fˆ(c∗ ) is low (ibid.,
pp. 470-473). In this way, EI gives an automated tradeoff between exploiting
known good areas and exploring unknown areas (Hutter et al., 2011, pp. 515).
The scores are often log-transformed, in which case the optimization criterion
becomes
Iexp (c) := max{0, fmin − ef (c) }.
Defining v :=

log(fmin )−fˆ(ci )
,
s

one then obtains
1 2

E(Iexp (c)) = fmin Φ(v) − e 2 s

+fˆ(ci )

· Φ(v − s),

6 I follow Hutter et al. (2009) and others in using a power of 2 in equation (13.7), instead
of estimating this parameter as well, like Jones et al. (1998).
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following (Hutter et al., 2009).
Based on expected improvements, Jones et al. (1998) formulated an Efficient
Global Optimization procedure (‘EGO’) for continuous parameters. Many
other variations of EI were developed to deal with discrete and categorical
configurations; and scores that can vary when they are recomputed (such as
computation times), see Hutter et al. (2011) for an overview. Following Jones et
al., I initialize the EI procedure with a random sample of size 10M , where M is
the number of items.7 Subsequently, a new set of configurations that has the
largest expected improvement is added until a prespecified maximum number of
runs is reached. I use a well-documented Matlab toolbox to estimate the DACE
model (Lophaven et al., 2002). Since it is relatively cheap (takes little time) to
predict unknown scores of configurations c∗ once the DACE model is estimated,
I assess the expected improvement of 10,000 randomly drawn configurations each
time a new configuration is to be added (Bartz-Beielstein et al., 2005, Hutter
et al., 2009).
Figure 13.4: Ridge Regression: EI
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The panels show the values bT
ridge (λ(z)) for sorted z(rank) when applying the EI search.
The lowest z has a rank of 1, the second lowest z a rank of 2, and so on. The left
panel selects z ∈ [−10, 10], the right panel selects z ∈ [−5, 5]. Data is simulated with:
y = Xβ + , where X,  ∼ N(0, 1), N = 30, and the validation sample is of size V = 15.
In the generated data set, the optimal solution for the 15 points of the training data is
V
given by bT
OLS = 3.73. The optimal solution for the validation data is bOLS = 1.17 (dashed
line). The maximum number of runs is R = 20. EI is initialized with 10 randomly drawn
configurations. Outcomes can differ when search is repeated with same simulated data.

7 Jones et al. use a random Latin Hypercube design to initialize an EI with continuous
configurations, but Hutter et al. (2009) remark that there is ‘very little variation in predictive
quality due to procedures used for constructing the initial design.’
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Figure 13.4 gives an example of how the EI search chooses candidate z. Ten
configurations were selected uniformly at random, and ten configuration were
subsequently added based on the expected improvement. Even when the initial
range is [-10, 10], EI does quite well to approximate the optimal value at the
dashed line in panel i. This plot can change substantially when the search is
repeated. If the initial range of z is made twice as small (panel ii), EI gets even
closer to 1.17. The spread of candidate bTridge is not that great, because there
are many values around the edges and few values in between. This happens
because EI’s global search is, in contrast to FAD, largely based on the distance
between configurations rather than between the resulting forecasts of those
configurations.
On the other hand, FAD might be more sensitive to the assumption that
neighboring configurations produce more similar forecasts than EI is to the
assumption that scores of neighboring configurations are more similar. The main
reason is that EI predicts the expected improvement of a set of configurations
by making use of all other sets of configurations that have been evaluated up to
that point, whereas FAD only uses the predictions of two direct neighbours. The
latter does make FAD a lot faster than EI. The next section examines whether
the more complicated EI search finds more accurate configurations for a given
number of runs.

13.3.

Simulation Studies for a Single
Item

The grid, random, FAD, and EI procedures that were introduced in the previous
section are now analyzed under three different circumstances. The performance
of the search procedures is studied when there are large subspaces with similar
forecasts, when the sample space is well-defined, and when there are large
dissimilarities between forecasts in a large part of the configurations space.
Various ad hoc aspects of the FAD procedure are also analyzed.

13.3.1. Large Subspace with Similar Forecasts
In the first assessment, I continue with the ridge example. The validation sample
T
is simulated by β V = q · βsim
, where q is either drawn from U(0, 1) or manually
specified. The penalty term λ(z) should be chosen in such a way that bTridge is
sufficiently shrunk towards zero. If an RMSFE accuracy measure is used, the
optimal solution occurs when bTridge = bVOLS . For each search procedure, I select
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the candidate configuration with the lowest RMSFE. In the ‘reference’ setup,
the search procedures are allowed to have R = 10 runs. The grid and random
procedures choose z from [−5, 5] and the EI and FAD searches are based on
z ∈ [−10, 10]. The simulation exercise is repeated 10,000 times.
Figure 13.5 shows the RMSFE relative to the optimal RMSFE of when bVOLS
is estimated based on the validation sample. I have used a heatmap so that it
is easier to get an overall impression of each method. The darker a rectangle,
the worse the score is, as the colorbar indicates. The rectangle in the top left
corner shows that the relative score for the grid search in the reference setup
is 1.14, which means that it was 14% less accurate than bVOLS on average. The
grid performs better than the random search. EI has some trouble in finding
optimal configurations when the initial range is as large as z ∈ [−10, 10]. By
comparing ‘EI’ with ‘(No scale) EI’, it is clear that, in this exercise, it makes no
difference whether the scores that EI predicts are log-transformed or not. When
EI also employs the boundaries z ∈ [−5, 5] instead of [−10, 10], it does find more
accurate settings than the grid and random searches.
The reference FAD search, with R = 10 runs and a large initial space of
z ∈ [−10, 10], is only 1% removed from an optimal choice on average. The
subsequent rows show how sensitive the FAD procedure is to changes in φ, the
tuning parameter that regulates how much F D is emphasized relative to F A. It
u
is clear that choosing a different φ than RR
with Ru = 0.5R does not improve
u +r
results. The F D procedure works quite well whereas the F A search is no less
than 42% removed from the optimal RMSFE. Increasing or decreasing the speed
with which F A is emphasized with Ru = 0.25R or Ru = R, respectively, does
not appear to be necessary. The row labeled ‘(MSFE) FAD’ shows what happens
when one does not take a square root of MSFE in F A and a square root in
F D in equation (13.4). This decision does not seem to influence results much.
A FAD measure that does not include logarithms in equation (13.5), ‘(no log)
FAD’, performs excellent as well here.
The rows labeled ‘q=0’, ‘q=.1’, . . . , ‘q=1’ illustrate that the accuracies of
the search procedures depend on the degree q with which bTOLS is shrunk. As
could be expected from Figure 13.1, GRID and RAND have more difficulties
in finding a good z when bTridge is shrunk half-way (q = 0.5). By contrast, the
relative performance of the FAD search is 1.01 for all q except q = 0 and q = 1.
The anomalies at the extremes of q arise because bVOLS can be below zero for
low q or above bTOLS for high q. This is something to think about when doing
cross-validation.8 The rows labeled ‘R=5’ up to ‘R=100’ show what happens
8 One

might use a transformation so that cross-validated outcomes that are close to the
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Figure 13.5: Accuracy Search Methods for Similar Forecasts
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1.05 1.06 1.08 1.08 1.05 1.04 1.05 1.04 1.05 1.04 1.04 1.04 1.04 1.04
1.41 1.39 1.53 1.56 1.42 1.41 1.47 1.41 1.41 1.41 1.41 1.41 1.41 1.42
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1.19 1.26 1.36 1.37 1.17 1.02 1.43 1.02 1.05 1.02 1.02 1.03 1.02 1.02
1.14 1.23 1.29 1.30 1.11 1.01 1.42 1.02 1.03 1.01 1.02 1.02 1.01 1.01
1.07 1.14 1.09 1.09 1.00 1.00 1.43 1.01 1.01 1.00 1.01 1.01 1.00 1.00
1.04 1.11 1.02 1.02 1.00 1.00 1.43 1.00 1.01 1.00 1.00 1.00 1.00 1.00
1.00 1.01 NaN NaN NaN 1.00 1.42 1.00 1.00 1.00 1.00 1.00 1.00 1.00
1.22 1.34 1.40 1.42 1.11 1.04 1.38 1.04 1.08 1.03 1.04 1.05 1.04 1.03
1.10 1.19 1.23 1.23 1.06 1.01 1.46 1.01 1.02 1.00 1.01 1.01 1.01 1.00
1.55 2.44 1.41 1.41 1.39 1.50 1.55 1.50 1.50 1.50 1.50 1.50 1.50 1.51
1.54 2.41 1.31 1.32 1.31 1.01 1.37 1.01 1.01 1.00 1.01 1.01 1.01 1.00
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This figure reports RMSFE performances relative to the RMSFE of bV
OLS . The darker
a rectangle, the worse the RMSFE performance relative to bOLS,val is. The reference
setup for ridge regression: X,  ∼ N(0, 1), β T = 4 and β V = q · β T where q is drawn
from U(0, 1), estimation sample of N = 30, validation sample of V = 15, and a total of
R = 10 runs. The top row is the reference setup. The label ‘q=0’ signifies that q is set
to zero instead of being randomly drawn. In the reference setup for GRID and RAND
I define z ∈ [−5, 5] and for EI and FAD procedures z ∈ [−10, 10]. EI uses log y unless
it states ‘(No scale) EI’. FAD uses Ru = 0.5R to define φ. Computation time (sec.) in
reference setup: GRID (.0007), RAND (.0025), EI (.5117), FAD (.0042).

228

Towards a Quick and Accurate Configuration Search†

when the maximum number of configurations is altered. The random procedure
with a hundred runs has the same score as FAD with ten runs.
Figure 13.5 also shows that a decrease in the sample size from N = 30 to
N = 10 (with V = 5) worsens the performance of all search procedures. Results
improve in situations where the estimation sample is increased to N = 100
(with V = 50). When we optimize over the extremely large space of λ ∈ [0, 105 ]
instead of over z ∈ [10, 10], then none of the methods perform well. It is only
when the maximum number of runs is increased from R = 10 to 20 that the
FAD procedure is almost optimal again. In the even more extreme case that
λ ∈ [0, 1010 ], it takes around 40 runs for FAD to converge.
Finally, EI’s computation times for R = 10, 100, and 200 runs are 0.5, 12,
and 40 seconds, respectively. To compare, the grid and random searches take
around 0.02 seconds to do 200 runs, and FAD around 0.05 seconds. This implies
that search techniques other than EI can evaluate far more configurations in the
same amount of time. In fact, I have not actually computed the EI procedures
for a hundred runs 104 times, but we can be confident that it will have converged
to a score of 1.00 by then. For the current exercise, the grid search takes 0.007
seconds to do 100 runs while FAD takes 0.008 seconds to do twenty runs. When
it takes so little time to evaluate many configurations, the grid search might be
preferable; and particularly, if it is easy to anticipate how a configuration affects
forecast. If the size of the X matrix is considerably larger than 15 × 1, it will
take longer to compute solutions of the ridge estimator, in which case FAD can
make a relevant difference for the ridge exercise as well.

13.3.2. Well-Defined Space
In the second simulation exercise I investigate a situation where defining the
relevant initial range is less of a problem than in ridge regression. I simulate a
situation whereby a weighted average is taken between two forecasts, x1 and x2 .
The weights are restricted to add up to 1. This leads to
y = δx1 + (1 − δ)x2 + ,
y − x2 = δ(x1 − x2 ) + .

(13.8)
(13.9)

I define ỹ = y − x2 and x̃ = x1 − x2 , so that the solution that minimizes the
sum of squared residuals becomes δ̃OLS = (x̃0 x̃)−1 x̃0 ỹ. Furthermore, I simulate
data with X ∼ N(0, 4) and  ∼ N(0, 1). Unless specified otherwise, the weight
extremes become more similar to the extremes.
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Figure 13.6: Accuracy Search Methods for Well-Defined Space
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1.00 1.00 NaN NaN 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00
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This figure reports RMSFE performances relative to the optimal RMSFE in the forecasting
combination exercise. The data is simulated with y = δx1 + (1 − δ)x2 + , where
X,  ∼ N (0, 4). In the reference setup, the parameter δ is drawn from U(0, 1), N = 30,
the validation sample is of size V = 15, and the maximum number of runs is R = 10.
The objective is to optimize over the in-sample fit of the validation sample by choosing
an adequate δ̂ ∈ {0, 1}. EI uses log y. FAD uses Ru = 0.5R to define φ. Row 1 presents
results for the reference setup. The subsequent rows show what happens when certain
settings in a reference setup are altered. Computation time (sec.) for reference setups:
GRID (.0006), RAND (.0021), EI (.5068), FAD (.0027).
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δ is drawn from U(0, 1). The maximum number of candidate configurations in
the reference setup is R = 10. The sample size is N = 30 and the last V = 15
observations constitute the validation window on the basis of which δ̂ ∈ [0, 1] is
selected.9
Figure 13.6 presents the results for this exercise. In the reference setup, the
random search is quite far removed from an optimal RMSFE score, whereas the
grid search performs good. EI and FAD have nearly optimal solutions after a
few runs. I have again not computed EI for a hundred runs. The row labeled
X ∼ N(0, 1) shows that if X is simulated with a variance of 1 instead of 4, the
exercise has hardly any discriminatory power. The computation times in this
study are similar to the computation times in the ridge exercise.
To briefly illustrate what happens when there are multiple local minima, I
generate data with equation (13.8) once more, but alter the estimation model.
Namely, I specify that
(
d if d ≥ 0,
δ̂ =
d2 if d < 0,
and optimize over d ∈ [−1, 1]. Figure 13.7 presents the selection of configurations
V
for FAD
q with Ru = R/2. The optimal values are d = δ̃OLS = 0.44 and

V
= −0.66.
d = − δ̃OLS
The upper left panel of Figure 13.7 shows how twenty candidate configurations
are selected in this example where a linear regression parameter is used for d
between 0 and 1 and a squared parameter is used when d is between -1 and
0. In the reference setup, about 10 candidate configurations are employed to
evenly spread configurations across the space; and the other 10 candidates
are distributed around the two optimal values. The upper right panel clearly
illustrates how the gradual transition from F D to F A leads FAD to close up
on the two global minima. If the maximum number of runs R is decreased,
then FAD will emphasize FA more quickly. The lower panels show that EI
does well to find both minima. Where FAD continues to search for possible
alternative configurations after locating the two minima, EI mostly keeps on
adding configurations closely around the optimal values as the number of runs
increases.

9 The

first 15 observations of the ‘training’ sample remain unused in this exercise.
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Figure 13.7: Combining Forecasts: FAD and EI
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This plot illustrate how FAD and EI select configurations when the data is simulated
with the model y = δx1 + (1 − δ)x2 + , where X ∼ N(0, 4),  ∼ N(0, 1). The estimated
δ̂ = d if d ≥ 0 and δ̂ = d2 if d < 0, and d ∈ [−1, 1]. The values that optimize over the
validation sample are d = 0.44 and d = −0.66 (dashed lines). The left panels show in
increasing order which values of d are selected. The right panels show which value of d is
chosen when the rth configuration is added.
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Figure 13.8: Accuracy Search Methods for Dissimilar Forecasts
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3.25 4.91 1.26 1.71 1.02 1.23 3.80 2.92 1.01 1.48 2.92 1.07 3.80
3.82 5.52 1.32 1.80 1.03 1.12 4.39 3.49 1.01 1.13 3.49 1.10 4.39
4.25 5.38 1.39 1.87 1.03 1.05 4.98 4.08 1.05 1.05 4.08 1.05 4.98
3.93 5.58 1.46 1.96 1.03 1.21 5.58 4.67 1.28 1.30 4.67 1.22 5.58
3.36 5.80 1.52 1.99 1.05 1.12 6.18 5.27 1.29 1.73 5.27 1.11 6.18
1.91 18.70 6.08 4.84 1.35 1.35 3.29 2.58 1.40 2.58 3.29 1.35 3.29
1.65 12.10 2.11 2.67 1.35 1.27 3.30 2.59 1.32 2.59 3.30 1.35 3.30
2.19 9.10 1.47 1.90 1.17 1.24 3.31 2.59 1.20 1.35 3.31 1.17 3.31
2.58 6.35 1.41 1.87 1.07 1.15 3.29 2.58 1.13 1.35 2.58 1.07 3.29
1.92 2.59 1.05 1.06 1.01 1.03 3.30 2.59 1.03 1.03 1.35 1.01 3.30
1.57 1.93 1.01 1.02 1.00 1.02 3.31 2.59 1.00 1.02 1.05 1.00 3.31
1.03 1.11 NaN NaN 1.00 1.00 3.29 2.57 1.00 1.00 1.00 1.00 2.38
3.12 6.13 1.34 1.77 1.04 1.12 4.04 3.12 1.15 1.53 3.13 1.12 4.04
2.50 4.59 1.19 1.52 1.02 1.10 3.14 2.47 1.08 1.31 2.48 1.06 3.14
1.19 1.82 1.02 1.07 1.01 1.03 1.34 1.21 1.00 1.04 1.22 1.01 1.33
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This figure reports RMSFE performances relative to the optimal RMSFE when there are
highly dissimilar forecasts. Reference setup: data simulated with y = δx1 + (1 − δ)x2 + ,
where X ∼ N(0, 4),  ∼ N(0, 1), δ is drawn from U(0, 1), sample size N = 30, and the
size of the validation window equals V = 15. Maximum number of configurations is
R = 10. The objective is to find b ∈ [0, 5] when pseudo forecasts are generated with
4 V
ŷ = b4 xV
1 + (1 − b )x2 . Computation time (sec.) for reference setups: GRID (.0006),
RAND (.0019), EI (.45), FAD (.0023).
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13.3.3. Large Subspace with Dissimilar Forecasts
In the third simulation exercise, a case is studied with large forecasting deviances
in relatively large subspaces. The data are again simulated using equation (13.8),
y = δx1 + (1 − δ)x2 + ,
where X ∼ N(0, 4) and  ∼ N(0, 1). The difference is that predictions are now
produced with
ŷ = b4 xV1 + (1 − b4 )xV2 ,

(13.10)

where b ∈ [0, 5]. With b4 , a small change in b can result in a large change in
forecasts.
Figure 13.8 reports the accuracy of the various search methods. The grid
and random searches have much difficulties with this task and the EI search
starts to perform well when the number of runs exceeds R = 20. FAD is close to
an optimal solution after 10 runs already. Focusing on FAD, the results do not
improve by altering φ. ‘(MSFE) FAD’ makes it clear that excluding a square
root in F D and F A worsens the search in these extreme settings. Results are
also much poorer for ‘(no log) FAD’ in the last column, so a log should be
included in the FAD measure to deal with forecasts that are highly dissimilar.
Indeed, it was based on case studies of this type that I made the ad hoc addition
of including logs in the F AD measure.
The three different types of simulation exercises have shown that a FAD
search is a competitive procedure for selecting configurations of a single item.
In the exercises above, the time to evaluate a candidate configuration was
almost negligible. Under such circumstances, a detailed grid search can be
recommended. The FAD search is a comparatively quick and easy solution
when it takes longer to evaluate a given configuration. An example of such a
situation is now presented, where FAD is applied to select a good configuration
for multiple items.

13.4.

Search Methods for Multiple
Items

Having analyzed the search techniques for a single item, I now use an empirical
case study to develop a FAD procedure for multiple items. In the case study, I
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analyze choices to do with combining a number of best-ranked expert forecasts
of the US Survey of Professional Forecasters (‘SPF’), see Capistrán and Timmermann (2009b). Three of such statistical decisions are the maximum number
of best-ranked experts included (E ∈ [1, 40]), the required number of pseudo
predictions used for ranking and weighing expert forecasts (G ∈ [1, 10]), and a
shrinkage rate which determines to what extent individual weights (S = 0) or
equal weights (S = 1) are assigned to the E forecasts. A fourth item specifies to
what degree absolute (P = 1) or squared (P = 2) prediction errors are used in
assessing expert forecasts. E and G are discrete items, S and P are continuous,
and some items may be more relevant than others.
To be more concrete, the forecasts of expert i are ranked and weighed on the
basis of scores ωti that are derived from her (or his) h-step-ahead predictions,
ωti =

1
G

T −h−1
X

i P
|yt − ŷt,h
| .

t=T −h−G

Note that a prediction about yt can only be evaluated in the following quarter
at yt+1 , because we are dealing with a real-time data set. Individual weights are
then determined by taking the inverse of these expert scores ω i and by shrinking
them to equal weights,
(ω i )−1
1
wti = (1 − S) PE t j
+S .
−1
E
(ω
)
t
j=1

(13.11)

The weights that are assigned to the forecasts of the selected top-ranked experts
vary less when S → 1 (shrink towards equal weights) and when P → 1 (use
absolute rather than squared prediction errors).
Forecasts of configurations that are closer together need not be more similar
than those of more distant neighbors. For example, a pooled forecast with 5
top-ranked experts could be more similar to a forecast with 20 rather than 10
top-ranked experts; although, on average, it usually won’t be.10 Similarly, when
experts are compared based on a track record of 2, the resulting forecasts could
be more similar when a track record of 5 is used rather than a track record of
3. It is interesting to see how the FAD and EI approaches perform under these
circumstances.
I first examine h-quarter ahead predictions of the USA Price index of the

10 The more experts that are included in the average, the less the average will change due
to the addition of a new expert (law of large numbers).
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Gross Domestic Product (‘PGDP’).11 Following Capistrán and Timmermann
(2009b), PGDP is transformed by
πt+h = 400 · ln

pt+h
pt+h−1

.

(13.12)

At the end of this section, thirteen other predictands are evaluated as well to
assess the overall quality of each search technique. The main goal is again
to efficiently cross-validate over statistical decisions, so I want to minimize
pseudo prediction errors of the validation sample by selecting an optimal set of
configurations regarding the four items just mentioned.
As a start, I give an illustration of the selection of the grid, random, and EI
searches. Figure 13.9 shows how the search procedures distributed 49 sets of
configurations across the number of experts E and the length of the track record
G. The other items were set at S = 0 and P = 2, because it is more convenient
to present a two dimensional graph than a four dimensional one. Note that in
the grid search (panel i), only seven configurations of each item are evaluated,
while in the random search nearly all possible configurations of a given item are
selected at least once. That is why Bergstra et al. (2012) write that the ‘random
search has the same efficiency in the relevant subspace as if it had been used to
search only the relevant dimensions’ (pp. 281). When the EI search is repeated
for this example, it often focuses on some area in the space and continues by
adding points along the perimeter. Here I have shown an example where EI gets
close to the optimal value (E = 11, G = 6).
The problem with the three benchmark methods is again that within a set
of relevant dimensions, there might still be large subsets of irrelevant candidate
configurations. For example, pooling over 31 instead of 35 experts probably
amounts to similar forecasts, because, typically, the average expert forecast
barely changes if a few experts are added to a large group of top-ranked experts.
Conversely, the choice between using 1 or 5 experts could result in much larger
differences. So, based on forecasting deviances, it seems more worthwhile to
evaluate 3 rather than 33 experts. Moreover, the decision about the maximum
number of experts might only be relevant conditional on the track record being
short. The reason for this is that experts often do not submit forecasts, so
that many experts are already excluded when the required track record is quite
long. Hence, instead of a grid or random search procedure, an F D approach
can be used to effectively spread sets of configurations over the space. The best
11 Data available at: https://www.philadelphiafed.org/research-and-data/real-time-center/
survey-of-professional-forecasters/
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forecasts might nevertheless result from combining many eligible experts with
long track records. That is why, as more sets of configurations are added, the
FAD search may gradually have to focus on local areas with promising F A’s.
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Track Record

Track Record

Figure 13.9: Example of Selection Track Records and Experts
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This figure shows the selection of E and G for grid, random, EI, and FAD searches,
where E ∈ [1, 40] is the number of best-ranked experts included, and G ∈ [1, 10] is
the length of the track records on the basis of which the experts are compared. The
other items are set at S = 0 and P = 2. In panel iii, the dots represent the randomly
drawn initial configurations and the × represent the selection based on EI. In panel iv.
the dots represent FAD configurations when F D was predominant and the × represent
configurations when FA was predominant. The optimal set of configurations with E = 11
experts and a track record of G = 6 is encircled. Data: PGDP, h = 4, window [161,180].

The basic FAD procedure for multiple items consists of two steps again. In
step 1, pseudo predictions are generated for all new sets of configurations. At
first, these are all of the possible combinations of the initial configuration sets
of each item. Step 2 is to select a set of configurations based on FAD scores.
These steps are iterated until some stopping criterion is reached, such as the
maximum number of runs R. In the reference setup, continuous configurations
are rounded off to two decimal places to prevent the algorithm from getting
stuck in one dimension. The influence of this ad hoc choice is studied below.
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To illustrate step 2, one first computes the FAD scores with equation (13.5)
for the settings that have been run, so
F AD(yE=1,

G=1 , yE=40, G=1 )

= log 0.8,

F AD(yE=1,G=10 , yE=40,G=10 ) = log 0.4,

F AD(yE=1,

G=1 , yE=1, G=10 )

= log 0.6,

F AD(yE=40,G=1 , yE=40,G=10 ) = log 0.2,

where G = 1 is underlined to emphasize that the forecasts of E = 1 are compared
to E = 40 conditional on G = 1. In this example, the difference between using 1
and 40 experts for a track record of 1 leads to the highest F AD, which is why
a number of experts will next be added that is half-way between 1 and 40, so
(E = 20, G = 1). When adding a new E conditional on, say, G = 3, it might be
the case that the extremes (E = 1, G = 3) and/or (E = 40, G = 3) have not yet
been included. Those settings will then be added as well to ensure that this
apparently relevant subspace can be adequately investigated.
When FAD is applied to multiple items, situations might arise whereby there
is only a single configuration of one item conditional on certain choices for the
other items. One might then be concerned about not being able to expand each
set of configurations in all directions. To study this potentially relevant issue, a
small extensions (‘step 3’) is included in the reference setup of FAD. The third
step involves placing ‘anchors’ around the current best set of configurations (cb )
and it is performed on each occasion that step 2 has been repeated another 10
times. Anchors are placed by adding the extremes of each configuration in cb
and by adding two configurations that are ‘nearby’. To find configurations that
are nearby, a list for each item m is made of all the unique configurations that
have been included so far, and the configuration that is closest above and below
cm
b will be added (if they are new). I examine empirically whether this anchoring
step results in a quicker convergence to the optimal value.
Figure 13.9.iv gives an example of 49 sets of configurations that were selected
by the FAD procedure. When the FD search was predominant (dots), few experts
with short to intermediate track records were mainly selected. This tendency was
continued when F A became more influential (crosses). The optimal configuration
(E = 11, G = 6) was only included after 46 runs, which explains why it has not
been anchored yet. Performing step 3 means adding (E = 11, G = 1) and (11, 10)
at the extremes; and (E = 10, G = 6), (20, 6), (11, 5), and (11, 7) close-by. It
would have been more usual for FAD to have selected (E = 10, G = 5) here, but
I specifically looked for an example that helps to illustrate the third FAD step.
Lastly, it is good to note that there is no tree structure in the optimization
procedure, in the sense that solutions do not depend on a user-specified order
in which items are optimized over. In Figure 13.9.iv, for instance, E = 20 was
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added conditional on G = 1, and G = 4 was added conditional on E = 20. A
tree structure can be implemented for the FAD procedure as well to deal with
items which take a long time to compute. Other types of path-dependency are
discussed in Section 13.5.
Next, I evaluate the accuracy of the search methods. Table 13.1 compresses
the results for h = 0, 1, 2, 3, and 4 quarter ahead predictions of PGDP. Associating
observation 1 with 1968Q4 and observation 187 with 2015Q3, I applied the
techniques on windows [21, 40], [31, 50], . . . [161, 180]. The windows are of size
twenty, and I iteratively move them up with 10 observations. Since h-quarterahead forecasts with a track record of 10 are only available in real-time one
quarter later, I define the first window as [11+h, 10+h+20]. Finally, to also use
the last observations, a window of [168, 187] is included. The RMSFEs reported
in Table 13.1 are average values over 85 RMSFE scores.
In the column labeled ‘G, E, S’, I have set the ‘power’ P to 2 and tried to
find the optimal configurations of the track record (‘G’), the number of topranked experts included (‘E’), and the shrinkage rate (‘S’). The grid is defined
by equally distributing 5 configurations for each item and by taking all possible
combinations between the items. The other search techniques are also allowed
to consider R = 53 = 125 runs. For each search procedure, I have selected
the set of configurations with the lowest (pseudo) RMSFE of the validation
window. The scores are made relative to a ‘large grid’ procedure, whereby
G ∈ [1 : 1 : 10], E ∈ [1 : 1 : 40], and S ∈ [0 : 0.1 : 1].12
Starting with the benchmark methods, the RMSFE of the grid is on average
6.3% removed from the large grid when the search includes three items, with
a standard deviation of 0.060 among the RMSFSEs. The random search is
slightly better than the grid search. I have repeated the random search and EI
to highlight that results can vary. The accuracy of the EI search is quite close
to the large grid. ‘(R/2) EI’ indicates that, when the maximum number of runs
R is halved, EI is still better than the grid and random searches.
FAD nearly always finds an ‘optimal’ set of configurations, which is why
its average RMSFE is almost equal to one. The quality of this performance is
mainly due to FD’s efficient global search, as the rows labeled ‘FA’ and ‘FD’
indicate. The impact of including the third FAD step, of rounding discrete
configuration to the lowest integer, or of rounding continuous variables to the
second decimal place is negligible here.
In the right column of Table 13.1, all four items are included. In that case,
the small grid is defined by equally distributing four configurations for each item,
12 1:1:10

means from 1 to 10 with increments of 1.
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Table 13.1: Combining SPF Forecasts for PGDP

G, E, S

G, E, S, P

GRID
RAND
RAND
EI
EI
(R/2) EI
(no trans) EI

1.063
1.038
1.055
1.016
1.009
1.032
1.013

(0.060)
(0.041)
(0.056)
(0.028)
(0.015)
(0.047)
(0.030)

1.083
1.050
1.064
1.023
1.018
1.029
1.018

(0.073)
(0.056)
(0.059)
(0.045)
(0.044)
(0.048)
(0.039)

FAD
(R/2) FAD
FA
FD
(no step 3) FAD
(round discr. up) FAD
(no round cont.) FAD
(no log) FAD

1.002
1.011
1.076
1.003
1.001
1.002
1.002
1.001

(0.004)
(0.018)
(0.063)
(0.006)
(0.003)
(0.006)
(0.004)
(0.002)

1.002
1.009
1.110
1.004
1.004
1.002
1.016
1.002

(0.006)
(0.017)
(0.084)
(0.009)
(0.006)
(0.004)
(0.025)
(0.006)

This table reports the average (and standard deviation) of the 85 RMSFE results of a search technique
relative to the RMSFE of a large grid with G ∈ [1 : 1 : 10], E ∈ [1 : 1 : 40],, S ∈ [0 : .1 : 1], (and
P = [1 : .1 : 2]) for the PGDP data. R = 125 in the left panel and 256 in the right panel. The windows
are of size V =20. Remarks in brackets indicate how a reference setup defined in the main text is altered.
‘(no step 3) FAD’ means that the third FAD step is not executed, for example. For four items the average
computation times in seconds are 0.6 (grid), 32.0 (large grid), 7.5 (random), 115.3 (EI), and 2.5 (FAD).
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so that the maximum number of runs becomes R = 44 = 256. RMSFE scores are
now made relative to a large grid which also includes the power P = [1 : 0.1 : 2].
The large grid contains 48,400 sets of configurations in total. The scores of
the grid, random, and EI searches deteriorate when a fourth item is added,
while FAD finds nearly optimal configurations again. ‘(R/2) FAD’ shows that in
the case that the maximum number of runs (R) is halved, FAD is still better
than the benchmark methods. The row labeled ‘(no step 3) FAD’ suggests that
when the anchoring step is excluded, the results of FAD become slightly worse.
It is interesting to observe that the FAD scores deteriorate when continuous
configurations are not rounded off to the second decimal place. The reason is
that a small difference in the continuous item P can have a large discontinuous
effect on the ranking of experts, so that FAD may continue to add configurations
in P unless the configuration is rounded off.
The average computation time in seconds varies greatly between the search
techniques; for four items they are 0.6 (grid), 32.0 (large grid), 7.5 (random),
115.3 (EI), and 2.5 (FAD). The random search is slower than the FAD search
because the ranking of experts need only be determined afresh when the track
record (G) or power (P ) are altered. The random and EI techniques often use
unique configurations for each item in each run, so that experts need to be
ranked again for each new set of configurations. FAD is far less susceptible to
this issue, because it only varies one item a time, conditional on the other items.
For PGDP, the ‘optimal’ choices of the large grid often involves few experts,
either high or low shrinkage rates, and all kinds of track records and powers. In
selecting candidate configurations, the FAD procedure mostly focuses on adding
new expert numbers and track records. The power P is also varied quite often
and the shrinkage rate is largely ignored. In the few instances that shrinkage
rates are added by FAD, they are mostly introduced conditional on large P .
That is because shrinkage rates S are more relevant for high powers, in the
sense that P = 2 results in more extreme deviances among the weights of expert
forecasts than P = 1. FAD automatically focuses on such a relevant subset of
configurations.
Lastly, I study the overall performance of grid, random, EI, and FAD for
a total of fourteen macroeconomic variables, see Table 13.2.13 I use the same
variables and transformations as in Capistrán and Timmermann (2009b). Note
that for seven of the regressors, expert forecasts are only available as of observa13 Regarding CPROF, experts predicted the corporate profits after tax without IVA and
CCadj prior to 2006 and with IVA and CCAdj from 2006 to present. Prior to 2006, the
real-time data set ‘NCPROFAT’ was used, and as of 2006, I used realizations from https:
//fred.stlouisfed.org/series/CPATAX.
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Table 13.2: Overview Variables

Name

Description

PGDP
NGDP
HOUSING
INDPROD
RGDP
UNEMP
CPROF
CPI
RCBI
RCONSUM

Price Index of GDP
Nominal GDP
Housing starts
Index of industrial production
Real GDP
Civilian unemployment rate
Corporate profits after tax
CPI inflation rate
Real change in private inventories
Real personal consumption expenditures
Real state and local government consumption & gross investment investment
Real federal government consumption
& gross investment
Real residential fixed investment
Three-month Treasury bill

RSLGOV

RFEDGOV
RRESINV
TBILL

Transformation

Starting
Point

logYEAR
logYEAR
logYEAR
logYEAR
logYEAR
logYEAR
logYEAR

1968Q4
1968Q4
1968Q4
1968Q4
1968Q4
1968Q4
1968Q4
1981Q3
1981Q3
1981Q3

logYEAR

1981Q3

logYEAR

1981Q3

logYEAR
-

1981Q3
1981Q3

Transformation logYEAR: xt+h = 400 · ln Xt+h /Xt+h−1 . End of sample: 2015Q3

Table 13.3: Combining SPF Forecasts: 14 Variables and 4 Items

GRID
RAND
EI
FAD

V = 10

V = 20

1.081
1.064
1.027
1.006

1.052
1.037
1.013
1.004

(0.101)
(0.078)
(0.056)
(0.021)

(0.055)
(0.044)
(0.027)
(0.011)

This table reports the average RMSFE results relative to that of the large GRID. The average is taken
over 5 horizons, 18 or 12 windows (depending on the starting point of the data set), and fourteen variables.
The average computation times in seconds are 0.6 (grid), 28.0 (large grid), 8.7 (random), 97.8 (EI), and
2.5 (FAD) for V = 20.
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tion number 52 (1981Q3). For these regressors, the first window is defined as
[63+h, 62+h+V ] and the next windows continue with [71, 70+V ], [81, 80+V ],
. . . , [181-V , 180], [188-V , 187]. To study the effect of the size of the validation
window, I evaluate window sizes of V = 20 and V = 10.
Table 13.3 shows the RMSFE relative to that of the large grid for each search
method.14 All four items G, E, S, and P are included and I average over the
RMSFEs of the different windows for all five horizons and fourteen variables
(1050 results in total). The results for V = 20 are quite similar to the ones of
PGDP and the results get worse when the window size is decreased to V = 10.
For V = 20, the average computation times in seconds of the large grid (28.0),
the random search (8.7), and EI (97.8) are again quite a bit larger than those of
the small grid (0.6) and FAD (2.5).
By developing a FAD procedure for multiple items in the SPF case study,
I really have automated a manual search about combining top-ranked expert
forecasts for SPF data that was performed in Hoornweg et al. (2013). The
case study in that paper contains still more statistical decisions that might be
analyzed with FAD. One item concerns the use of multiple forecasting horizons
in assessing the quality of an expert. Other items pertain to the selection of a
starting point of the data set and these items are closely related to the pooling
of top-ranked experts.
If a weighted average of top-ranked experts is taken, the out-of-sample performance does not improve that of the mean survey forecast, as was demonstrated
in Hoornweg et al. (2013). This result has helped me to recognize the second
AST of the previous chapters about assigning a similar weight to multiple highly
correlated regressors. The goal of the current section has been to find the set of
configurations that optimizes over the accuracy of a validation sample. What
the SPF application shows, is that the FAD search can be a quick and accurate
procedure for choosing configurations of multiple statistical decisions.
One of the strengths of FAD is that it takes advantage of all of the pseudo
predictions regarding the validation set when it computes the deviance in forecasts
between configurations. In the next section, I analyze FAD’s performance in a
context where FAD cannot capitalize on this strength. The exercise is about
an analytic function whereby only a single outcome is associated with a set of
configurations.

14 In the third decimal place for V = 10, the results are slightly different than the ones that
are reported in my dissertation, because of a small error that I had made.
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Challenging FAD Further

So far, the results of the FAD search have been promising for the variety of
problems that have been evaluated. FAD was close to being optimal in the SPF
case study, where some items were discrete (V and E), others were continuous
but resulted in discontinuous breaks (P ), and still other were continuous and
quite irrelevant (S). FAD also performed well in the exercises with a single item,
regardless of whether there were large spaces with highly similar or dissimilar
forecasts.
In the Branin challenge that is now studied, there are not only large subspaces
where forecasts deviate greatly, but predictions between two configurations also
frequently become more similar when the distance between these configurations
gets larger. Although the FAD search was not developed to optimize over
analytic functions, the Branin function does help to further improve the FAD
procedure and to lay bare its weaknesses.
Figure 13.10: Branin function

3d plots of the Branin function for y defined in equation (13.13) and log y.

The Branin function is well-known in the global optimization literature and
is given by

2
5.1
5
1
y = x2 − 2 x21 + x1 − 6 + 10(1 −
) cos(x1 ) + 10,
4π
π
8π

(13.13)
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see Jones et al. (1998). The global minimum of y ≈ 0.39789 is reached at the
points (3.1416, 2.2750), (-3.1416, 12.2750) and (9.4248, 2.4750). The configuration space is typically defined as the square x1 ∈ [−5, 10] and x2 ∈ [0, 15]. As
can be observed in the first panel of Figure 13.10, points that are further apart
along one dimension often have more similar y values than points that are close
by. Another important characteristic is that y is steep at poor areas (with large
y values). I also take the log of y (right panel) when performing EI and FAD in
order to study a case where the descent is steepest near the three minima.
Figure 13.11: Branin Contour Plots: EI
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Contour plots showing selection of configurations for the Branin function with R = 100
runs (18.40 sec.). The EI search (×) is initialized with a random search (·).

Figure 13.11 shows that after 100 runs, EI does well to find the three optimal
points. In fact, EI often finds the three points after 40 runs already. In the upper
left panel, the y scores are not transformed. Jones et al. (1998) have shown
before that their EI-based search successfully exploits the known good areas for
this example. A difference in their approach is that they use a specially created
random Latin hypercube design to initialize EI. Next to the initial sample, they
only present the first three points that were selected by the EI search, and
these three points are located near the three minima (ibid., pp. 476). With
the increased number of runs in Figure 13.11, one can now observe that EI’s
exploration mainly concentrates on x2 ’s steep descent along x1 = −5. When EI
is applied to log y, the exploration is more equally distributed across the space.
Figure 13.12 shows the selected Branin configurations for various FAD
procedures. They are presented in the order in which they were developed.
When the number of runs equals 100, only a single minimum is found by the
methods presented in Figure 13.12. Consequently, I have used 400 runs to bring
out the differences between these techniques. The left column gives the results
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for y and the right column for log y. Panel i shows that if logarithms are not
used in the F AD measure, only one global minimum is found. Note also that
the global minimum in the upper left corner is surrounded by configurations
that have quite similar values of y, which is why the FAD search does not
look further. It is mainly due to the third FAD step, where the current best
configurations are anchored, that the search moves towards the global minimum
at (3.1416, 2.2750). Adding the third FAD step was my first attempt to improve
FAD’s performance here. When the data is transformed into log y (panel ii), the
forecasting deviances around the minima are large. In this case it is easier to
approach one of the minima, but even harder to then find the other minima.
The second attempt to improve FAD’s performance was to separately study a
case with large forecasting deviances in large parts of the sample space (Section
13.3.2), as a result of which logarithms were added to the FAD measure. The
middle row of Figure 13.12 shows that this ad hoc addition results in FAD finding
two out of three minima after 400 runs. Note that fewer useless configurations
in the lower left corner are selected when compared to the panel above. Panel iv
shows that FAD still concentrates on a single minimum when y is log-transformed,
which indicates that the scaling of y can influence the search of FAD.
To improve FAD’s performance for the Branin function, I now focus on the
fact that configurations which are further apart regularly have more similar
y values. A solution could be to incorporate the relative distance between
configurations in the F AD measure. When comparing two configurations of
an item conditional on the same choices for the other items, the configuration
distance (‘CD’) is given by
CD(cki , ckj ) =

|cki − ckj |
.
max(ck ) − min(ck )

The distances are divided by max(ck ) − min(ck ) so that all distances are between
0 and 1 for each item.
The global to local measure becomes
Relative accuracy

z

Relative deviance

}| {
z }| {
F Aij
F Dij
F ADD(yi , yj ) = (1 − φ) log
+ φρ log
max(F A)
max(F D)
CDij
,
(13.14)
+ φ(1 − ρ) log
max(CD)
| {z }
Relative distance
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Figure 13.12: Branin Contour Plots: FAD and FADD

Contour plots showing selection of configurations for the Branin function with R = 400
runs (0.55 sec.). FD is dominant at · and FA at ×. ‘(no log) FAD’ in the top panels
means that the log has been taken out of the FAD measure in equation 13.14 with ρ = 1.
The tuning parameter ρ = 0.25 in FADD of equation (13.14) indicates that the average
forecasting deviance between configurations has an influence of 25% in the global search,
while the other 75% goes to relative distance measure. I also examine the influence of
this ad hoc choice in Figure 13.13. When the number of runs equals 100, only a single
minimum is found by FAD and FADD.
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where φ makes the tradeoff between the global and local search, and ρ ∈ [0, 1]
determines to what extent a global search is based on forecasting deviances
(ρ = 1) or configuration distances (ρ = 0). For ρ = 1, the F ADD measure is the
same as the F AD measure.
The third row of Figure 13.12 shows that FADD with ρ = 0.25 concentrates
on the three minima for y. Even though ρ = 0.25 is a setting for which FADD
does relatively well for log y in panel vi, it still has not converged to all three
minima after 400 runs. To give an impression of FADD’s performance in the
exercises of the previous sections, I start with those of Section 13.3, whereby
forecasts were either similar in large subspaces, proportional to changes in
configurations, or dissimilar in large subspaces. For these problems, FADD with
ρ = 0.25 has a relative score of 1.03, 1.00, and 1.08 instead of FAD’s 1.01, 1.00,
and 1.02, respectively. The average score for P GDP in the SPF example with
four items is 1.12 for FADD and 1.00 for FAD. So, FADD generally worsens the
search unless forecasts are often more similar when configurations are further
apart.
Figure 13.13 presents the accuracy of the various search techniques when
the maximum number of runs increases from 1 to a 1000. Each time that the
maximum number of runs is increased, I applied the search techniques afresh.
The first two rows are generally dark, because the grid and random searches are
often more than ten percent removed from the optimal score of y ≈ 0.39789,
which means that the lowest y they find is higher than 0.44. The headers ‘y’ and
‘log y’ indicate whether y is log-transformed in the EI and FAD search methods.
EI has the best results when the y is not log-transformed, in which case it is
less than one percent removed after thirty-five runs (2.5 seconds).
For y, FAD has some trouble to approximate the optimal value within one
percent. The results of FADD show that the performance gets better if the
distances between configurations are taken into account. Ignoring step 3 in
the FAD procedure worsens the performance. In the reference setup, the third
FAD step is performed on each occasion that step 2 has been run another 10
times. The results of y and log y show that there is no straightforward effect of
increasing or decreasing the frequency with which the anchoring step is executed.
The influence of rounding x1 and x2 to the second decimal place is small.
EI has a bit more difficulties to converge when it log-transforms y. Although
EI is often close to the optimal score, it can also be observed that EI is 14%
removed from the optimal score at R = 184 runs (39.2 sec.). FAD is less than
1% removed from the optimal score after 141 runs (0.13 sec.). Observe that an
increase in the maximum number of runs (R) can result in worse outcomes. This
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Figure 13.13: Accuracy Branin function
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best score relative to 0.39789. This should be distinguished from ‘(no log) FAD’, which
means that the log has been taken out of the FAD measure in equation (13.14) with
ρ = 1.
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u
is because the FAD search gradually moves from F D to F A through φ = RR
,
u +r
so that the search paths can become different when Ru or R are altered.
A number of settings remained fixed in Figure 13.13, but they may be of
relevance. For example, when a new configuration is added, the FAD procedure
includes the extremes of that configuration to ‘ensure,’ as I wrote in Section 13.4,
‘that this apparently relevant subspace can be properly investigated.’ This ad hoc
addition of mine may have the disadvantage that, for certain configurations, the
same steps are often repeated conditional on slightly different choices of the other
configurations. When this rule is ignored, the search sometimes stops abruptly
in some local areas. Still, I have not found clear effects with respect to in-sample
accuracy. Another example of an ad hoc decision that has not been evaluated
yet is the FA rule in subsection 13.2.2, which states that if the lowest average
between RSMFEs is ξ less than 0.001, then ξ will be added to all averages before
the inverse is taken. Using 0.1 instead of 0.001 barely influences results for FAD
in the log y Branin case (in the y Branin case it is of no relevance). Lastly, I
followed the suggestion of Hutter et al. (2009) to initialize EI with a standard
random search rather than with a Latin hypercube type random search. Results
are similar for the Branin function when I perform the EI search with a Latin
hypercube.
Overall, what the Branin challenge shows is that EI does best in finding
all three minima for a given number of runs. The grid and random searches
have difficulties to locate a single minimum under these tough circumstances.
Although FAD does not locate the three minima of Branin as well as EI, it does
take little computation time to find a single minimum of the log-transformed
y. FADD can be employed in the special case that forecasts are frequently
more similar when configurations are further apart. Bergstra and Bengio (2012)
provide several other tasks to do with image recognition where FADD might
have an edge over FAD and where further alterations of FAD may be required.

13.6.

Discussion

In this chapter, I investigated how to efficiently select statistical settings based
on cross-validation. The standard practice of using grid or random searches
was shown to be inefficient in the sense that a lot of manually defined sets of
configurations need to be evaluated to find the optimal set of configurations. If
one considers a single statistical decision for which candidate configurations can
be evaluated at the blink of an eye, the grid search is recommended. The more
sophisticated expected improvement search results in more accurate solutions
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than the grid and random searches for a given number runs, but its estimation
procedure is more complex and takes a longer time to run.
Instead of equally distributing forecasts across a space, I have suggested
to use the average forecasting deviance between neighboring configurations to
decide which point to add next. A global to local approach was developed by
gradually focusing on forecasting accuracies as more configurations get included.
The FAD search was shown to be quick and accurate for a variety of challenges.
It should be stressed that a sequential optimization procedure, and particularly the one I have proposed, requires that forecasts of nearby configurations are
more similar than forecasts of distant configurations. In applying the method, a
practitioner may need to formulate the statistical problem such that configurations can be ordered. For example, rather than comparing a mean and a median
forecasting accuracy measures, I have tried to capture the idea of downweighing
extreme forecasting errors by comparing absolute (P = 1) to squared errors
(P = 2) in the SPF case study.
If one applies FAD, the initial set of an item might also benefit from having
more than two configurations. If a user wants to select the best starting point
of a data set through cross-validation, the initial set of candidate configurations
will at least consist of the earliest and the latest available starting point. In such
a setting, recent starting points will cause greater variations in the forecasts
of the validation set, because they contain fewer post-break observations. To
ensure that this potentially relevant subset is adequately investigated, it might
be good to add candidate configurations from this area to the initial set.
I give two more suggestions for further research. First, the initial grid now
contains 2K sets of configurations. To make FAD feasible for more than 10 items,
adjustments need to be made like implementing a tree structure in the search for
configurations. Second, when considering an item c1 conditional on some choice
for c2 = κ, it appears wasteful to only use direct neighbors in computing FAD
while other configurations of c1 are available conditional on c2 = κ as well. One
may take a weighted average of various F A and F D scores, whereby the weights
are determined based on the (inverse) distances between the configurations.
This will smooth F AD scores, thereby making them less vulnerably to volatile
behavior in y as c1 is varied.
Finally, I would like to make some remarks regarding the use of crossvalidation to evaluate statistical settings, since the FAD procedure appears to
promote its use — although FAD can also be applied when an information
criteria is employed. In many cases, cross-validation does not have to be used
if the tuning parameter is defined more intuitively. A FAD tuning parameter
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u
φ ∈ [0, 1] was for instance specified in terms of RR
in order to establish
u +r
a gradual transition from forecasting deviance towards forecasting accuracy.
Setting Ru = R2 has appeared to result in a stable performance.
A related point is that adding more complexity to an algorithm may worsen
out-of-sample results. Instead of employing a loss function that merely focuses on
in-sample accuracy, I recommend that a researcher defines a loss function which
makes an intuitive tradeoff between relative accuracy and relative simplicity.
Such tradeoffs were examined for linear regression models in Chapters 7, 8 and
9 and for weighing observation in Chapter 12. ASTs help to make optimization
problems more convex and thereby less random and that makes it easier for
iterative search procedures.

14
Discussion Part III
In relation to keeping data and all else fixed, I now present another dialogue
between researchers who used the same model, the same methods, and the same
data, but who reached opposite recommendations on the use of that model.
I also give some details about the context of this dialogue. I argue against
an interlocutor who is quick to turn the discussion into a scandal about who
violated the fundamental laws of science. One way of circumventing such a coarse
isolation of the unfit is to avoid public discussion of the issue. As an alternative,
I propose that we continue to examine the rigid bounds of proper science when
discussing how academic workers conduct and discuss their research. In Section
14.2, I also highlight mistakes of my own in relation to this case study.

14.1.

The Bias-Adjusted Model

The papers are those of Croushore (2008) and Capistrán & Timmermann (2006b)
concerning the Survey of Professional Forecasters (SPF). The SPF data set
contains expert predictions of macroeconomic variables. In using the survey, a
simple average of the expert predictions is typically taken. The mean survey
forecast is said to be biased if it is observed that it has on average been, say,
3 points too low for a long period of time. The researchers in our case study
examined whether it helps to correct for such bias by simply adding 3 points to
the mean survey forecast in future cases.
This bias-adjustment of the mean survey forecast comes down to setting
a = 3 in the model
bias-adjusted forecast = a + mean survey forecast.

(14.1)

Observe that the mean survey forecast remains unaltered when the parameter
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(a) is specified as a = 0 and that it is otherwise de-biased. Bias-adjustments are
applied to quarterly expert predictions of US inflation, which have been collected
by the SPF survey since 1968Q4.1 The adequacy of the model is assessed with
a measure called the Root Mean Squared Forecasting Error (RMSFE), which is
larger the poorer the model performs. Croushore claims that the bias-adjusted
model worsens mean survey forecasts, while Capistrán and Timmermann find
that adjusting for bias works well in practice.
To give more background, in addition to being an associate professor in
economics at the University of Richmond, Croushore is a visiting scholar at
the Federal Reserve Bank of Philadelphia, the institution that runs the SPF
survey. He declares this affiliation to the FED on the title page of his paper.
In the introduction, Croushore explains that the rational expectation literature
in the 1980s had claimed that surveys of inflation forecasts were systematically
biased, as a result of which ‘forecast surveys developed a poor reputation that
has continued to this day’ (2008, pp. 1). Could it be, asks Croushore, that
researchers in the 1980s were hasty in their condemnation of the surveys?
Capistrán and Timmermann (‘CT’) published two related papers in June
and September 2006. In the 2006a working paper, they attempt to explain why
inflation forecasts are biased, and in the 2006b working paper, they show that a
bias-adjusted model can improve the mean survey forecast.
Starting with the earlier paper, the explanation in CT-2006a for biases in
inflation forecasts is that experts might have more to lose (or gain) from overprediction than under-prediction. First, seven theoretical implications of this
conjecture are derived (ibid., pp. 11). These claims are subsequently tested
with forecasts of the SPF data (ibid., pp. 12). Referring to the 1998 version of
Croushore’s 2008 paper, CT highlight that ‘the unbiasedness [of] results hold[s]
only for the aggregate data and is generally rejected for the individual forecasters.
As we found in our analysis, some forecasters have negative biases while others
have positive biases in their forecasts, so it may be difficult to detect biases in
the mean or median forecast’ (2006a, pp. 19).2 Given this difficulty to detect
bias in the mean survey forecast, how did they manage to obtain a comparatively
good overall result with a bias-adjusted model in CT-2006b?
Croushore states that ‘the results in [his] paper are similar to the results
1 Inflation is based on changes in PGDP, the Price index of the Gross Domestic Product.
Prior to 1996, the key price variable was the GDP implicit deflator, whereas prior to 1992 it
was the GNP deflator.
2 I hope I am right in referring to it as ‘a 1998 version of Croushore’s 2008 paper’. The
title has changed from ‘Evaluating Inflation Forecasts’ to ‘An Evaluation of Inflation Forecasts
from Surveys using Real-Time Data’.
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for the average inflation forecast across forecasters found by Capistrán and
Timmermann [2006a], but [that his] paper uses a different set of tests, shows how
real-time data may affect forecast evaluation, and examines alternative sample
periods’ (Croushore, 2008, pp. 3).3 The real-time data set consists of the levels
of inflation that are first reported. These levels are often revised in subsequent
years. There is another difference between the papers. In line with common
usage, CT apply a slightly more general version of the bias-adjusted model:
bias-adjusted forecast = a + b × mean survey forecast.

(14.2)

This is the same as equation (14.1) if b = 1. Citing a 1986 paper by Mankiw
and Shapire, Croushore decided to keep b = 1 fixed because of potential problems
like parameters changing over time and the tendency of a small sample to reject
the null hypothesis of rationality too often.
Figure 6b
Figure 14.1: Croushore: ‘SPF: P-Values
for Bias at Alternative Break Dates’
SPF: P values for bias at alternative break dates
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This is Figure 6b in Croushore (2008, pp. 20). Break dates are shown on the horizontal
axis, whereas the p-values associated with tests for bias before and after a break point
are presented on the vertical axis. The green line (test for bias after a breakpoint) is
below the bold horizontal line at p = 0.05 around 1980, for example. This means that
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forecasts only for samples that begin in 1971:Q1 and end any time from 1979:Q3 to
1980:Q4; and for samples that end in 2006:Q4 and begin any time from 1978:Q1 to
3 Croushore

refers to the 2007 edition of CT’s 2006a paper.

1985:Q3. These dates are similar to those found for the Livingston survey. Again, most
bias in the survey occurred in the early years.
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In Croushore’s analysis of the one-year-ahead SPF forecasts, no evidence of
bias is found (ibid., pp. 17). ‘However, if we split the sample in pieces, we can
see that in some sub-samples, there is evidence of bias’ (ibid., pp. 17). Figure
14.1, copied from Croushore, shows that the null hypothesis of unbiased forecasts
is rejected for SPF samples that end at the last available observation (2006:Q4)
and begin any time between 1978Q1 and 1985Q3 (ibid., pp. 20-22).
The next question that Croushore seeks to answer is: ‘if you observed the
pattern of past forecast errors, could you have used the knowledge to make better
forecasts?’ (ibid., pp. 23). For each prediction, Croushore uses observations
that were available to the experts at the time in computing the bias correction
a. This procedure does not improve the prediction accuracy of the mean survey
forecast (ibid., pp. 24). He subsequently considers to only focus on the five or
ten most recently available years in choosing a. Again, no improvement of the
mean survey forecast results. What if the choice of whether to use the mean
survey forecast or the bias-adjusted one is based on a significance test for each
forecast? Although this helps to improve results somewhat, the mean survey
forecast still performs better.
In the second paper of CT (2006b), they start by noting that experts
frequently enter, exit, and re-enter surveys like the SPF at different intervals.
This makes it difficult to select experts based on their past performances. In
addition to presenting the bias-adjusted model, a host of other techniques are
considered to beat the mean survey forecast. CT first discuss theoretical results
and subsequently present methods and simulation studies. The bias-adjusted
model is shown to perform best across the board (ibid., pp. 16).
This conclusion is ‘confirmed’ or ‘illustrated’ with inflation forecasts of the
SPF survey (ibid., pp. 2 & 16). ‘We restrict the data sample to start in the
fourth quarter of 1979 to take into account the change in monetary policy that
occurred when Paul Volcker took office as Chairman of the Federal Reserve.
This change is widely regarded as having affected the behavior of inflation (see
Clarida, Galí, and Gertler (2000) among others)’ (ibid., pp 17).
—‘I knew it! I expected some sort of foul play right from the start. CT
simply chose the starting point of the sample in the way that best suited them.’
Do you think it dishonest that CT used 1979Q3 instead of 1968Q4 as a
starting point of the data set? One thing to keep in mind is that CT explicitly
stated this. Besides, has the above summary not shown that there are ad hoc
choices in the other papers as well? How do scientists make and discuss such
subordinate decisions? Croushore, for example, explicitly refers to a 2007 edition
of CT-2006b in a footnote about the use of median versus mean forecasts (2008,
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pp. 6). Why does Croushore not remark that CT arrived at the opposite
conclusion to his?
The articles of CT were both published in internationally renowned journals.
How did the articles change during the review process?
The 2006a working paper that explained the bias in inflation expectations was
issued in the Journal of Money, Credit, and Banking in 2009a. One difference is
that the earlier paper still provides evidence of the lack of bias among academic
workers. The Consumer Price Index (CPI) of the Livingston survey was used to
show that the null hypothesis of unbiasedness is not rejected for any of the seven
academic forecasters, whereas it is rejected for around 14% of the forecasters
employed in banks and industry. Even though the six- and twelve-month-ahead
CPI forecasts began in 1946, the Livingston sample of CT’s working-paper
‘begins during the second semester of 1992 (which is the time when current
quarter figures started to get included in the Survey) [...]’ (2006a, pp. 12).
No mention of the Livingston survey or the unbiasedness of academics is
made in the final version of CT (2009a). The theory section of the published
article does contain further conditions regarding the fifth claim. An additional
claim (# 8) was also added and confirmed; namely, that ‘[t]he sign of the bias in
the forecast error may shift across periods with high and low inflation volatility’
(ibid., pp. 377).
Further, CT’s 2006b paper about the use of a bias-adjusted model to improve
the mean forecast was published in the Journal of Business & Economic Statistics
(‘JBES’) in 2009b. In the published article, additional methods are introduced.
One of the techniques that CT now consider is whether a Bayesian information
criterion (BIC) should be used to choose between the mean survey forecast and
the bias-adjusted one for each new prediction (2009b, pp. 428). Simulation
studies show that this BIC refinement performs better than the other approaches
(ibid., pp. 435).
In the empirical part of CT-2006b, it can be observed that more variables
are predicted than in the working paper and that yet another starting point is
used than 1968Q4 and 1979Q3. ‘To illustrate the empirical performance of the
selection and combination methods, we study one through four-step-ahead survey
forecasts of 14 variables that have data going back to 1981 and are covered by the
Survey of Professional Forecasters’ (CT, 2009b, pp. 435). They conclude that
‘[i]n common with empirical findings in the literature, the simple equal-weighted
forecast turns out to be extraordinarily difficult to beat’ (ibid., pp. 438). ‘Only
two methods seem capable of producing better average forecasting performance
than the equal-weighted average, namely the bias-adjusted/[B]IC method and
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the inverse of the MSE. The [B]IC method that selects between the simple and
bias-adjusted equal-weighted average does particularly well [...]’ (ibid.).
—‘Surely you agree that we can identify the wrongdoers now? CT shifted
the starting point from 1968 to 1979 and then to 1981.’
Yes, it would have been better if CT had indicated that the SPF survey began
in 1968Q4 for about half of the predictors and if they had investigated the impact
of their choice of starting point on the whole sample. Please consider, though,
whether we should single out CT. What about the editor and the reviewers?
Perhaps they instructed CT to alter the article in this way. Should CT take
the blame even though the review process is performed behind closed doors, so
that the public cannot observe why a paper is altered and why it is accepted or
rejected?
Is it just CT’s paper that, for various reasons, changes the starting point
of the sample without reporting what the empirical effect is of this decision?
Ghysels and Wright (2009) develop methods to estimate what professional
forecasters would predict if they were asked to make a forecast each day, so that
these estimates can be related to macroeconomic news announcements. The
article was published in the same volume of JBES as CT-2009b. In the empirical
application with the SPF data set, a starting point of 1990Q3 is selected for the
following reasons: ‘We do not use SPF forecasts made before 1990Q3 because
we do not have the associated survey deadline dates. Besides, the use of a
relatively recent sample minimizes issues of structural change that seem to be
very important [when] using data that spans earlier time periods [...]’ (ibid.). A
greater number of arguments are used by Engelberg and colleagues to explain
why they selected 1992Q1 as the starting point of the SPF data set (2009, pp.
33). That paper was also published in the same volume of JBES as CT-2009b.
Before we conclude that such choices of the starting point of a data set are
peculiar to JBES, I should mention that Croushore does not use 1968Q4 as a
starting point of the SPF data set either, but 1971Q1. He writes that ‘although
the survey itself began in 1968, the early forecasts for [inflation] were rounded to
the nearest whole number, which causes the forecasts to be quite erratic in the
early years of the survey. Because of this, and to analyze the Livingston Survey
and SPF forecasts on the same sample period, we look at the SPF forecasts
made between 1971:Q1 and 2006:Q4’ (2008, pp. 7). Irrespective of whether
these arguments are sound, would it not be helpful to see the influence of such a
decision on the outcomes?
—‘Be that as it may, but CT have clearly violated the law of proper science
that hypotheses should be formulated before the data are analyzed. What about
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claim # 8?’
Is it desirable to require of scientists that they abide by these laws? Is it not
obvious that having to mold science in accordance with the accepted standards
stands in the way of observing and discussing how research is conducted? It is
no surprise to me that theories are adjusted after the data have been analyzed,
because I do it frequently myself.
—‘So you’re saying that all would be well if we just abandoned the laws of
science?’
I am questioning whether such procedures should be prescribed and enforced,
but I also make mistakes even though I am not committed to these laws.
Regarding enforcement, note again that it might have been the reviewers who
suggested that claim # 8 should be appended.
Now, let us also compare the 1998 version of Croushore’s paper to the 2008
edition. In the earlier paper, the same overall conclusion is presented that
one cannot take advantage of a supposed bias in survey forecasts in real-time
forecasting. What has changed over a decade? The earlier paper analyzed three
surveys instead of two and included more statistical tests. Contrary to the 2008
edition, the earlier version did not keep b = 1 fixed when testing for bias (ibid)
(1998, pp. 20). Lastly, the SPF data used for applying the tests began in 1968Q4
in the earlier version, whereas the older paper used 1971Q1 as a starting point.
—‘I could do with an example that shows the excellence of science now.’
Does it not make a difference that Croushore, like CT, allow you to download
both papers, so that you can compare what has changed over the years? Does it
not help that he did well to emphasize the effects of data revisions on results?
—‘No.’
Perhaps a brief account in Croushore’s 1998 version of the paper will cheer
you up. He describes a minor scandal regarding the Livingston survey. This
survey was originally run by ‘newspaper columnist Joseph Livingston’ and was
taken up by the Philadelphia Fed after his death in 1989 (ibid., pp. 2). Carlson
had discovered in 1977 ‘that newspaper columnist Joseph Livingston, who ran
the survey, was modifying the forecasts to reflect data that were released between
the time the survey was taken and when the results were published. Carlson
was able to get the original data and create the correct data set, which he then
used’ (ibid., pp. 7).
—‘Ah yes. An illustration of the true scientist at work.’
Must we think of scientists as either pure or defiled in the pursuit of some
truth?
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My Mistakes Regarding SPF Data

Above, I have used the work of others to exemplify that research may be
more sloppy and complex than implied by the rules of proper science. Before
moving on to the General Discussion, it is high time to give an illustration of a
scientific dialogue based on decisions I made when I began to study the SPF
data set. I focus on my mistakes. An anonymous review about a paper of mine
helped me to identify some of those mistakes and is quoted below. The topic of
anonymous reviews was recently debated in a special feature, published in the
NRC Handelsblad, a leading Dutch newspaper, about a controversial article in
Nature (Van Santen, 2016). The feature reported the names of the editor and
the two reviewers, who had willingly responded. A third reviewer preferred to
remain anonymous, though one of the scientists involved did mention a name
in the article when guessing who it might be. The secretive reviewing process
unfortunately creates such a speculative atmosphere. To help open up the
dialogue, I report the review without mentioning the reviewer’s name (which I
don’t know) nor the name of the journal (which I do know).4
The first time I became interested in the SPF data set was during my Master’s
program. On one course, I studied methods for combining forecasts; on another,
I was acquainted with research on individual expert behavior. In that context,
I also encountered Croushore’s 2008 paper. Later, while taking first-year PhD
courses, I returned to the SPF data set to try and beat the mean survey forecast
by combining the predictions of a number of top-ranked experts. It struck
me how many ad hoc decisions had to be made when applying such a simple
model. What if it turned out that the ad hoc judgements that I made would
have a favorable effect on forecasts? Can the performance perhaps be improved
by optimizing over such choices based on real-time information alone?5 With
these kinds of questions in mind, I began developing an automated algorithm
whereby increasing numbers of decisions could be based on real-time data. To
compensate for the added complexity, deviations from the mean survey forecasts
were penalized as part of the optimization procedure. In the process, I developed
an accuracy-simplicity tradeoff and a forecasting deviance measure.
It was around that time that I came across CT-2009b, which discussed many
methods of combining expert forecasts. I noticed, of course, that the same
starting point of 1981Q3 was used for all predictors, even though half of them
4 If the journal should wish its name to be made public, then I have no objections to that.
The same goes for the reviewer.
5 Real-time information is that which is available to the experts when they submit their
forecast.
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had data going back to 1968Q4, but I was also interested in how they dealt
with other ad hoc decisions that concerned me. CT’s paper became the main
point of departure for the project. I left Croushore’s 2008 work unmentioned.
For a fleeting moment, I thought that the newly proposed algorithm was able
to outperform the mean survey forecast. Although my coauthor and I had
scarcely begun drafting a paper, we sent a two-hundred-word abstract to the
International Symposium on Forecasting, which hosted its 32nd conference in
Boston (Massachusetts) in 2012. The abstract ended with the following sentence:
‘We demonstrate that the benchmark models can be beaten for variables like
inflation and government spending.’
That remark does not clarify that there were also predictors for which
the algorithm performed similarly to the benchmark model.6 Moreover, the
conclusion was erroneous. I had made a programming error, which resulted
in the use of information that was not available to the experts in real-time. I
had spotted the mistake before the presentation was due. Would it be right
to alter the abstract? How would the scientific community respond when it
became apparent that my main research finding was flawed? Do they permit
such mistakes? The few explicit acknowledgements of error that I had read
about carried the stain of fraud or incompetence.
I explained during the presentation that the equal-weighted forecast had
turned out to be extraordinarily difficult to beat, but I did not mention the
programming mistake, nor was I asked about it. The discrepancy between the
abstract and the presentation only caused a minor shock at the New York stock
exchange. Recently, I found an online version of the conference abstract and
added that an error had been made.7 It would have been better to inform the
conference organizers earlier and to ask them to add such a comment to the
abstract.
Our research on combining expert forecasts had focused on offering tools for
measuring and presenting the influence of ad hoc decisions on results. We sent
the paper to a renowned journal in 2013, where it was rightfully rejected. Here
are the comments of one of the reviewers:
The paper uses the paper by Capistrán and Timmermann (2009,
JBES) as a starting point and evaluates the robustness of the choice
of various parameters for forecasting. This is, at best, a modest
6 I used the term model to refer to a method as well, because I did not want to place the
selection of regression parameters in the foreground at the expense of other statistical choices.
To avoid confusing the reader, I did employ the distinction between model and method in the
current book.
7 http://www.webmeets.com/ISF/2012/prog/viewpaper.asp?pid=238
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contribution.
Comments
1. I am not convinced that it is a good idea to estimate every possible parameter when conducting forecasts in samples of modest
size, such as the one used in this study. In applied econometrics, two models have proven to be extremely difficult to beat:
the random walk, which has zero parameters to maximize over,
and simple averaging, which uses a vague prior. Introducing
more and more parameters to maximize over leads to excessive
noise and overfitting. For this reason I also doubt the claim of
increased honesty (was previous research dishonest? A serious
allegation!)
2. The second problem with the current paper is its very poor
exposition. The writing is verbose in the extreme. I am confident
that the 50 pages of text can be reduced to less than 20 without
loss of information but a large increase in readability.
3. When describing the algorithms, the authors also use a considerable number of ad hoc settings. While this shows that one cannot
avoid making choices, it goes against the spirit of the paper and
undermines the claims made in the paper. I would agree that
choices can be more or less restrictive, but this distinction is
not made in the paper.
Anonymous Reviewer, June 2014
The submitted paper was indeed about as much fun to read as a landscape table.
I was, at first, rather surprised about our supposed allegations regarding CT’s
work. I had even gone so far as to write:
To be clear, we do not mean to imply that Capistrán and Timmermann displayed data-snooping behavior because we can identify their
ad hoc choices. By contrast, it is because we appreciate their effort to
arrive at a robust stylized fact, that we want to build on it. Moreover,
the examples above illustrate that the ad hoc choices of Capistrán
and Timmermann are decisions that are generally made in such a
particular way in empirical econometrics.
Hoornweg et al., 2013, pp. 7
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The surprise quickly wore off once I read my comment in the paragraph that
followed: ‘[w]e show how updating ad hoc decisions using an automated algorithm
can lead to more robust, optimal, and honest forecasts’ (ibid., emphasis later
added).
I do not have a general recipe on how to discuss ‘failures’ of mine and others
that my research has helped me to flesh out. Although I do not advocate some
radical principle of openness, it is clear to me that in the examples given above I
should have done better than disguising the difficulties and brushing them aside.
In the General Discussion that now follows, I use the SPF case study to
summarize the three parts of this book.

15
General Discussion
In 1511, Desiderius Erasmus published his In Praise of Folly, a satirical book
that is best known for criticizing the Catholic Church during the perilous times
of the Inquisition. One way that Erasmus managed to avoid capital punishment
was by not just lampooning clerical dogmas and practices, but by describing
rather than defining folly in contexts such as politics, everyday life, science, and
religion. One can read, for example, how Erasmus paints a gloomy picture of
great wise men who are most unlucky in procreating children, who are broken
with paleness, and who die before their time. On a lighter note, he remarks:
[I]f prudence depends upon experience, to whom is the honor of that
name more proper? To the wise man, who partly out of modesty
and partly out of distrust of himself, attempts nothing; or the fool,
whom neither modesty which he never had, nor danger which he
never considers, can discourage from anything?
Desiderius Erasmus, 1511
I now continue with my praise of folly in the context of science. In Section
15.1, I summarize the content of this book by revisiting the bias-adjusted model
that I discussed in the previous chapter. In Section 15.2, I examine a famous case
study from the philosophical literature to compare descriptions and justifications
of the scientific method.

15.1.

The Bias-Adjusted Model
Revisited

The Survey of Professional Forecasters (SPF) collects expert predictions about
the US economy. In empirical applications, the average of the expert forecasts
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is often used. Our case study in the previous chapter dealt with predictions of
inflation, which are said to be biased if they have been on average, say, three
points too low for a certain period of time. The bias-adjusted model enables one
to compensate for such bias and the question is whether this helps to improve
forecasts.
Below, I use the SPF case study to discuss the three parts of this book in
reverse order. Readers who are less interested in mathematical subjects are
advised to continue to Subsection 15.1.3, where I examine conclusions that are
drawn about the ‘rationality’ of experts on the basis of their forecasts alone.

15.1.1. SPF and Part III
As a reminder, the bias-adjusted estimate of inflation is given by
bias-adjusted forecast = a + b × mean survey forecast.

(15.1)

The reference setup of sticking to the mean survey forecast corresponds to
aR = 0 and bR = 1. The data-optimized OLS solutions follow from minimizing
the sum of squared differences between the bias-adjusted forecasts and the
observed inflation rates.
To define inflation, let pt+h refer to an h-quarters-ahead prediction made at
time t = 1, 2, . . . , T of the price index of gross domestic product. A measure for
the increase in prices is then obtained by transforming the price index through
inflationt+h = 400 · ln

pt+h
.
pt+h−1

(15.2)

As I discussed in Part III, Bayesians are required to specify their prior
estimates before they analyze the data. What is a scientist to do if she (or he)
analyzes historical rather than new data? She is then instructed to act as if
she was not familiar with the data in formulating this unmoved mover of the
soul called the prior. Such a counterfactual examination is even more difficult
to perform in the current application about macroeconomic data, because the
initial estimates of a country’s price levels are frequently revised over the years.
In the reference setup below, I use the first available ‘flash’ estimates of inflation
to evaluate the mean expert forecast, incidentally. I also analyze what happens
if the latest available data are used.
In Chapter 12 of Part III, I developed an MB-S procedure for weighing
observations by making ad hoc adjustments to the benchmark called SPB
original. In the MB-S procedure, multiple candidate break points were identified
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Figure 15.1: Heatmap of Weights Across Time: SPF Data
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This heatmap shows the weights that were assigned to ‘Observations’ (vertical axis)
in producing ‘T + 4 quarters’-ahead forecasts (horizontal axis) of inflation with the
bias-adjusted model.
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in the first step, weights were assigned to the resulting periods in the second
step, and these weights were shrunk to equal or exponential weights in the third
step. To shorten the response time to new information, prediction errors of the
validation samples were exponentially weighted. An AST tuning parameter was
also introduced to penalize deviations from equal weights.
Figure 15.1 shows the weights that MB-S assigned to observations (vertical
axis) when forecasting inflation at a given time (horizontal axis) for 4-quarters
ahead. In the reference setup, the validation sample and the minimum training
sample are both of size 15. Note that some data points are missing (white
horizontal lines). This is because the 4-quarter-ahead forecast made at 1968Q4
can only be evaluated with real-time data 5 quarters later; and because, for some
reason, 4-quarter-ahead forecasts were not collected on a number of occasions.
MB-S used equal weights to produce bias-adjusted forecasts until those weights
resulted in some relatively poor predictions in the 1980s. As of 1987Q1, groups
of observations before around 1980 were often disregarded in the second step
of the algorithm. During the nineties, the discrete weights were shrunk to
exponential weights in the third step of MB-S. From 2001Q3 onwards, equal
weights were generally employed again. Although the out-of-sample performance
of the bias-adjusted model improves considerably when MB-S weights are used
instead of equal weights, it is still 33% worse than simply using a mean survey
forecast.
The techniques used in Chapter 12 were developed by studying ad hoc
features of an estimation procedure. In the analysis, I applied a forecasting
deviance measure to determine which ad hoc choices had a large influence on
forecasts, so that I could concentrate on those decisions in trying to improve
forecasting accuracies. In Chapter 13, this approach was automated with a
global-to-local search procedure. The best starting point method can take much
time, for example, because pseudo forecasts of all eligible starting points are
computed in order to select the best.
As an alternative, say that one has run a model with starting points of 1,
20, and 40. If the average deviance in predictions between starting points 1 and
20 are negligible, while the average forecasting deviance between 20 and 40 is
large, then it might be more worthwhile to investigate a candidate starting point
of 30 rather than 10. A global strategy is therefore to select the mid-point of
two neighboring configurations whose forecasting deviance is largest. Once a
sufficient number of candidate starting points are added in this way, one can
gradually select configurations based on their forecasting accuracies in order to
focus on local good areas. When this ‘FAD’ search is applied to select the best
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starting point, the accuracy is equal to that of a large grid. However, this is also
the case when 10 starting points are randomly chosen, because the exact timing
of the starting point need not be so influential, as previously noted in Chapter
12.1

15.1.2. SPF and Part II
In line with Chapter 12 of Part III, Part II presented two accuracy-simplicity
tradeoffs (AST) in the context of the linear regression model. In the first
tradeoff, a researcher balances the in-sample accuracy of data optimization with
the simplicity of sticking to the reference parameters. In the second tradeoff,
simplicity is achieved at the expense of in-sample accuracy by grouping highly
correlated regressors. If one’s goal is to estimate a fixed unknown parameter based
on a finite data set, such multicollinearity (high correlation) among regressors is
especially vexing, and even more so if some of the correlated regressors are not
part of the data set. In the words of a well-known scientist in economics:
When students run their first ordinary least squares (OLS) regression,
the first problem that they usually encounter is that of multicollinearity. Many of them conclude that there is something wrong with OLS;
some resort to new and often creative techniques to get around the
problem. But, we tell them, this is wrong. Multicollinearity is God’s
will, not a problem of OLS or statistical techniques in general.
Olivier Blanchard, 1987, pp. 449
Aside from wanting to estimate the fixed process that generated the data,
there might be good reasons for wishing to deal with both ASTs, like a desire to
improve forecasts or to identify possibly relevant regressors. In the top left panel
of Figure 15.2, one of the main benchmark methods, called ridge regression, is
presented. Although it was developed in a frequentist context, it is also a special
case of Bayesian regression. When the first 40 available observations are used to
estimate the bias-adjusted model without further standardizing the data, the
data-optimized solutions of the OLS estimator are that a = 2.86 and b = 0.77 in
equation (15.1). These values roughly correspond to λ = 10−5 , which is a tiny
penalty for deviating from the reference hypotheses aR = 0 and bR = 1.
1 In Part II, I also developed other types of search techniques than FAD for finding the
tuning parameter λ of shrinkage estimators, such as a coordinate descent algorithm, a LARS
type algorithm, and a grid search for AST transformed solutions. If the data set is small, the
grid search of λ is also preferable to FAD if the solutions of an `2 based benchmark methods
are not transformed with an AST, as I made clear in Chapter 13.
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Figure 15.2: Solution Paths Bias-Adjusted Model
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This figure presents solutions paths regarding 4-quarter-ahead bias-adjusted mean survey forecasts of inflation. The model is given by: bias-adjusted forecast = a + b ×
mean survey forecast. The first 40 available mean survey forecasts were used. The
average mean survey forecast over the first 40 available predictions is given by mT = 4.88.
To center the data in the lower panels, mT was deducted from the observed inflation
rates and from the mean survey forecasts.
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The benchmark methods make it difficult to anticipate the influence of λ,
since it is unclear before studying the data what value is associated with a
given degree of shrinkage. Ridge regression does stimulate related regression
parameters to have a similar deviation from their respective reference parameters
(grouping), which is why b1 becomes higher than bR = 1 as λ increases. The
grouping of highly correlated regressors with the same reference parameters
often makes sense, but in the current context where the reference parameters
are different, it does not. The b2AST c estimator enables one to control the
grouping of parameters. In the top right panel of Figure 15.2, I specified that a
and b should not be stimulated to have a similar deviation from their reference
parameters, which is why b stays close to 1 as λ increases.2
The actual bias in the first 40 available observations is given by −1.71. This
means that the mean survey forecast was on average 1.71 points lower in this
period than the observed inflation values. The OLS estimate of a = 2.86 is
bigger than the 1.71 that is needed to compensate for the bias. To understand
why that happens, note that, in case the mean SPF forecast is averaged over
the 40 predictions, the resulting average is mT = 4.88. Consequently, when b
gets smaller than 1, the average prediction of the bias-adjusted model decreases
unless a is increased. In the top panels of Figure 15.2, one can observe this
increase in a at the moment that b decreases.
To weaken the ties between a and b, one can subtract mT from the observed
inflation values and from the mean survey forecasts before estimating the biasadjusted model. This centering has been applied in the lower panels of Figure
15.2 and it makes interpretation of the regression coefficients straightforward.
The data-optimized OLS estimate at λ = 0 is now given by acentered = 1.71, which
exactly offsets the average bias that was observed. If b becomes lower than 1,
this indicates that the mean survey forecast is made less important relative to
the level of inflation that is estimated by the bias-adjusted model.3
Next, the data-optimized solutions at λ = 0 improve the in-sample accuracy
by R2 = 35.2% compared to the reference setup. In Chapter 7, I presented a
formula for computing the individual contribution of each regressor to R2 , and in
this case, 33.8% is due to changes in aR , while only 1.4% is caused by deviating
from bR . The b2AST c estimator has a closed-form solution and approximates
2I

have set Θ = IK , which implies that b2AST c = b2AST i .
bring the model back to the original location, b can remain the same, while

3 To

a = acentered + (1 − b)mT .
See Appendix E for further details of how to center individually weighted data. From now on,
I assume that these transformations are applied if the shrinkage methods are used (OLS is
unaffected by these transformations).
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subset selection based on R2 contributions, which is why b in the lower left panel
of Figure 15.2 is almost exactly equal to bR = 1 for most values of λ.
The lower right panel of Figure 15.2 presents an AST estimator which
measures simplicity by computing absolute deviations between the estimated
parameters and the reference parameters. Estimators with such an ‘`1 norm’ can
set parameters exactly equal to the reference parameters before λ has reached
its maximum value. Benchmark methods with an `1 norm do not facilitate a
clear interpretation on the tuning parameter λ and cannot be applied in the
current setting, because they restrict reference parameters to equal 0. These
difficulties are alleviated by the b1AST c estimator. In the lower right panel of
Figure 15.2, it can be observed that acentered is allowed to deviate from aR = 0
once λ ≤ 33.8%; and that b is permitted to deviate from bR = 1 once λ ≤ 1.4%.
These values correspond exactly to their contributions to R2 accuracy.4 In this
way, one can anticipate how the relevance of a regressor affects the degree of
shrinkage towards its reference parameter for a given value of λ.
In Chapter 9, techniques were developed for selecting λ. I showed how tuning
parameters can be estimated with and AST through cross-validation. The result
is that deviations from a reference tuning parameter are only allowed if the
accuracy of the validation sample sufficiently increases. One can also select λ
based on an information criterion (‘IC’) that balances in-sample accuracy with
a model’s effective number of parameters (K) through the effective sample size
N. The Bayesian information criterion, for example, was shown to be closely
associated with an AST estimator that balances relative accuracy and relative
simplicity, since it is proportional (‘∝’) to:
h
i
i log N h
BIC ∝ log Relative Accuracy +
Relative Simplicity .
|
{z
}
{z
}
N |
2
1−Rλ

(15.3)

Kλ

The λ value that leads to the lowest BIC score is selected.
All of the basic ingredients of an IC had to be refined in order to make it
applicable to the estimation of a bias-adjusted model with individually weighted
observations. The relative accuracy term of an estimator with an AST equals
1−Rλ2 , and in Chapter 7, the original R2 was generalized to cases where reference
parameters and λ could deviate from zero. In Chapter 9, it was argued that
4 I have set θ = I in b
1AST c . This specification results in b1AST i , which corresponds
k
to an adaptive lasso that is scaled with an AST. As I proved in Chapter 8, the first time a
⊗
parameter is activated for b1AST i occurs at the highest Rkk
. If b is activated first, the moment
⊗
of activation of a may not correspond exactly to its Rkk value, because b still depends on
parameter a even if the data is centered.
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the relative simplicity term of an AST estimator can be used to measure the
effective number of parameters Kλ , also when the reference parameters do not
equal zero. Lastly, it was derived in Chapter 12 how the effective sample size N
can be computed if observations receive individual weights.
We can now analyze the results for the bias-adjusted model and highlight
how they are affected by peripheral decisions that I have made. Figure 15.3
shows the methods’ performance for h = 0 to 4-quarter-ahead inflation forecasts.
The top row presents ‘(EQ) OLS’, which applies OLS and assigns equal weights
to the observations. The six rows below the bold reference setup of OLS present
different techniques for weighing observations. MB-S gives comparatively modest
improvements relative to equal weights, because it penalizes deviations from
equal weights quite strongly.
The row labeled ‘median %’ shows what happens if we follow Croushore in
taking the median instead of the mean SPF forecasts; and in transforming the
price index via

 p
4
t+h
inflationt+h = 100 ·
−1 ,
(15.4)
pt+h−1
rather than through equation (15.2).5 The results of the bias-adjusted model
relative to the median survey forecast are slightly worse than in the reference
setup.
Another manually specified decision of mine is to use the first available ‘flash’
observations in estimating and evaluating the models. Various aspects of the
data are often revised over the years, and the row labeled ‘latest data’ shows
that OLS results generally worsen if the latest available data are used instead.
Furthermore, in the bold reference setup, I have specified that the initial set of
observations with which the first prediction is made consists of 30 available data
points. If I rather ‘start after 20’ available observations, the bias-adjusted model
often performs even poorer on average. The MSFE scores of the bias-adjusted
model do improve the mean survey forecast if we follow CT-2009b in using the
starting point of 1981Q3 rather than 1968Q4.6
The bold row labeled ‘(EQ) BIC’ refers to the BIC-Bias method of CT2009b, whereby the Bayesian information criterion either selects the mean survey
forecast or the OLS solutions of the bias-adjusted model. Subset selection
improves the OLS forecasts on average but performs considerably worse than the
5 Croushore (2008) states that ‘we can calculate the implicit forecasts of inflation’ from the
PGDP forecasts (pp. 6). Croushore does not present an explicit formula for doing so, but I
presume that he uses the formula that is presented in the SPF documentation (2011, pp. 27),
which corresponds to equation (15.4).
6 CT refers to Capistrán and Timmermann.
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Figure 15.3: Analyzing Ad Hoc Aspects of Biased-Adjusted Model
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This figure shows the forecasting performance (MSFE) of the bias adjusted model relative
to the mean survey forecast of US inflation. The SPF survey that is used goes from
1968Q4 to 2016Q3. The bold methods define a reference setup, and the rows below the
bold method indicate how that reference setup is altered. In the second row, for example,
the bias adjusted OLS solutions are computed by using the original SPB method for
assigning weights to observations instead of using equal weights (EQ).
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mean survey forecast. One might also allow either a or b to deviate from their
reference parameter while holding the other parameter fixed. The ‘full subset’
procedure, which also incorporates these two alternatives, does not improve the
results of the restricted subset selection.
Next, I turn to estimators that allow for a gradual degree of shrinkage
towards (aR = 0, bR = 1). In the bold reference setups, I use the relative
simplicity measure of the shrinkage estimator to count the effective number of
parameters in BIC. The bold row labeled ‘(BIC, EQ) 2ASTc’ shows that the
forecast errors of the b2AST c estimator are smaller on average than those of OLS.
After centering the data, the relation between a and b is small, which is why
the choice to stimulate a similar deviance from the reference parameters has a
small influence on the forecasting errors. The (AST scaled) ridge regression is
a special case of b2AST c and performs slightly better than the latter under the
current specifications.
Selecting the tuning parameter λ through cross-validation (‘CV’) instead
of BIC leads to poorer forecasts. An additional disadvantage of 10-fold crossvalidation is that it takes longer to compute. The performance of cross-validation
can be improved if we acknowledge that the mean survey forecast is hard to beat.
AST based solutions of the bias-adjusted model correspond to this reference
setup (aR = 0, bR = 1) if λ = 1. In Chapter 9, I showed how one can make this
decision about λ more dependent on the data. Namely, one can estimate the
choice of λ with an AST by specifying that the reference penalty of λR = 1 has
an influence of at least 50% relative to the cross-validated optimization of λ. If
such a ‘CV AST’ is applied on b2AST c or b1AST c , the mean survey forecast is
generally selected when the entire sample is considered. Such a strategy could
imply that one forgoes on possible improvements of the mean survey forecast
in other settings. This is demonstrated in the rows labeled ‘CV AST 1981Q3’,
where λ is estimated with an AST while the data starts at 1981Q3.
The SPF case study shows that its mean inflation forecast is difficult to beat
with a bias-adjusted model. Note that I have also used the case study just now to
promote methods that I have developed in this book. Although I presented these
results after introducing the methods, I have already configured these methods
based on their performances regarding one-quarter and one-year-ahead forecasts
of PGDP and of another variable called NGDP. A second reason for suspending
judgment about these findings is that I only present inflation forecasts, whereas
CT also analyzed thirteen other variables to assess their methods. Moreover,
even though I have no inclination to publish my work in a top-ranked journal,
the temptation to report favorable details, figures, and tables is not unfamiliar
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to me. In spite of wanting to demonstrate, among other things, that research
is more sloppy than is suggested by the scientific method, it often took me a
considerable amount of time before I could bring myself to describe how messy
certain aspects of my own research were.7

15.1.3. SPF and Part I
Aside from the question of whether the bias-adjusted model can improve the
mean survey forecast, a second topic in the papers of Croushore and CT concerns
the manner in which people make forecasts. In Part I, I followed Wittgenstein
in investigating the consequences of presupposing the existence of structures
underlying people’s beliefs, nature, and science. Observe, in the following paragraphs, with how little information conclusions are drawn about the formation
of expectations.
Croushore notes that the literature on rational expectations came to disregard
survey forecasts during the 1980s because these forecasts were considered to
be biased. In 1976, Lucas critiqued econometric approaches by asserting that
they are useless for policy evaluation if they do not take into account how
people’s expectations (and therefore the economy) change when the economy is
affected by a new policy. It was Muth (1961) who first suggested that aggregate
expectations are ‘essentially the same as the predictions of the relevant theory’
because they are informed predictions of future events. ‘At the risk of confusing
this purely descriptive hypothesis with a pronouncement as to what firms ought
to do, we call such expectations ‘rational” (ibid., pp. 316).
A rational agent’s response to a new policy can be assessed, it was argued,
if ‘deep’ parameters of taste and technology are specified that are invariant to
changes in policy. Consequently, attempts were made to formally ground macroeconomics in ‘microfoundations’ where preferences of an agent are optimized
over. The resulting DSGE models (‘Dynamic Stochastic General Equilibrium’)
soon came to dominate the macroeconomic literature. Meanwhile, when survey
forecasts appeared to be at variance with the assumption of rationality, it was
remarked by some that the data is probably wrong, because irrational expectations do not represent the rational market as a whole (Pesando, 1975). In other
words, what started out as a descriptive hypothesis for modelling the economy
later became a criterion for dismissing observations.
Alternative explanations of how expectations are formed have been offered
in the economic literature, and these are typically examined by fitting a model
7 Remarkably, I often found that I quickly solved a problem as soon as I had finally started
to report on it in a draft version of a chapter.
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based on survey forecast errors alone. CT (2009a) explain, for example, that it
can be rational for predictions to be biased if the ‘loss function’ of the expert
is asymmetric, which means that the cost of overprediction is higher or lower
than the cost of underprediction. For lack of data on experts’ loss functions,
they estimate the degree of asymmetry using biased SPF forecasts to affirm the
consequent that SPF forecasts are biased when loss functions are asymmetric. CT
do acknowledge that factors other than the experts’ loss function can influence
results. Markiewicz and Pick (2014) infer that ‘professional forecasters use rather
long data samples’ by applying a ‘constant gain’ model on the forecasts of SPF
experts (ibid., pp. 700). Further, Croushore remarks, without providing any
evidence, that ‘forecasters clearly use statistical models in making their forecasts,
and then judgmentally adjust the forecasts’ (2008, pp. 33). Lastly, Branch
(2004) ‘assumes’ that agents predict inflation by choosing a predictor from a
set of costly alternatives (pp. 593). However, after fitting this model to a data
set of consumer expectations, he goes as far as to claim that ‘each individual
has an inherent bias towards using one predictor over another’ (ibid., pp. 620).
‘Perhaps,’ the explanation continues, ‘this tendency is a genetic quality, or a
product of learning’ (ibid., my emphasis).
Rather than postulate and ‘test’ how survey participants make macroeconomic forecasts, one could also ask them. Zarnowitz and Braun (1993, pp. 23)
discuss a questionnaire about the methods employed by SPF experts during the
period 1968-1980. Over 50% of the forecasters preferred a flexible informal approach with large elements of personal judgment. Leading indicators (which are
variables that tend to move ahead of economic change) were employed by around
60% of the participants. Only about one-fifth favored econometric models, either
their own or from an external source. Participants rarely preferred one method
exclusively over another, and Zarnowitz and Braun argue that this often makes
sense. ‘For example, new readings on monthly cyclical indicators and the latest
results from an investment or consumer anticipations survey may be used to
modify forecasts from econometric models or the informal approach’ (ibid). No
clear relation was found between forecasting accuracy and the methods used,
incidentally.
Returning to the DSGE model, it was not until the global financial crisis of 2008 that the mounting criticism against the many assumptions of the
DSGE model finally gained a foothold.8 Is it realistic, asked Solow (2008), to
suppose that all the actors in an economy (consumers, tradesmen, pensioners,
8 For an overview of a blog-discussion on DSGE models, see https://piie.com/blogs/
realtime-economic-issues-watch/further-thoughts-dsge-models
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entrepreneurs, etc.) can be represented by a single immortal agent who maximizes a utility function over an infinite horizon with perfect rationality?9 Who
or what is represented by the representative agent, and what of the difficulties in
calibrating or estimating the deep parameters that are supposed to be invariant
to economic policy (Altissimo et al., 2002, Hartley, 2002, Kirman, 1992)?
On a different note, Blanchard (2016) complains about the ‘imperialism’ of
DSGE models, with editors of major journals requiring that every new technique
fits into the DSGE framework. He stresses that different model types are needed
for different tasks, and I like to add that other types of analysis may also be
relevant, including historical or socioeconomic investigations. Former academic
and well known economist Paul Romer (2016) gives an interesting description
of the price paid, in terms of peer pressure and the exclusion from publishing,
for open disagreement with the DSGE approach. He goes on to explain how
‘pseudoscientists who mingle with scientists can undermine the norms that are
essential for science to survive’ by being led by the authority of research leaders
rather than by the pursuit of truth. I now wish to draw the reader’s attention to
Romer’s depiction of outsiders posing a threat to the immaculate self-conception
of science, like a disease.

15.2.

Science and the Philosophical
Disease

In times when fake news is abundant, it is dangerous to undermine the institution
of science, argue the president and vice-president of the Royal Netherlands
Academy of Arts and Sciences (KNAW, Van Dijck and Van Saarloos, 2017).10 ‘A
culture without shared facts can easily change into a society in which everyone
bases his opinion on his own facts’ (ibid.). ‘The establishment of common facts
requires trust in institutions who pass judgments on facts by means of transparent
procedures. It requires respect for the rules of the game and for referees who
make professional decisions about them. Finally, it requires that citizens enter
into a dialogue on the basis of rationality and understanding’ (ibid.). Although
scientists ‘occasionally make errors or disagree on the interpretation of outcomes,
this does not mean that science is just another opinion’ (ibid.). On the contrary,
science has ‘special rules to test the truthfulness of ideas and interpretations
and to separate fact from fiction’ (ibid.).
9 Solow had previously written a critical essay on modern macroeconomic theory together
with Hahn in 1995.
10 The newspaper article is written in Dutch and these are my translations.
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To examine the interplay between descriptions and justifications of the scientific method, I now analyze a famous case history concerning Ignaz Semmelweis’s
work on infections and childbed fever. Contrary to scientific dialogues that I
previously examined, the academic discussion about the Semmelweis history
is an example whereby researchers do hold each other accountable for their
treatment of publicly available data.
Semmelweis was a Hungarian physician at the Vienna maternity hospital in
the 1840s who was confronted with a cruel mystery. The hospital was divided
into two large clinics. Patients were admitted to the first clinic on four days of
the week and to the second clinic on the other three days of the week. In the
first clinic, the average mortality rate between 1841 and 1846 was no less than
9.92% — more than 2.5 times as high as in the second clinic.11 The main cause
of the mothers’ deaths was a disease known as childbed fever (puerperal sepsis).
The pressing question was why mothers and their infants were more prone to
contracting this disease in the first clinic than in the second.
One of the commissions that was established to investigate this question
concluded in 1846 that male and particularly foreign students in the first clinic
must have examined the mothers more roughly than the midwives who had been
trained in the second clinic (Semmelweis and Semmelweis, 1983, pp. 50).12 Yet,
when the number of students was reduced from 42 to 20 and almost all foreigners
were excluded, the mortality rates in the first clinic rose to unprecedented heights
after a brief decline.
Semmelweis himself evaluated all kinds of potential explanations. Causes
such as a bad diet or overcrowding did not explain the difference between the
two clinics, so he dismissed them out of hand. For the same reason, the disease
could not be an epidemic like cholera. Such an epidemic could not explain,
moreover, why street births in the neighborhood had a lower mortality rate than
those in the first clinic. He addressed other differences between the clinics by
changing the way in which the priest performed the last sacrament (reduce fear
of death), or by ensuring, for example, that patients had the same body position
during labor.
Early in 1847, a fatal accident finally gave Semmelweis the decisive clue. A
colleague of his was punctured in the finger by a scalpel that was being used
for autopsy and died a few days later with symptoms similar to those of the
mothers who had contracted childbed fever. Semmelweis inferred that the blood
stream of his patients must have been contaminated by infectious ‘cadaveric
11 I

use the numbers that were recomputed by Gillies (2005).
students were those who had not completed their education at an Austrian
university (Semmelweis and Semmelweis, 1983, pp. 50).
12 Foreign
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matter’, and he also knew how.
Whereas midwives did not have anatomic instructions as part of their training,
Semmelweis and his students regularly performed dissections in the autopsy
room before examining the mothers. He notes that although they did wash
their hands with soap between those two activities, their hands often retained
a cadaverous odor. After he introduced a policy of routine hand-washing with
chlorinated lime to chemically destroy the infectious material, mortality rates
in 1848 promptly fell to 1.27% in the first clinic compared to 1.30% in the
second. One tragic event taught Semmelweis that childbed fever could also be
transmitted by putrid matter from living organisms, and another such experience
convinced him that even the air could carry decaying organic matter.
Carl Hempel (1967) uses the Semmelweis history in his Philosophy of Natural
Science to demonstrate the scientific method of repeatedly formulating and
testing hypotheses. In his hypothetico-deductive version of the procedure, an
implication is first deduced from a universal law and auxiliary hypotheses. A
theory then gains support if the hypothesized consequence occurs when the
theoretical conditions are brought about (ibid., pp. 20). With regard to the goal
of science, Hempel writes that ‘apart from aiding man in his search for control
over his environment, science answers another, disinterested, but no less deep
and persistent, urge: namely, his desire to gain ever wider knowledge and ever
deeper understanding of the world in which he finds himself’ (ibid., pp. 2).
Having expressed several concerns regarding the scientific method previously
in this book, I now focus on Hempel’s distinction between methods of discovery
and those of justification, which Popper also made in his attempt to demarcate
science from pseudoscience.13 ‘Scientific objectivity is safeguarded by the principle that while hypotheses and theories may be freely invented and proposed in
science, they can be accepted into the body of scientific knowledge only if they
pass critical scrutiny’ (1967, pp. 16). To check whether a given argument is a
valid proof according to the rules of deductive inferences, writes Hempel, ‘is a
purely mechanical task’ (ibid.).
Peter Lipton (2003) argues that Hempel’s rules do not apply well in the case
of Semmelweis. He submits that Hempel’s model is too permissive, because
it would require of Semmelweis that he empirically evaluate theories that are
not worth checking. Lipton also points out that the model is too restrictive
in the sense that hypotheses related to diet and overcrowding, each of which
might be a cause of childbed fever, would have to be rejected because auxiliary
13 After ‘eliminating psychological factors’ from consideration, Popper argues why the
method of critically testing and selecting theories ‘always proceeds on the following lines’
(1959, pp. 9).
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assumptions of treating all else equal do not explain the difference in mortality
rate between the two clinics. Thirdly, he criticizes the hypothetico-deductive
model for not explaining the source of the theory (ibid., pp. 84).
To address these issues, Lipton attempts to incorporate both methods of
discovery and methods of justification by using a two-stage model of science
referred to as inference to the best explanation (IBE). In the first stage, a
researcher generates a small number of potential explanations given certain
facts. In the second stage, the researcher identifies the best explanation through
experimentation (ibid., pp. 149). In addition to likeliness, Lipton introduces
the concept of ‘loveliness’. An explanation is lovely if it affords one a deep
understanding through ‘unification, elegance, and simplicity’ (ibid., pp. 59 & pp.
68). ‘[T]he explanation that would, if true, provide the deepest understanding is
the explanation that is likeliest to be true. Such an account suggests a lovely
explanation of our inferential practice itself, one that links the search for truth
and the search for understanding in a fundamental way’ (ibid., pp. 61).14
Lipton considers the Semmelweis history to be a ‘goldmine’ for IBE (ibid.,
pp. 75), partly because Semmelweis is regarded as following its two-stage
procedure. ‘Semmelweis had already conjectured that the difference in mortality
was somehow explained by the fact that mothers were attended by medical
students in the First Division and by midwives in the Second Division. This
had initially suggested the hypothesis that the rough examinations given by the
medical students was the cause’ (ibid., pp. 80).
In justifying the two-stage model of science by referring to Semmelweis
and ‘his prior conjecture’ (ibid., pp. 83), Lipton omits to mention that the
hypothesis about the rough handling of patients by medical students (and in
particular, the foreigners) was not submitted by Semmelweis, but by one of
the commissions. Semmelweis emphasizes that ‘the commission charged the
foreigners with being more dangerous than the natives because they were rough
in examinations. Everyone, even those who do not share my opinion, will agree
that the commission acted groundlessly in imputing guilt to the foreigners.’
Nonetheless, Semmelweis did come to argue that the foreigners were more
dangerous because their compact schedule made them more likely to infect
women after an anatomy class.
14 ‘Why should the explanation that would provide the most understanding if it were true
be the explanation that is most likely to be true?’ (ibid., pp. 144). In reference to Voltaire’s
Candide, Lipton acknowledges that it would be a miracle to be so fortunate that we live in
the loveliest of all possible worlds. His ‘dominant strategy’ in addressing the objection is to
argue that IBE is ‘in no worse shape from this normative point of view than other accounts of
induction’ (ibid., pp. 147 & pp. 163).
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Moreover, although Lipton and Hempel portray the Semmelweis history as
exemplifying proper scientific reasoning, they fail to mention the resistance he
experienced from the scientific community. This point is made by Donald Gillies
(2005), who describes how Semmelweis was prevented from doing further research
by his senior, how he was discharged from the first clinic, how he returned to
Hungary, went ‘mad’ (dementia, possibly) and was committed to an insane
asylum in 1968, where he died of an infected finger.15 Having evaluated various
reasons why Semmelweis received so little recognition, Gillies favors a Kuhnian
take on the issue.
In line with Kuhn, Gillies argues that Semmelweis’s theory regarding
childbed fever was discarded primarily because it contradicted the then dominant
paradigm. Firstly, the miasmatic theory held that childbed fever was caused by
noxious odors that arose from decomposing organic matter. Clearly, the notion
of miasma does not correspond to cadaveric material being transmitted via
attendants. Secondly, childbed fever was believed to be contagious like smallpox,
whereby the disease produces a contagion that infects another patients with
the same disease. However, Semmelweis writes that ‘childbed fever is not a
contagious disease,’ because ‘this fever can be caused in healthy patients through
other diseases’ (in Gillies, 2005, pp. 175).
One of the contagionists to whom Gillies refers is James Young Simpson of
Edinburgh. Simpson responded to Semmelweis in a letter by stating that the
British had long known that childbed fever was contagious. ‘In effect,’ states
Gillies, ‘Simpson misinterpreted Semmelweis as saying that childbed fever was
contagious. Such misunderstandings of revolutionary ideas are very common
among those who are adherents of a dominant paradigm. It is natural for them
to reinterpret the statements of the new theory in terms of the concepts of the
old paradigm’ (ibid., pp. 179).16
The rejection of Semmelweis’s ideas by adherents of the dominant paradigm
leads Gillies to refine Kuhn’s claim that scientists should not consider theories
outside of their paradigm during the normal pursuit of science. ‘This thesis may
indeed be too dogmatic even for physics, chemistry, and other natural sciences,
but it does work quite well in these disciplines. The situation is different for
medicine’ (ibid., pp. 180). Where natural sciences, according to Gillies, primarily
‘seek truth about the world’, medicine is above all aimed at preventing and
curing diseases.
15 Semmelweis’s

cause of death is a subject of debate.
added that if Semmelweis had been familiar with the British literature, he would
have known that it was preventable precisely by the methods that Semmelweis suggested
(Carter, 1983, pp. 42).
16 Simpson
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These descriptions that are used to justify a Kuhnian interpretation of the
Semmelweis history are in turn challenged by Dana Tulodziecki (2013). Having
raised doubts about whether one can speak of a dominant paradigm at that
time, she argues that Semmelweis and Gillies are wrong in supposing that the
views of the former contradict those of the contagionists. Tulodziecki submits
that it had been known since the 1790s that doctors could convey childbed fever
and that it could also be caused by a certain type of rash.
Further, she asserts that the idea of contagions being conveyed on the hands
of medical staff rather than through the air was not new either. Here she cites
an 1850 work of the ‘contagionist’ Simpson, to whom Gillies referred as well.
‘[P]ublishing 11 years before Semmelweis,’ Simpson states that there is sufficient
evidence that materies morbi can excite childbed fever and that the fingers
of the attendant can transfer it from one patient to another. In her article
entitled ‘Shattering the Myth of Semmelweis’, Tulodziecki does not mention the
letters (referred to by Gillies) which Semmelweis and Simpson exchanged before
Semmelweis published his work.
As Tulodziecki explains, the ‘genuinely novel claim’ by Semmelweis which
was frequently rejected by his contemporaries, was that childbed fever only
had a single cause: decomposing organic matter (2013, pp. 1074). The Viennese experiment was often regarded as sufficient reason to decontaminate
hands. However, the initial theory that cadaveric matter was the only cause was
challenged, for example, on the grounds that there were many cases (like home
deliveries) that could not be linked to corpses. The final version of Semmelweis’s
theory was even more controversial at the time, since it stated that the disease
could also be caused by noncadaveric decomposing organic matter such as a
carious knee. Critics argued that Semmelweis should explain how women could
cause the disease in others while not succumbing to it themselves, or why the
disease was seasonal, or why, for example, it occurred even when the strictest
sanitary measures were taken. Tulodziecki and others before her indicated that
Semmelweis’s rebuttal in support of his monocausility claim had several defects.
Semmelweis’s insistent belief that there must be a single explanation of
childbed fever brings me back to the hypothetico-deductive model. Hempel
(1967) does well to repeatedly acknowledge that there are unresolved issues in
relation to defining ad hoc hypotheses (pp. 30), the verification principle (pp.
32), simplicity (pp. 45), a law (pp. 55), and operational criteria (pp. 98). At
certain instances he remarks that even though a distinction is vague, it is still
important and illuminating for appraising theories (ibid., pp. 32). At other
instances, he insists that the true definition must still be out there. ‘Any criteria
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of simplicity would have to be objective, of course’ (ibid., pp. 41), but ‘the
problems of finding a precise formulation and a unified justification for it are
not as yet satisfactorily solved’ (ibid., pp. 45).
One requirement of a unified justification about which I am particularly
concerned is that a contribution can only be accepted by science if it (approximately) adheres to its laws. As a result, the public does not observe how
research decisions are arrived at, because papers are so often presented as if they
mechanically followed the ‘rules of the game’ (Van Dijck and Van Saarloos, 2017).
Nor do we observe the dialogue that led to the acceptance or rejection of scientific
articles. In sharp contrast to the Semmelweis history, that is, the present-day
public unfortunately cannot debate on the many intricacies of research as a
result of the so-called ‘transparent procedures’ of science (ibib.).
Others might justifiably counter that my summary of the Semmelweis history
is biased, selective, and perhaps even erroneous. I distinctly remember reading
about Semmelweis in high school. The description of the turmoil of his investigation was reassuring and exhilarating to me in comparison to the stylized
textbooks that I had been studying thus far. This first impression has not
altered much over the years. Also relevant is the richly detailed work of Carter
(1983). With respect to the monocausality stance, he recognizes deficiencies in
Semmelweis’s argumentation. However, he also acknowledges that the stance
was helpful to Semmelweis to make the connection between the fatal accident of
his colleague and the deaths his patients, and that the search for a single cause
would later benefit medical science in general. In relation to uniformity, there
are, of course, also obvious benefits to recognizing the similarity between cases
(see the discussion on ASTs above). If I have misrepresented other aspects of
the Semmelweis debate, I hope that others will publicly correct me.
By describing these dialogues I wish to make clear that questioning scientific
procedures and the need for an underlying truth need not be equated with
skepticism or an ‘anything goes’ relativism. Rather than affirming the knowledgeby-authority formula on which fake news thrives, we have an opportunity to
display how relevant and important scientific debates are, even if — or precisely
because — it is recognized that they are riddled with sloppiness, prejudice,
personal interests, and human follies of other kinds.
In this respect, we might benefit from paying more attention to Wittgenstein’s reference to a ‘philosophical disease’, which is the inclination to explain
the essence to which reality must correspond (PI 131). If fortune favors it, I
intend first to complete an essay on dreams and art and then to establish closer
contact with this ‘illness’ by returning to a previous attempt of mine to build
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a unified theory of emotions. The present investigation is the last of a series.
In conclusion, I wish to discuss a book that teaches students about scientific
methodologies, although I sense that my strength is giving way here.
[...]
I refer to Burnham and Anderson’s popular textbook for graduate students and
research workers about likelihood-based model selection in biology, in which
‘a philosophy of thoughtful, science-based, a priori modeling is advocated’ (2003).
[...]
One may be forgiven for thinking that the textbook gives the impression that a
shovel is part of the statistician’s standard toolkit, for the word ‘deep’ occurs
at least forty times. ‘The concept of truth and the false concept of a true
model are deep and surprisingly important’ (ibid., pp. 20). ‘Most researchers
recognize that we do not conduct experiments merely to reject null hypotheses
or claim statistical significance; we want deeper insights than this’ (ibid., pp.
42). ‘Some deep ideas and philosophy are involved in the above results’ (ibid.,
pp. 357). Perhaps such a vocabulary is required because ‘[t]he foundations of
these expressions are both deep and fundamental’ (ibid., pp. 42).
[...]
‘Fundamental to our paradigm is that none of the models considered as the
basis for data analysis are the ‘true model’ that generates the biological data we
observe’ (ibid., pp. 20). ‘We believe that ‘truth’ (full reality) in the biological
sciences has essentially infinite dimension’ (ibid., my emphasis). ‘Increased
sample size (information) allows us to chase full reality, but never quite catch it’
(ibid.).
[...]
‘A proper a priori model-building strategy tends to avoid ‘data dredging’, which
leads to overfitted models, that is, to the ‘discovery’ of effects that are actually
spurious’ (ibid., pp. 39).
[...]
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‘The data-dependent, exploratory data analysis has a place in the earliest stages
of investigating a biological relationship but should probably remain unpublished’
(ibid., pp. 39, my emphasis).
[...]
‘Two types of data dredging might be distinguished’ (ibid, my emphasis).
‘The first is [...] a highly interactive, data dependent, iterative post hoc
approach’ (ibid.). ‘In [the second] type, the investigator also has little a
priori information; thus ‘all possible models’ are considered as candidates’ (ibid.).
[...]
‘At least this second type is not explicitly data dependent, but it is implicitly
data dependent and leads to the same ‘sins” (ibid.).
[...]

16
Epilogue
[...]
‘What is this place?’ I asked myself. I took a deep breath. The air was cold and
almost sterile. My eyes needed some time to grow accustomed to the abundance
of light. I looked around blinkingly and found myself to be inside a white,
spherical something that was enormous but contained nothing. I flew around
with no sense of direction and came across walls that continually transformed
from a jelly-like substance, to concrete, to thick fog. Flying further, I noticed
that people on the outside were trying to get in. Some exerted pressure on an
elastic part of the barrier, which flexed a little, and then bounced back. Others
tried to dig their way in with the help of scraping shovels, but the sand slowly
turned into brick. Still others whispered incantations to a curtain of mist that
abruptly changed into an iron fence.
After gliding along the white perimeter for some time, I suddenly spotted
another person, and moved closer. A pale old man was tied to the inside of a
flexible segment of the wall. He took punches at random intervals in different
parts of his body from people on the outside. Despite his swollen face, I could
see that his eyes were moving about restlessly and that his lips were curled into
a vague smile. Occasionally, he cackled with delight. Looking for the source of
his laughter, I saw that, each time, just before being hit, he snapped his fingers.
His predictions were spot on. I tried to get nearer to see if I could untie him,
but was abruptly arrested by an incorporeal voice that bellowed:
— ‘Leave him be, can’t you see he is happy and free?’
Taken aback, I noticed that the thread that tied his hands meandered into
a large tube that was connected to the sphere. I flew alongside the thread to
see where it would lead me and soon came across another man. He was facing
me, holding the thread in one hand and carrying a sword in the other. ‘Where
are we?’ I asked him. He began to mutter in a dry voice, perhaps more to
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himself than to me: ‘I was forced to leave my dear Ariadne behind.’ She’d had
a great boat accident. Her mother had drowned. We had to move on but she
dared not sail anymore. It was natural but not rational. The event was clearly
exchangeable with others. Such calamities happen and if they do, I’ve seen
people get over it in a week or two. I asked her if it was a matter of probability
or utility. She responded that by requiring her to justify her anxiety, I forced
the memory of her mother’s dying moments upon her. I considered whether
to administer a toxic treatment for her melancholy mood, so that she would
enter the ship and at least act as if she were rational, but I proceeded to try
to convince her by other means instead. I explained that reason is a pole that
can keep the plant of intuitive thought from growing crooked. ‘Can’t you see
that the pole runs in a circle, and the plant is part of an endless maze?’ she
responded. Ariadne told me that I was becoming just like her half-brother, who
had used a silk thread ages ago to seek what underlies the maze. She showed me
where the thread started and handed me a sword. ‘He is stuck in a desperate
place,’ she instructed me, ‘perhaps you will like it. If you have the heart to kill
him before he is entirely consumed by reason and return to me using my sword
and his thread, then I will join you in your future endeavors.’ Upon finishing this
sentence he suddenly started to move on, and so did I, in the opposite direction.
As I followed the thread further, the tube grew smaller and became dark and
damp. Flying began to feel like swimming against the tide. After some time,
I came across a cave-like construction, whose slightly transparent walls were
illuminated from the outside, except for places where external objects apparently
interfered. A small group of enchained men and women were watching these
shadows incessantly, analyzing the forms as best they could. None of the shadows
appeared to move. I was about to approach the onlookers, but was quickly
overruled by the same commanding voice that had stopped me before.
—‘Ignore them! They are allowed to see the other side of the wall one at a
time. They return of their own accord.’
Getting a good hold of the thread with two hands, I went on to an area where
no light intruded. All around me, men and women were weeping and cursing.
Their cries echoed in the space, suggesting that the enclosure had expanded
dramatically. I reached out one hand for a moment but could not see or feel
anyone. ‘Ariadne!’ I called out in vain. I heard a hooting sound and suddenly
got the itchy feeling that spiders were crawling on my body. I tried to ignore
these sensations and continued still further until all was quiet and the deep shade
of darkness had gone pale. I continued to grasp the cord with two hands and
eventually reached the end of the line in mid-air. I attempted to say ‘Ariadne’
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again, but no sound came out. I moved around, still clutching the thread, and
soon lost all sense of time and direction. ‘Perhaps, if I just let go,’ I told myself,
‘I could look further still.’ As I began to imagine what it would be like to be
stuck here indefinitely, I abruptly came to my senses, turned around and went
back, determined to find a way out.
When I had finally flown back to semi-darkness, I could just discern something
that looked like a cupboard with two doors. ‘Deus Ex Machina’ was engraved on
top. I entered the door on the left and when I closed it behind me, I suddenly
lost my ability to hover in space. I fell down on a bench. Then I heard a shuffling
sound from the compartment next to mine.
‘Hello,’ I said, ‘who are you? Where am I? Why do people outside want to
get in so desperately?’ No response was given, at first.
—‘Some call me the Keeper of Truth,’ I was finally answered in the low,
rumbling voice that I had heard before. ‘Some revere me for my Oracle properties.
At the present time, you may address me as the Reviewer.’ After a brief pause, she
explained: ‘The people outside try to capture a glimpse of the Data Generating
Mechanism that is inside. They describe it to me and I tell them which attempts
meet the required standards of clarity and rigor and may be published. A few
worshipers are even granted asylum in my House of Truth.’
‘But we are in a void that is empty except for a few men and women who
pointlessly wander about,’ I replied indignantly. ‘Or is it this nothingness that
is their sole concern?’
Disregarding these remarks, she snapped, ‘commence with your confession.’
Not sure how to begin, I responded. ‘Excuse me Reviewer, for I have sinned.
I have studied a great many textbooks and yet entertain great doubts about why
we need concepts of underlying truths and fundamental laws. I have even come
to dread various ways in which assumptions turn into belief, and belief into sin.’
—‘And so here you are, rewriting angry passages as agreeable ones, and
agreeable passages as ugly ones; ‘perhaps’, ‘may’, ‘various ways in which’. What
are we to make of such creative revolts? You are hiding signposts, my son. You
are stuck in a logos that is not yours. Tell me, why do you not believe in the
constancy of nature like the others do?’
‘What kind of belief are we talking about? Is the belief of Popper — when he
expressed his untestable metaphysical faith — the same as the happy-go-lucky
belief of Lipton, the truth-fearing belief of Neyman, or that make-believe of De
Finetti?’
—‘Well, any kind of belief that helps you to deal with Hume’s problem of
induction will do.’
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‘Hume’s problem of induction is Hume’s problem of demarcating relations of
ideas and matters of fact. It is Hume’s problem of requiring a formal ...’
—‘For pity’s sake, stop enumerating,’ she interrupted. ‘I see we are dealing
with a skeptic of some sorts. We have a place for them too, you know. I do not
recommend it. The sleep of reason produces monsters.’ Taking another pause,
she continued in a more confidential tone: ‘My dear son, I assure you, this is
no way to behave in the scientific community. You have not even been formally
initiated yet. I have to ask you to stay in this chamber and rethink your axioms.
Needless to say, you will not be communicating about our little conversation to
anyone. I warn you: continue in this fashion, and you will never get published.’
‘Before you leave, I must ask you to prevent a man from killing another man
with a sword.’
-‘Oh him. He had been pondering at the same spot for ages until you had
the indecency to start asking questions. Not to worry. He will, by now, have
become immersed in thought again.’
‘So that’s it?’ I stammered, my heart sinking. ‘Is there no place for singing,
running, and dancing together? Is there no place for folly, love, and friendship?
No place for standing up for what you care about in a fit of anger?’ At these words,
the dim light around me started to flicker and the ceiling of my compartment
began to crack open. Large quantities of burned bacon and overdue milk fell on
top of me.
—‘Will you quieten down?’ replied the Reviewer. ‘We might be overheard.
You must have seen what the excesses of such sentimental rubbish result in. We
pride ourselves on making judgments as dispassionately as possible by holding
onto the thread of reason. I may direct you to it once more, but you have to
make up your mind which side of the thread you want to hold onto.’
‘Why hold onto this one thread? You may find that life on the outside of
this barren cocoon is connected to many threads, none of which is strong enough
to rely upon solely, but together, these threads can often be interwoven in a way
that suits your purpose.’
An arm reached out to me through the crevice above. Looking up, I stared
into the mildly amused countenance of a mischievous friend of mine. ‘Excuse
me for interrupting this admirable exchange of such well-worn speculations,’ he
whispered, ‘but we have precious little time ...’
‘What about the others?’ I demanded.
‘The others?’ he hissed back. ‘No others live here, you fool. Now, grab my
hand if you want to get out of this place.’
—‘Good,’ the Reviewer responded, meanwhile. ‘You are starting to sound
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like you believe in something. Many threads, you say.’ After taking another
moment to think, she continued, ‘if you would just write down the main essentials
of this Theory of Life and ...’ The Reviewer stopped mid-sentence and yelped,
‘what’s that I hear?’ She rushed out of her cell, bashed open my door, and cried:
‘Hey! Where are you going? You infidel!’
I could not suppress a cry of relief as I was lifted out of the cubicle and began
to recognize the outlines of my bedroom. The Reviewer’s screeching voice still
rang like a distant echo in my head: ‘Is that not a closet?’
Still smiling, I looked around and was glad to see that everything was where
I remembered it to be. The Yahoo smell of home was delightful.
—‘Is that not a bed?’ a barely audible voice pressed on.
The question faded away gently. I hugged my loved one good morning and
went to the kitchen to make breakfast.
[...]

A Word of Thanks
[...]
It was a few years ago when I had the rudiments of the dream in the epilogue
above. I would like to thank some people here and others elsewhere for offering
me a helping hand. In no particular order:
I thank my seconds Ruben and Neles for their loyalty and wittiness, Jeroen
and his family for our longstanding friendship, and Thomas & Kellie for their
sparkling conversations.
I thank my teachers, colleagues, and fellow students of various educational
programs for the discussions and the lively atmosphere.
I thank Coen, Rens, and other friends from Kampong for the pleasure of
playing soccer together.
I thank pupils and tutors at Stichting BijlesBureau.com for reminding me
during the past decade how gratifying it is do deal with real-world challenges.
I thank my family-in-law for letting me be a full member of their family
for a dozen years already; in particular, I thank Martin for having spent so
many hours cycling, skiing, running, and ice skating with me, Judith for always
putting family first, and David, Gerlinde, Lize, and Mats for the fun holidays.
I thank my late grandparents for their storytelling.
I thank my brother Leon and his beloved Flora for their courage and fidelity.
I thank my mother Atie for her support and her enthusiasm for spending
time together.
I thank my late father Lito for his tenderness and for his lighthearted approach
towards theories.
I thank the love of my life Anouk for all the strength and happiness it gives
me to share our lives together and for helping me to finish this book. Ik verheug
mij op de vele manieren waarop ik nog meer van je zal gaan houden en ik hoop
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tot in den ouderdom trots met je mee te kunnen reizen, badend in je glanzende
straling.
Finally, I thank our one-year-old son Sebastiaan for filling our hearts with so
much joy.

A
Appendix: Further Details Regarding b2AST
A.1: Show that b2AST c (with b2AST i and b2AST a as special cases) results in the
global minimum of L2AST c .
1. Solve first-order condition
Start with the loss function
L2AST c =

(y − Xb)0 (y − Xb)
+ (b − bR )0 ΛQ−1
2c (b − bR ).
(y − XbR )0 (y − XbR )

Take partial derivatives with respect to each bk ,
∂
L2AST c = −2X 0 y + 2X 0 Xb + 2ΛQ−1
2c sR (b − bR ),
∂b
where sR = (y − XbR )0 (y − XbR ). The first-order condition
results in
−1
(X 0 X + ΛQ2c
sR )b = X 0 y + ΛQ−1
2c sR bR ,

∂
∂b L2AST c

=0

so the solutions are given by
−1
b2AST c = (X 0 X + ΛQ−1
(X 0 y + ΛQ−1
2c sR )
2c sR bR ).

2. Check that the solution is a minimum
The solution of a first-order condition is a minimum if the ‘Hessian’ matrix
with second-order partial derivatives is positive definite (‘PD’). The Hessian
is given by
∂2
L2AST c = 2X 0 X + 2ΛQ−1
(A.1)
2c sR .
∂b∂b0
i. The sum of a PD and a PSD (positive semi-definite) matrix is PD.
Consider K × K matrices A and B whereby A is PD and B
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is PSD. In that case x0 Ax > 0, x0 Bx ≥ 0, and x0 (A + B)x =
x0 Ax + x0 Bx > 0.
ii. X 0 X is PD if X has rank K.
For a column vector z of size K that does not consist entirely of
zeros, it follows that X 0 X is PSD, since
z 0 X 0 Xz = (Xz)0 (Xz) =

N
X

c2n ≥ 0,

n=1

where the N × 1 vector cn = Xz. This solution is PD if there
exists no exact linear relationship between the columns of X, in
which case X is full rank.1
iii. The second term on the right hand side of equation (A.1) is at
least PSD because it is a diagonal matrix with nonnegative diagonal
elements.
For a nonzero K × 1 vector z and a K × K diagonal matrix D
with nonnegative diagonal elements dk , z 0 Dz = d1 z12 + d2 z22 +
2
· · · + dK zK
≥ 0. If all dk > 0, then D is PD.
iv. Consequently, if X is full rank and/or all λk > 0, the Hessian is PD
and b2AST c is a minimum of L2AST c .
3. Ensure that the solution is a global minimum
Finally, b2AST c is a global minimum since L2AST c is convex. A nonnegative
weighted sum of convex functions is itself convex (Boyd and Vandenberghe,
2004, pp. 79), and L2AST c is the sum of two parabolas which are both
convex in b.

A.2: Matlab program for b2AST i , b2AST a and b2AST c :
%Initial definitions:
K = size(X,2); bR = zeros(K,1); lam = 0.5;
LAM = lam/(1-lam)*eye(K);
XX=X'*X; XY=X'*Y; bOLS = XX\XY;
sR = (Y-X*bR)'*(Y-X*bR);
1 As explained in Heij et al. (2004, pp. 733), the rank of an N × K matrix A is equal to the
largest number r for which there exists a square submatrix of A of size r that has a non-zero
determinant. If A has a rank of r < K, then there exists a non-zero K × 1 vector z such that
Az = 0. Alternatively, one might say that the rank of A corresponds to the number of linearly
independent columns of A.
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%2ASTi
Qi = diag((bOLS-bR).^-2);
b2ASTi = (XX + LAM*Qi*sR) \ (XY+LAM*Qi*sR*bR);
%2ASTa (assuming standardized data)
Qa = mean((bOLS-bR).^-2)*eye(K);
b2ASTa = (XX + LAM*Qa*sR) \ (XY+LAM*Qa*sR*bR);
%2ASTc (assuming standardized data)
cmin = 0.5;
Theta = abs(corr(X));
%Define absolute correlations.
Theta(Theta<cmin) = 0;
%Equate to zero: abs. corr.<cmin
Theta = Theta*diag(1./sum(Theta)); %Normalize Theta.
Qc = diag((Theta'*(bOLS-bR).^2).^-1);
b2ASTc = (XX + LAM*Qc*sR) \ (XY+LAM*Qc*sR*bR);

A.3: Show that a b2c astimator can be written as

−1
b2AST c = IK + Λ(X 0 X)−1 Q−1
bOLS ,
2c sR

bR = ~0,

(A.2)



k
0 −1 ⊗
where Q−1
R ; and show that b2i and b2a are
2c,kk sR = 1/tr diag(θ )X X
special cases.
First, for bR = ~0,
−1
b2AST = (X 0 X + ΛQ−1
(X 0 y),
2c sR )
−1
= (I + (X 0 X)−1 ΛQ−1
(X 0 X)−1 (X 0 y),
2c sR )

and b2AST c in equation (A.2) follows from substituting bOLS . Second,
Q−1
2c,kk sR = 1/

X


θlk (bOLS,l )2 (y 0 y),

l



= 1/tr diag(θk )(X 0 X)−1 (X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 ,


= 1/tr diag(θk )(X 0 X)−1 R⊗ .
Special cases:
– For orthogonal data (or K = 1), (X 0 X)−1 terms cancel.
– For b2AST i , define Θ = Ik .
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– For b2AST a , define θlk = 1/K and use that trR⊗ = R2 .
A.4: Show that b2AST i does not depend on the choice of parametrization in the
sense that Cb is an astimate of Cb when b is an astimate of β for a K × K
diagonal transformation matrix C.
X is changed into XC −1 , b into Cb, and Qi , with its diagonal elements
1
2
0 −1
QC −1 . The L2AST i loss function
K (bOLS,k − bR,k ) , is changed into (C )
becomes,
(y − XC −1 Cb)0 (y − XC −1 Cb)
+ ...
(y − XC −1 CbR )0 (y − XC −1 CbR )
λ 1
...
(Cb − CbR )0 (C 0 )−1 Qi C −1 (Cb − CbR ),
1−λK

L2AST i =

and since (Cb − CbR )0 = (b − bR )0 C 0 , the scaling matrix C cancels so
that the loss function remains the same. Other transformations, such as
centering X and y, may influence results.

A.5: It was defined in equation (7.14) that
2
Rλ=0
=1−

(y − XbOLS )0 (y − XbOLS )
.
(y − XbR )0 (y − XbR )

2
Show that Rλ=0
= tr(R⊗ ), where
0
R⊗ = (X 0 ỹR )(X 0 ỹR )0 (X 0 X)−1 (ỹR
ỹR )−1 ,

for ỹR = y − XbR ; see equation (7.15).
Substituting bOLS = (X 0 X)−1 X 0 y in the second line below, we can write
(y − XbOLS )0 (y − XbOLS )
,
(y − XbR )0 (y − XbR )


0
= 1 − y 0 y − 2b0OLS X 0 y + b0OLS X 0 XbOLS (ỹR
ỹR )−1 ,


0
= 1 − y 0 IN − X(X 0 X)−1 X 0 y(ỹR
ỹR )−1 .

2
Rλ=0
=1−

I now introduce a matrix W such that W y = y − XbR . This means that
W = IN − diag(γXbR ), where the column vector γ has y1n on the nth row.
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Adding and subtracting the same quantity gives


2
0
Rλ=0
= 1 − y 0 W IN W − W X(X 0 X)−1 X 0 W y(ỹR
ỹR )−1 ,


0
0
= 1 − ỹR
ỹR − (X 0 ỹR )0 (X 0 X)−1 (X 0 ỹR ) (ỹR
ỹR )−1 ,
0
= (X 0 ỹR )0 (X 0 X)−1 (ỹR
ỹR )−1 (X 0 ỹR ),

= tr(R⊗ ).
For the last step, define the K × 1 vectors (X 0 ỹR ) and
0
(X 0 X)−1 (ỹR
ỹR )−1 (X 0 ỹR ) and use that an inner product between
two vectors equals the trace of their outer product.
A.6: Show that it holds under orthogonality that
b2AST c,k =

⊗
(1 − λk )r2c,k

(1 −

⊗
λk )r2c,k

+ λk

bOLS,k +

λk
bR,k ,
⊗
(1 − λk )r2c,k
+ λk

X⊥.

Using that bR = (X 0 X)−1 (X 0 X)bR , it follows that bOLS − bR =
(X 0 X)−1 (X 0 ỹR ) for ỹR = y − XbR . Similar to A.3, this means that
X

k
2
0
Q−1
s
=
1/
θ
(b
−
b
)
(ỹR
ỹR ),
R
OLS,l
R,l
l
2c,kk
l




0
= 1/tr diag(θk )(X 0 X)−1 (X 0 ỹR )(X 0 ỹR )0 (X 0 X)−1 (ỹR
ỹR )−1 ,


= 1/tr diag(θk )(X 0 X)−1 R⊗ .
Take
b2AST c = (X 0 X +

λk
λk
−1
Q−1
(X 0 y +
Q−1 sR bR ).
2c sR )
1 − λk
1 − λk 2c

Use the orthogonality of X to multiply each term inside and outside of
⊗
the inverse by (X 0 X)−1 = N 1−1 IK . Also, let r2c,k
= tr diag(θk )R⊗ , and
⊗
substitute (X 0 X)−1 Q−1
2c,kk sR = 1/r2c,k to get
⊗
b2AST c,k = (r2c,k
+

λk
λk −1 ⊗
) (r2c,k bOLS,k +
bR,k ).
1 − λk
1 − λk

Multiply each term inside and outside of the inverse by (1 − λk ) to obtain
the desired result.

B
Appendix: Further Details Regarding b1AST and
b12AST
B.1.

Coordinate Descent Algorithm
for b 1 and b 12 Astimators

In this appendix I describe how a coordinate descent algorithm can be used to
find solutions of b1 and b12 astimators. A general loss function of b1 astimators
is given by
K

L1AST =

X |bk − bR,k |
(y − Xb)0 (y − Xb)
+2
λk
.
0
(y − XbR ) (y − XbR )
q1

(B.1)

k=1

P
To define q1 , one can think of q1c,k = l θlk |bOLS,l − bR,l |, which has q1i and q1a
as special cases. Following Friedman et al. (2007), I concentrate on parameter
bk while keeping the other bj6=k values fixed at b̃j . The loss function can be then
written as
(y − X¬k b̃¬k − xk bk )0 (y − X¬k b̃¬k − xk bk )
+ ...
sR
K
 |b − b | X
|b̃j − bR,j | 
k
R,k
. . . 2 λk
+
λj
,
q1,k
q1,j

L1AST =

j6=k

We can now introduce a vector zk that is −1 or +1 depending on whether the
sign of (bk − bR,k ) is negative or positive, so that we can drop the absolute signs
1AST
and replace |bk − bR,k | by zk (bk − bR,k ). The first-order condition ∂L∂b
=0
k
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then leads to

sR 
.
b̃k = (x0k xk )−1 x0k (y − X¬k b̃¬k ) − zk λk
q1,k

(B.2)

Before bk can be equated to b̃k , we need to check whether the sign of zk indeed
corresponds to the sign of (b̃k − bR,k ). From equation (B.2), it is clear that b̃k
moves linearly in the direction of b̃kOLS = (x0k xk )−1 (x0k ỹ) as λ decreases to 0. If
the signs between zk and (b̃k − bR,k ) do not match, all solutions to the b̃k side
of bR,k (like b̃kOLS ) are illegitimate. Of the possible values of |bk − bR,k |, the
choice of bk = bR,k will then be closest to the ‘optimal’ but illegitimate b̃kOLS .
For a convex least squares problem, this means that bk should be equated to
bR,k if the sign of zk is different from that of (b̃k − bR,k ).
To check the sign of (b̃k − bR,k ), we can deduct bR,k on both sides of equation
(B.2) to get

q1,k −1 
b̃k − bR,k = (x0k xk
)
λ̄k − zk λk ,
(B.3)
sR
where
λ̄k = x0k (y − X¬k b̃¬k − xk bR,k )

q1,k
.
sR

(B.4)

The denominator is always positive in equation (B.3), because it only contains
squared terms. A positive zk therefore corresponds to a positive (b̃k − bR,k ) when
λk ≤ +λ̄k . In that case, bk can be equated to b̃k and otherwise bk = bR,k . From
a negative zk one gets bk = b̃k as long as λk ≤ −λ̄k ; and bk = bR,k otherwise.
Hence, the solution of L1AST can be approximated by
b̃1AST,k (λk ) ← S(b̃k , bR , λk ),

(B.5)

where
S(b̃k , bR,k , λk , λ̄k ) =

(
b̃k
bR,k

if λk ≤ |λ̄k |

(B.6)

otherwise.

Note that zk is replaced by sign(b̃k − bR,k ) in equation (B.2).
The following steps can now be used to astimate b1AST . Select a parameter
and update that parameter according to equation (B.5). Update the next
parameter in line until convergence. Go from λ = λmax to λmin with incremental
steps and use each solution as a warm start for the next; also when a single value
of λ is of interest. Friedman et al. (2007) make use of a Tseng (1988). Here it
is shown that coordinate descent algorithms converge to the minimizer of loss
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functions like
f (b) = g(b) +

K
X

hk (bk ),

(B.7)

k=1

PK
where g(b) is convex and differentiable and the convex penalty term k=1 hk (bk )
is a sum of functions of each separate parameter. As a convergence criterion,
the program stops when there are no changes in the standardized parameters
up to the second decimal place. The speed of the algorithm can be increased by
computing terms like x0k xk outside the loop.
The same steps can be used to derive the coordinate descent algorithm for a
general L12AST loss function with some qk . To obtain the b12c astimator, one
P
P
1
1
2
can define q2c,k = K
l θl |bOLS,l − bR,l | and q1c,k = K
l θl (bOLS,l − bR,l ) , for
example. The first-order conditions of
(y − Xb)0 (y − Xb)
+ ...
(y − XbR )0 (y − XbR )
K
λ X  α (bk − bR,k )2
|bk − bR,k | 
...
,
+ 2(1 − α)
K
1−λ
q2,k
q1,k

L12AST =

k=1

lead to

αλ sR −1  0
b̃12AST,k = x0k xk +
xk (y − X¬k b̃¬k − xk bR,k ) + . . .
1 − λ q2,k
 α s
(1 − α)zk 
R
bR,k −
.
(B.8)
. . . λsR
1 − λ q2,k
q1,k
Since the L2 terms cancel in the numerator when b̃12AST i,k − bR,k is computed,
one obtains
λ̄12AST,k =

q1,k
1
x0k (y − X¬k b̃¬k − xk bR,k )
,
1−α
sR

(B.9)

which is the same as equation (B.4) above except for 1/(1 − α). One can
now use S(b̃12AST i,k , bR , λk , λ̄12AST i,k ) again to cycle through parameters until
convergence.
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Algorithm for Obtaining the
Entire Solution Path of b 1AS T

Next, it is explained how a complete solution path can be obtained for a
loss function that uses an `1 norm in the simplicity measure. To summarize
the notation that I use below, let A select all active parameter rows and/or
active parameter columns and let ¬A select the inactive ones. Let the
column vector z indicate by -1 or +1 the sign of b1ASTk (λ) − bR,k . Let
¬k denote that parameter k is not included in a set, and let k refer to a
row and/or column associated with the k th regressor. Finally, let bAOLS,¬k
performs OLS with XA,¬k instead of XA . With this notation, Algorithm
B.1 gives an overview of how the entire solution path can be computed
for a given λ. I now explain the few steps that are required for its derivation. Any remaining details (B.3.1, B.3.2, . . . ) are presented in the next section.

Algorithm B.1 Entire Solution Path of b1 Astimators
Input: bR , X, Y, Q
Output: b1AST (λ)


0
0
(y − X¬A bR,¬A ) ,
XA )−1 XA
Let b̃AOLS = (XA
0
bA (λ) = b̃AOLS − λ(XA
XA )−1 Q−1
1,A sR zA ,

the initial λcur = ∞, and let


zk x0k y − (XA b̃AOLS + X¬A bR,¬A )¬k − xk bR,k s−1
R


.
λ̃k (zk ) =
−1
−1
0 X )−1 Q
Q1,kk − zk x0k XA (XA
A
1,A zA

(B.10)

(B.11)

¬k

while λ̂k ≥ 0 do
1. Compute λ̃k for currently inactive regressors with
max{λ̃k (−1), λ̃k (+1)}.
2. Only calculate λ̃k (zA,k ) for a currently active regressor if the sign of a
new (b̃AOLS,k − bR ) is different from the sign zA,k of (bA,k (λ̂) − bR ).
3. Switch activity status of k ∗ at λ̂ =
max
λ̃k .
k, 0≤λ̃k ≤λcur

4. Compute b1AST (λ̂) with bA (λ̂) and bR,¬A .
end while
−1
= 1/|bOLS,k − β0, k|; sR = (y − XbR )0 (y − XbR ), A selects
1i,kk
all active parameters rows and/or active parameter columns; zA gives the sign (-1 or +1) for each active
regressor based on the current sign of (bA,k (λ̂) − bR ); ¬k means that element k was excluded from a set (if

Notes: Q is a K diagonal matrix, like Q
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applicable); b̃AOLS,¬k performs b̃AOLS after k has been removed from XA or X¬A bR,¬A . Premultiply
−1
Q
by a factor if you wish to penalize some regressors harder than others.
1,kk

By minimizing L1AST in equation (B.1) for active regressors, the solutions
of bA (λ) are given by equation (B.10). From this expression it is clear that as λ
moves towards zero, bA,k moves linearly in the direction of b̃AOLS,k . To solve
a b1 astimator we just need to figure out at which λ values the set of active
regressors is altered and connect the dots.
In the derivation of the coordinate descent algorithm in Appendix B above, it
was shown that the set of active regressors can be defined as A = {k : λ < zk λ̄k },
where


x0k y − X¬k b¬k (λ) − xk bR,k s−1
R
.
(B.12)
λ̄k =
−1
Q1,kk
At a given λ, solutions of parameters other than k are represented by b¬k (λ);
and this vector is made up of the active bA (λ̂) and inactive bR parameters. Since
the relevant bA (λ) are given by equation (B.10) and the values of bR are specified
by the researcher, we can just substitute these expressions in λ̄k and solve for λ
in λ < zk λ̄k . The solutions are given by λ̃k in equation (B.11), see Subsection
B.3.3 for a derivation. The next alteration of an activity status occurs at the
highest λ̃k below the current λcur .
For presently inactive regressors, λ̃k can be computed by max{λ̃k (zk =
−1), λ̃k (zk = +1)}. Once parameter bk has become active, equation (B.10) shows
that it will move towards its b̃AOLS,k solution, so the sign in zA corresponds to
the sign of b̃AOLS,k of when k was most recently added to A. Active parameters
can become inactive when λ ≥ zk λ̃k , but this will only occur after the sign of
(b̃AOLS,k − bR,k ) has become different from the sign of (bA,k − bR,k ) as a result
of some new regressor being included or excluded. Merely in that case does one
need to compute λ̃k (zk = zA,k ) to locate when active regressors become inactive.
By altering the active set at the largest permissible λk in this way, the entire
solution path of L1 loss functions is quickly obtained.
In the current literature, the moment that a regressor is activated or inactivated is usually solved separately to find solutions akin to equation (B.11)
(Tibshirani, 2011, Zou et al., 2007). If separate strategies are employed, then I
suggest to make use of a similarity between triangles to show that an active bk
will hit bR,k at
λ̃k = λcur

|b̃AOLS,k − bR,k )|
,
|b̃AOLS,k − bR,k | + |bA,k (λcur ) − bR,k |

(B.13)
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which will be faster to compute than an equation like (B.11), because it merely
contains scalars that are already available.
About the relationship between the LARS algorithm and the lasso type b1a
astimator with bR,k = 0, it is clear from condition λ < zk λ̄k with λ̄k defined
in equation (B.12), that regressor xk is activated once its angle to the current
−1
residual, x0k (y − XA bA ), equals Q−1
1a,kk sR zk λ. It follows that Q1a,kk sR zA λ =
0
XA
(y − XA bA ) from substituting bA by equation (B.10),


0
0
0
0
0
0
XA
(y − XA bA ) = XA
y − (XA
XA ) (XA
XA )−1 XA
y − λ(XA
XA )−1 Q−1
1,A sR zA ,
= Q−1
1a,kk sR zA λ;
and from using that Q−1
1a,kk is the same for all k.
The result is that a b1a astimator adds a new regressor once its angle to the
current residual is the same as those of the active regressors. What is more, the
angles between XA and y − XA bA are equal and they decrease monotonically as
λ goes to zero. Add the fact that active regressors are inactivated once the sign
of bA (λ) − bR changes, and it becomes clear that the algorithm is equivalent
to LARS for Q1,a and bR,k = 0. The same logic can be applied in the more
general case where bR is allowed to deviate from zero. The ‘current residual’
then becomes (y − XA bA − X¬A bR,¬A ) and the solutions move in the direction of
b̃AOLS,k . Forward selection can be performed by ignoring step 2; and backward
selection could be executed as well.

B.3.

Remaining Claims

B.3.1: Assume bR = ~0 and orthogonal X and show that each moment of
activation of a b2AST c parameter can be written as
λ̃k =

K
q X
q
rk⊗
θlk rl⊗

(B.14)

l=1

P k
for rl⊗ = (x0l y)(x0l y)0 (x0l xl )−1 (y 0 y)−1 , where Q1c,k =
Also
l θl |bOLS,k |.
prove that the results of K = 1, b2AST i , and b2AST a are special cases. Finally, show that the relation in (B.14) holds if bR 6= ~0, whereby rl⊗ =
0
(x0l ỹR )(x0l ỹR )0 (x0l xl )−1 (ỹR
ỹR )−1 with ỹR = y − XbR .
√
1. Use that |a| = a2 for some scalar a ∈ R and that (X 0 X)−1 = N 1−1 IK for
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orthostandard data to rewrite
λ̃k = zk (x0k y)(y 0 y)−1 Q1c,kk ,
= (y 0 y)−1 |x0k y|

K
X

θlk |(x0l xl )−1 (x0l y)|,

l=1

=

q

(x0k y)(x0k y)0 (x0k xk )−1 (y 0 y)−1

K
X

θlk

q

(x0l y)(x0l y)0 (x0l xl )−1 (y 0 y)−1 ,

l=1

=

q

rk⊗

k
X

θlk

q

rl⊗ .

l=1

2. Special cases:
q q
⊗
– For K = 1 or b2AST i , define Θ = IK to get λ̃k = rk⊗ rk⊗ = Rkk
.
q P q
K
1
– For b2AST a , define θlk = 1/K to get λ̃k = K
rk⊗ l=1 rl⊗ .
3. When bR 6= ~0 (and X is orthogonal), we get
0
λ̃k = zk (x0k ỹR )(ỹR
ỹR )−1

K
X

θlk |bOLS,l − bR,l |.

l=1

The derivation of equation (B.14) is the same as in point 1. if it is
recognized that
bOLS,l − bR,l = (x0l xl )−1 (x0l ỹR ),
so that every y can be replaced by ỹR .
B.3.2: Given that the reference coefficients bR are all zero and that Q1i,kk =
|bOLS,k −bR,k | is used; prove that the first activation occurs at the largest diagonal
elements of
R⊗ = (X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 .
Second, show that the (initial) path of the first activated regressor (xk ) is given
by
(
⊗
⊗
(1 − λ/Rkk
)bkOLS if λ ≤ Rkk
,
b1AST i,k =
⊗
0
if λ > Rkk ,
for active bkOLS = (x0k xk )−1 (x0k y) and a 1 × K vector i that is 1 at k and zero
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otherwise. Third, if bR 6= ~0, it holds that
0
R⊗ = (X 0 ỹR )(X 0 ỹR )0 (X 0 X)−1 (ỹR
ỹR )−1

for ỹR = y − XbR . Prove in this more general setting that the first activation
⊗
also occurs at λ = maxk Rkk
when b1AST i is applied.
⊗
1. Parameter bk is activated once λ̃k = (x0k y)(y 0 y)−1 Q1i,kk = Rkk
.

λ̃k = (x0k y)(y 0 y)−1 |bOLS,k |
p
= i(X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 (X 0 y)(X 0 y)0 (X 0 X)−1 (y 0 y)−1 i0 ,
√
= iR⊗ R⊗ i0
⊗
= Rkk
.

whereby I have used that |a| =

√

a2 for some scalar a ∈ R.

2. The solution path is therefore given by


0
b1AST i,k = (x0k xk )−1 x0k y − λQ−1
(y
y)
,
1i,kk
= bkOLS − λ(x0k xk )−1 (x0k y)

1

,
(x0k y)(y 0 y)−1 |bOLS,k |

⊗
= (1 − λ/Rkk
)bkOLS .

In the second line, I multiplied the second term by
line, I used that λ̃k =

⊗
Rkk
.

x0k y
x0k y

= 1. In the third

3. For bR 6= ~0, see point 3. in B.3.1.
B.3.3: Equate λ = zk λ̄k and solve for λ to get


zk x0k y − (XA b̃AOLS + X¬A bR,¬A )¬k − xk bR,k s−1
R


.
λ̃k (zk ) =
−1
−1
0
0
Q1,kk − zk xk XA (XA XA )−1 Q1,A zA
¬k

0
Using that bA (λ) = b̃AOLS −λ(XA
XA )−1 Q−1
1,A sR zA , we can replace X¬k b¬k
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by XA bA (λ) + X¬A bR,¬A in


λ = zk x0k y − X¬k b¬k − xk bR,k Q1,kk s−1
R ,


= zk x0k y − (XA b̃AOLS + X¬A bR,¬A )¬k − xk bR,k Q1,kk s−1
R + ...
0
. . . zk xk XA (XA
XA )−1 Q−1
1,A zA )Q1,kk λ.

Bring the latter term to the left hand side and the result quickly follows.

B.4.

Matlab Code: Las so and the
Prostate Data Set

This program checks the results of the prostate case study in Section 10.2 with
standard Matlab functions. The objective is to compare the MSFE accuracy of
lasso relative to OLS by repeating 10,000 times the random division of patients
into a training set of 67 observations and a validation set of 30 observations.
load('Prostate.mat')
for i=10^4:-1:1
%Randomly divide patients into training (67) and validation (30) set
[~, leaveout] = crossvalind('LeaveMOut', 97, 30);
XT = X(leaveout==0,:); YT = Y(leaveout==0);
%Lasso solutions for training data with 10-fold cross-validation
[b,fitinfo] = lasso(XT,YT,'CV',10);
ID = fitinfo.IndexMinMSE;
bLAS = [fitinfo.Intercept(ID); b(:,ID)];
%Lasso accuracy of validation data
XV = [ones(30,1) X(leaveout==1,:)]; YV = Y(leaveout==1);
scoreLAS = nanmean((YV - XV*bLAS).^2);
%OLS accuracy of validation data
XT = [ones(67,1) XT];
bOLS = (XT'*XT)\(XT'*YT);
scoreOLS = nanmean((YV - XV*bOLS).^2);
%Relative accuracy lasso
RelAccLas(i,1) = scoreLAS/scoreOLS;
end
fprintf('Lasso MSFE relative to OLS: %1.2f \n',mean(RelAccLas))

C
Appendix: Degrees of Freedom Ridge Regression
C.1: Show that KˆDF,ridge = Kˆ1i(r),ridge when regressors are orthostandard.
Use that X 0 X = (N − 1)Ik to rewrite the ridge degrees of freedom as
KˆDF, ridge = tr X(X 0 X + λIK )−1 X 0 ,
1
= tr X 0 X
IK ,
λ+N −1
N −1
=K
,
λ+N −1
where tr(AB) = tr(BA) if A is m × n and B is n × m.
Next, use that x0k xj = 0 for all j 6= k and that x0k xk = (N − 1). To select
the k th element of bridge , include a 1 × K vector ik which is 1 at k and 0
PK |bridge,k |
otherwise. Finally, note that orthogonality implies that k=1 |bOLSr,k
| =
PK bridge,k
k=1 bOLS,k . The result is that
Kˆ1i(r),ridge =

K
X
ik (X 0 X + λIK )−1 (X 0 y)
,
(x0k xk )−1 x0k y

k=1

K

=K

N − 1 X ik (X 0 y)
,
λ+N −1
(x0k y)
k=1

N −1
,
=K
λ+N −1
which equals KˆDF, ridge .
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D
Appendix: Heuristics for Determining the Effective Sample Size
I now show why Ds (w) and Da (w) may be interpreted as measures for the
relative deviance from equal weights; how a heuristic for the ‘effective’ number
of observations follows; and how differences between the two measures can be
illustrated.
I begin with
Ds (w) = P

1

2
m wm

X
m

(wm −

1 2
) ,
M

P
PM =1
where m wm = m wm = 1. Without further assumptions, Ds can be
rewritten as
1

X
1 2
)
(wm −
2
M
w
m m m
i
hX
1
1
1 X
2
=P
(w
)
+
−
2
(w
)
,
m
m
2
M
M m
m wm
m

Ds (w) = P

=

M − N̂2
,
M

where N̂2 = P 1 w2 is the effective samples size with an `2 norm and where I
m
m
PM
have used that m=1 c = M c. It follows that 0 ≤ Ds (w) ≤ 1.
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If the weights still need to be normalized, one would get
P
( m wm )2 X wm
1 2
Ds (w) = P
(P
−
) ,
2
w
w
M
m m
m m
m
P
(
wm )2
M − Pm w2
m
m
,
=
M
P
(
wm )2
and the heuristic for the effective sample equals Pm 2 . The same expression
m

wm

was derived in the design effect literature by determining what adjusted sample
size is required
P to 2equate the variance of an individually weighted average
2
2 P m wm
var(X̃) = σ
to the variance of an equal weighted average var(X̄) = σ
2
(

m

N

wm )

under the assumption of independent and identically distributed observations
(Kish, 1965).
Next, I turn to the absolute deviance measure,
Da (w) =

1X
1
|.
|wm −
2 m
M

1
Note that Da (w) = 0 when wm = M
for all m = 1, 2, . . . , M . When the first N
observations are included and the others are ignored, this can be represented
as w1:N . Such weights are an example of when N observations receive an equal
weight of N1 and the other (M − N ) observations receive a weight of 0. If one
also uses that N ≤ M , the following can be derived

1 X 1:N
1
|,
|w
−
2 m
M
1h
1
1
1 i
= (M − N ) · |0 −
|+N ·| −
| ,
2
M
N
M
Ni
1hM − N
+1−
,
=
2
M
M
M −N
=
= D01 (w),
M

Da (w1:N ) =

and this proportion of observations is between 0 and 1. Since the largest deviation
from equal weights occurs when only the minimum amount of observations is
included, it also follows that 0 ≤ Da (w) ≤ 1. A heuristic for the effective sample
−N̂1
size N̂1 = (1 − Da (w))M , results from solving Da (w) = MM
for N̂1 .
Table D.1 compares the two deviance measures when N = 3 observations
receive weights of w = [p q r]0 /(p + q + r). The letter r is associated with the
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Table D.1: Measuring Deviations from Equal Weights

p\q
5
4
3
2
1
0

0

2
3

1

.40
.54

2

i. Ds
3

.18
.29
.44

.06
.12
.23
.37

4
.01
.04
.10
.21
.34

5
0
.01
.05
.11
.21

0

1
3

2
3

1

.38
.50

2

ii. Da
3

.22
.29
.38

4

.12
.17
.22

.05
.08
.15
.23

5
0
.05
.10
.17
.24

1
3

1
3

1
3

Note: this table shows how Ds and Da measure the total deviation from equal weights. The three weights
are given by w = [p q r]0 /(p + q + r), where r = 5.

third observation and is fixed at 5 while p and q of observations one and two
vary from 0 to 5. When both p and q equal zero (and r = 5), for example, then
the deviance from equal weights is 2/3 for both measures, because two out of
three observations are excluded. The total deviances from equal weight is 0 in
case p = q = r = 5. As one would expect, Da gives higher penalties than Ds to
small deviations from equal weights, while Ds has more discriminatory power
for large deviations from equal weights. For instance, when p = 0, Da is exactly
equal to 1/3 for q = 3, 4, and 5; while Ds gives higher penalties than 1/3 the
more q diverges from r = 5. In this way, Ds stimulates periods of observations
to receive similar weights because larger deviations from EQ are more heavily
penalized by the `2 norm.

E
Appendix: Centering Individually Weighted Data
The average level of the mean survey forecast is given by
∗

mT ∗ =

T
1 X
ȳt+h ,
T ∗ t=1

for some h-period ahead forecast running from t = 1 to T ∗ = T − h − 1. For
the bias-adjusted models, one can center equally weighted data by deducting
mT ∗ from each yt+h and ȳt+h for t = 1 to T ∗ . As a result, the ‘centered’ model
becomes
yt+h − mT ∗ = acentered + b(ȳt+h − mT ∗ ) + et+h ,
yt+h = acentered + (1 − b)mT ∗ +bȳt+h + et+h .
To bring the model back to the original location, the choice of b can remain the
same, while
auncentered = acentered + (1 − b)mT ∗ .
(E.1)
The ‘centered’ model for individually weighted data is given by
ba
(yt+h
− mT )wt = acentered wt + b(ȳt+h − mT )wt .

The constant mT ∗ that needs to be deducted before weighing the data follows
from solving for mT ∗ in
X√

wt (ȳt − mT ∗ ) = 0.

T∗

This results in

1
mT ∗ = P √
t

X√
wt
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T∗

wt xt .
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To retransform acentered , one can again use equation (E.1).
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